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To our students



PREFACE

Fundamentals of Statistical Reasoning in Education 4e, like the first three editions, is
written largely with students of education in mind. Accordingly, we draw primarily
on examples and issues found in school settings, such as those having to do with
instruction, learning, motivation, and assessment. Our emphasis on educational
applications notwithstanding, we are confident that readers will find Fundamentals 4e
of general relevance to other disciplines in the behavioral sciences as well.

Our overall objective is to provide clear and comfortable exposition, engaging
examples, and a balanced presentation of technical considerations, all with a focus
on conceptual development. Required mathematics call only for basic arithmetic and
an elementary understanding of simple equations. For those who feel in need of a
brushup, we provide a math review in Appendix A. Statistical procedures
are illustrated in step-by-step fashion, and end-of-chapter problems give students
ample opportunity for practice and self-assessment. (Answers to roughly half of
these problems are found in Appendix B.) Almost all chapters include an illustrative
case study and a “Reading the Research” section showing how a particular concept
or procedure appears in the research literature. The result is a text that should
engage all students, whether they approach their first course in statistics with
confidence or apprehension.

You will find several changes in Fundamentals 4e:

• Guided by instructor feedback, we now use Y instead of Y as the symbol for
the predicted value of Y in our treatment of regression analysis. Further, we
now explicitly address the meaning, and importance, of residuals in regression
analysis.

• A difficult decision for us was whether—and if so, how—to integrate com-
puter applications into Fundamentals. In the end, we agreed that it is nei-
ther our intention nor our place to teach students in a first course the use
of statistical software. If the computer is to be introduced in such a course,
it is for the instructor to decide how to go about doing so. That said,
we chose to illustrate (on the supporting website) the use of SPSS, a statis-
tical package that enjoys considerable popularity in the education research
community. Sample output provided with commentary, all within the con-
text of the statistical procedures and tests covered in Fundamentals 4e. For
the student who has access to SPSS and wishes to replicate our results (or
simply explore this software further), we also provide a link to the data on
which our applications are based.

• All chapters have benefited from the careful editing, along with the occa-
sional clarification or elaboration, that one should expect of a new edition.

Fundamentals 4e is still designed as a “one semester” book. We intentionally
sidestep topics that few introductory courses cover (e.g., factorial analysis of variance,
repeated measures analysis of variance, multiple regression). At the same time, we
incorporate effect size and confidence intervals throughout, which today are
regarded as essential to good statistical practice.
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Instructor’s Guide

A guide for instructors can be found on the Wiley website at www.wiley.com/
college/coladarci. This guide contains:

• Suggestions for adapting Fundamentals 4e to one’s course.

• Helpful Internet resources on statistics education.

• The remaining answers to end-of-chapter problems.

• SPSS output, with commentary (and supporting data sets), presented within
the context of the various statistical procedures and tests in Fundamentals 4e.

• An extensive bank of multiple-choice items.

• Supplemental material (“FYI”) providing elaboration or further illustration
of procedures and principles in the text (e.g., the derivation of a formula,
the equivalence of the t test, and one-way ANOVA when k 2).
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CHAPTER 1

Introduction

1.1 Why Statistics?

An anonymous sage once defined a statistician as “one who collects data and draws
confusions.” Another declared that members of this tribe occupy themselves by
“drawing mathematically precise lines from unwarranted assumptions to foregone
conclusions.” And then there is the legendary proclamation attributed (by Mark
Twain) to the 19th-century British statesman Benjamin Disraeli: “There are three
kinds of lies: lies, damned lies, and statistics.”

Are such characterizations justified? Clearly we think not! Just as every barrel
has its rotten apples, there are statisticians among us for whom these sentiments
are quite accurate. But they are the exception, not the rule. While there are end-
less reasons explaining why statistics is sometimes viewed with skepticism
(math anxiety? mistrust of the unfamiliar?), there is no doubt that when properly
applied, statistical reasoning serves to illuminate, not obscure. In short, our objec-
tive in writing this book is to acquaint you with the proper applications of statis-
tical reasoning. As a result, you will be a more informed and critical patron of the
research you read; furthermore, you will be able to conduct basic statistical ana-
lyses to explore empirical questions of your own.

Statistics merely formalizes what humans do every day. Indeed, most of the
fundamental concepts and procedures we discuss in this book have parallels in
everyday life, if somewhat beneath the surface. You may notice that there are
people of different ages (“variability”) at Eric Clapton concerts. Because Maine
summers are generally warm (“average”), you don’t bring a down parka when
you vacation there. Parents from a certain generation, you observe, tend to drive
Volvo station wagons (“association”). You believe that it is highly unlikely
(“probability”) that your professor will take attendance two days in a row, so you
skip class the day after attendance was taken. Having talked for only a few
minutes (“sample”) with a person you just met, you conclude that you like him
(“generalization,” “inference”). After getting a disappointing meal at a popular
restaurant, you wonder whether it was just an off night for the chef or the place
actually has gone downhill (“sampling variability,” “statistical significance”).

We could go on, but you probably get the point: Whether you are formally
crunching numbers or simply going about life, you employ—consciously or not—
the fundamental concepts and principles underlying statistical reasoning.

So what does formal statistical reasoning entail? As can be seen from the two-
part structure of this book, statistical reasoning has two general branches:
descriptive statistics and inferential statistics.
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1.2 Descriptive Statistics

Among first-year students who declare a major in education, what proportion are
male? Female? Do those proportions differ between elementary education and sec-
ondary education students? Upon graduation, how many obtain teaching posi-
tions? How many go on to graduate school in education? And what proportion end
up doing something unrelated to education? These are examples of questions for
which descriptive statistics can help to provide a meaningful and convenient way of
characterizing and portraying important features of the data.1 In the examples
above, frequencies and proportions will help to do the job of statistical description.

The purpose of descriptive statistics is to organize and summarize data so that
the data are more readily comprehended.

What is the average age of undergraduate students attending American uni-
versities for each of the past 10 years? Has it been changing? How much? What
about the Graduate Record Examination (GRE) scores of graduate students over
the past decade—has that average been changing? One way to show the change is
to construct a graph portraying the average age or GRE score for each of the 10
years. These questions illustrate the use of averages and graphs, additional tools
that are helpful for describing data.

We will explore descriptive procedures in later chapters, but for the present
let’s consider the following situation. Professor Tu, your statistics instructor, has
given a test of elementary mathematics on the first day of class. She arranges the
test scores in order of magnitude, and she sees that the distance between the high-
est and lowest scores is not great and that the class average is higher than normal.
She is pleased because the general level of preparation seems to be good and the
group is not exceedingly diverse in its skills, which should make her teaching job
easier. And you are pleased, too, for you learn that your performance is better than
that of 90% of the students in your class. This scenario illustrates the use of more
tools of descriptive statistics: the frequency distribution, which shows the scores in
ordered arrangement; the percentile, a way to describe the location of a person’s
score relative to scores of others in a group; and the range, which measures the
variability of scores.

Because they each pertain to a single variable—age, GRE scores, and so on—
the preceding examples involve univariate procedures for describing data. But
often researchers are interested in describing data involving two characteristics
of a person (or object) simultaneously, which call for bivariate procedures. For
example, if you had information on 25 people concerning how many friends each
person has (popularity) and how outgoing each person is (extroversion), you
could see whether popularity and extroversion are related. Is popularity greater
among people with higher levels of extroversion and, conversely, lower among
people lower in extroversion? The correlation coefficient is a bivariate statistic that

1We are purists with respect to the pronunciation of this important noun (“day-tuh”) and its plural sta-
tus. Regarding the latter, promise us that you will recoil whenever you hear an otherwise informed
person utter, “The data is. . . .” Simply put, data are.

2 Chapter 1 Introduction



describes the nature and magnitude of such relationships, and a scatterplot is a help-
ful tool for graphically portraying these relationships.

Regardless of how you approach the task of describing data, never lose sight of
the principle underlying the use of descriptive statistics: The purpose is to organize
and summarize data so the data are more readily comprehended and commu-
nicated. When the question “Should I use statistics?” comes up, ask yourself,
“Would the story my data have to tell be clearer if I did?”

1.3 Inferential Statistics

What is the attitude of taxpayers toward, say, the use of federal dollars to support
private schools? As you can imagine, pollsters find it impossible to put such ques-
tions to every taxpayer in this country! Instead, they survey the attitudes of a ran-
dom sample of taxpayers, and from that knowledge they estimate the attitudes of
taxpayers as a whole—the population. Like any estimate, this outcome is subject
to random “error” or sampling variation. That is, random samples of the same pop-
ulation don’t yield identical outcomes. Fortunately, if the sample has been chosen
properly, it is possible to determine the magnitude of error that is involved.

The second branch of statistical practice, known as inferential statistics, pro-
vides the basis for answering questions of this kind. These procedures allow one
to account for chance error in drawing inferences about a larger group, the popu-
lation, on the basis of examining only a sample of that group. A central distinction
here is that between statistic and parameter. A statistic is a characteristic of a
sample (e.g., the proportion of polled taxpayers who favor federal support of
private schools), whereas a parameter is a characteristic of a population (the pro-
portion of all taxpayers who favor such support). Thus, statistics are used to esti-
mate, or make inferences about, parameters.

Inferential statistics permit conclusions about a population, based on the char-
acteristics of a sample of the population.

Another application of inferential statistics is particularly helpful for evaluating
the outcome of an experiment. Does a new drug, Melo, reduce hyperactivity
among children? Suppose that you select at random two groups of hyperactive chil-
dren and prescribe the drug to one group. All children are subsequently observed
the following week in their classrooms. From the outcome of this study, you find
that, on average, there is less hyperactivity among children receiving the drug.

Now some of this difference between the two groups would be expected even
if they were treated alike in all respects, because of chance factors involved in the
random selection of groups. As a researcher, the question you face is whether
the obtained difference is within the limits of chance sampling variation. If certain
assumptions have been met, statistical theory can provide the basis for an answer.
If you find that the obtained difference is larger than that can be accounted for by
chance alone, you will infer that other factors (the drug being a strong candidate)
must be at work to influence hyperactivity.

This application of inferential statistics also is helpful for evaluating the out-
come of a correlational study. Returning to the preceding example concerning the

1.3 Inferential Statistics 3



relationship between popularity and extroversion, you would appraise the obtained
correlation much as you would appraise the obtained difference in the hyper-
activity experiment: Is this correlation larger than what would be expected from
chance sampling variation alone? If so, then the traits of popularity and extrover-
sion may very well be related in the population.

1.4 The Role of Statistics in Educational Research

Statistics is neither a beginning nor an end. A problem begins with a question rooted
in the substance of the matter under study. Does Melo reduce hyperactivity? Is pop-
ularity related to extroversion? Such questions are called substantive questions.2

You formulate the question, which is informed by a careful consideration of relevant
theory, associated research, and due regard for the field of educational practice.
You then decide on the appropriate methodology for exploring the question
empirically—that is, using data.

Once you have diligently crafted the substantive question—and only then—it is
now time for statistics to play a part. Let’s say your study calls for averages (as in
the case of the hyperactivity experiment). You calculate the average for each group
and raise a statistical question: Are the two averages so different that sampling var-
iation alone cannot account for the difference? Statistical questions differ from sub-
stantive questions in that the former are questions about a statistical index—in this
case, the average. If, after applying the appropriate statistical procedures, you find
that the two averages are so different that it is not reasonable to believe chance
alone could account for it, you have made a statistical conclusion—a conclusion
about the statistical question you raised.

Now back to the substantive question. If certain assumptions have been met
and the conditions of the study have been carefully arranged, you may be able to
conclude that the drug does make a difference, at least within the limits tested in
your investigation. This is your final conclusion, and it is a substantive conclusion.
Although the substantive conclusion derives partly from the statistical conclusion,
other factors must be considered. As a researcher, therefore, you must weigh both
the statistical conclusion and the adequacy of your methodology in arriving at the
substantive conclusion.

It is important to see that although there is a close relationship between the
substantive question and the statistical question, the two are not identical. You
will recall that a statistical question always concerns a statistical property of the
data (e.g., an average or a correlation). Often, alternative statistical questions can
be applied to explore the particular substantive question. For instance, one might
ask whether the proportion of students with very high levels of hyperactivity dif-
fers beyond the limits of chance variation between the two conditions. In this
case, the statistical question is about a different statistical index: the proportion
rather than the average.

Thus, part of the task of mastering statistics is to learn how to choose among,
and sometimes combine, different statistical approaches to a particular substantive
question. When designing a study, the consideration of possible statistical analyses

2The substantive question also is called the research question.
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to be performed should be situated in the course of refining the substantive question
and developing a plan for collecting relevant data.

To sum up, the use of statistical procedures is always a middle step; they are a
technical means to a substantive end. The argument we have presented can be
illustrated as follows:

Substantive
question

Statistical
question

Statistical
conclusion

Substantive
conclusion

1.5 Variables and Their Measurement

Descriptive and inferential statistics are applied to variables.

A variable is a characteristic (of a person, place, or thing) that takes on differ-
ent values.

Variables in educational research often (but not always) reflect characteristics
of people—academic achievement, age, leadership style, intelligence, educational
attainment, beliefs and attitudes, and self-efficacy, to name a few. Two nonpeople
examples of variables are school size and brand of computer software. Although sim-
ple, the defining characteristic of a variable—something that varies—is important to
remember. A “variable” that doesn’t vary sufficiently, as you will see later, can
sabotage your statistical analysis.3

Statistical analysis is not possible without numbers, and there cannot be num-
bers without measurement.

Measurement is the process of assigning numbers to the characteristics you
want to study.

For example, “20 years” may be the measurement for the characteristic, age, for a
particular person; “115” may be that person’s measurement for intelligence; on
a scale of 1 to 5, “3” may be the sociability measurement for this person; and
because this hypothetical soul is female, perhaps she arbitrarily is assigned a value
of “2” for sex (males being assigned “1”).

But numbers can be deceptive. Even though these four characteristics—
age, intelligence, sociability, and sex—all have been expressed in numerical form,
the numbers differ considerably in their underlying properties. Consequently, these
numbers also differ in how they should be interpreted and treated. We now turn
to a more detailed consideration of a variable’s properties and the corresponding
implications for interpretation and treatment.

3If this statement perplexes you, think through the difficulty of determining the relationship between, say,
“school size” and “academic achievement” if all of the schools in your sample were of an identical size.
How could you possibly know whether there is a relationship (correlation) between academic achieve-
ment and school size? True, this may be an absurd scenario. After all, who would ask such a question if all
schools were the same size?! But the problem of insufficient variability is far more subtle in practice, as
you will see in Chapter 7.
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Qualitative Versus Quantitative Variables

Values of qualitative variables (also known as categorical variables) differ in kind
rather than in amount. Sex is a good example. Although males and females clearly
are different in reproductive function (a qualitative distinction), it makes no sense
to claim one group is either “less than” or “greater than” the other in this regard
(a quantitative distinction).4 And this is true even if the arbitrary measurements
suggest otherwise! Other examples of qualitative variables are college major, mar-
ital status, political affiliation, county residence, and ethnicity.

In contrast, the numbers assigned to quantitative variables represent differing
quantities of the characteristic. Age, intelligence, and sociability, which you saw
above, are examples of quantitative variables: A 40-year-old is “older than” a
10-year-old; an IQ of 120 suggests “more intelligence” than an IQ of 90; and a child
with a sociability rating of 5 presumably is more sociable than the child assigned
a 4. Thus, the values of a quantitative variable differ in amount. As you will see
shortly, however, the properties of quantitative variables can differ greatly.

Scales of Measurement

In 1946, Harvard psychologist S. S. Stevens wrote a seminal article on scales of mea-
surement, in which he introduced a more elaborate scheme for classifying variables.
Although there is considerable debate regarding the implications of his typology for
statistical analysis (e.g., see Gaito, 1980; Stine, 1989), Stevens nonetheless provided
a helpful framework for considering the nature of one’s data. A variable, Stevens
argued, rests on one of four scales: nominal, ordinal, interval, or ratio.

Nominal scales Values on a nominal scale merely “name” the category to
which the object under study belongs. As such, interpretations must be limited
to statements of kind rather than amount. (A qualitative variable thus represents
a nominal scale.) Take ethnicity, for example, which a researcher may have
coded 1 Italian, 2 Irish, 3 Asian, 4 Hispanic, 5 African American, and
6 Other.5 It would be perfectly appropriate to conclude that, say, a person assigned
“1” (Italian, we trust) is different from the person assigned “4” (Hispanic), but you
cannot demand more of these data. For example, you could not claim that because
3 5, Asian is “less than” African American; or that an Italian, when added to an
Asian, begets an Hispanic because 1 3 4 . The numbers don’t mind, of course,
but it still makes no sense. The moral throughout this discussion is the same: One
should remain forever mindful of the variable’s underlying scale of measurement and
the kinds of interpretations and operations that are sensible for that scale.

Ordinal scales Unlike nominal scales, values on an ordinal scale can be
“ordered” to reflect differing degrees or amounts of the characteristic under study.
For example, rank ordering students based on when they completed an in-class
exam would reflect an ordinal scale, as would ranking runners according to when

4Although males and females, on average, do differ in amount on any number of variables (e.g., height,
strength, annual income), the scale in question is no longer sex. Rather, it is the scale of the other vari-
able on which males and females are observed to differ.
5Each individual must fall into only one category (i.e., the categories are mutually exclusive), and the
five categories must represent all ethnicities included among the study’s participants (i.e., the categories
are exhaustive).
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they crossed the finish line. You know that the person with the rank of 1 finished
the exam sooner, or the race faster, than individuals receiving higher ranks.6

But there is a limitation to this additional information: The only relation implied
by ordinal values is “greater than” or “less than.” One cannot say how much
sooner the first student completed the exam compared to the third student, or
that the difference in completion time between these two students is the same
as that between the third and fourth students, or that the second-ranked student
completed the exam in half the time of the fourth-ranked student. Ordinal
information simply does not permit such interpretations.

Although rank order is the classic example of an ordinal scale, other examples
frequently surface in educational research. Percentile ranks, which we take up in
Chapter 2, fall on an ordinal scale: They express a person’s performance relative
to the performance of others (and little more). Likert-type items, which many
educational researchers use for measuring attitudes, beliefs, and opinions (e.g.,
1 strongly disagree, 2 disagree, and so on), are another example. Socio-
economic status, reflecting such factors as income, education, and occupation, often
is expressed as a set of ordered categories (e.g., 1 lower class, 2 middle class,
3 upper class) and, thus, qualifies as an ordinal scale as well.

Interval scales Values on an interval scale overcome the basic limitation of
the ordinal scale by having “equal intervals.” The 2-point difference between, say,
3 and 5 on an interval scale is the same—in terms of the underlying characteristic
being measured—as the difference between 7 and 9 or 24 and 26. Consider an or-
dinary Celsius thermometer: A drop in temperature from 30 C to 10 C is equiva-
lent to a drop from 50 C to 30 C.

The limitation of an interval scale, however, can be found in its arbitrary zero.
In the case of the Celsius thermometer, for example, 0 C is arbitrarily set at the
point at which water freezes (at sea level, no less). In contrast, the absence of heat
(the temperature at which molecular activity ceases) is roughly −273 C. As
a result, you could not claim that a 30 C day is three times as warm as a 10 C
day. This would be the same as saying that column A in Figure 1.1 is three times

30°

0° 0°

–273° (absolute zero)

10°

A B

Figure 1.1 Comparison of 30 and
10 with the absolute zero on the
Celsius scale.

6Although perhaps counterintuitive, the convention is to reserve low ranks (1, 2, etc.) for good perfor-
mance (e.g., high scores, few errors, fast times).
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as tall as column B. Statements involving ratios, like the preceding one, cannot be
made from interval data.

What are examples of interval scales in educational research? Researchers typ-
ically regard composite measures of achievement, aptitude, personality, and atti-
tude as interval scales. Although there is some debate as to whether such measures
yield truly interval data, many researchers (ourselves included) are comfortable
with the assumption that they do.

Ratio scales The final scale of measurement is the ratio scale. As you may
suspect, it has the features of an interval scale and it permits ratio statements. This
is because a ratio scale has an absolute zero. “Zero” weight, for example, rep-
resents an unequivocal absence of the characteristic being measured: no weight.
Zip, nada, nothing. Consequently, you can say that a 230-pound linebacker weighs
twice as much as a 115-pound jockey, a 30-year-old is three times the age of a
10-year-old, and the 38-foot sailboat Adagio is half the length of 76-foot White
Wings—for weight, age, and length are all ratio scales.

In addition to physical measures (e.g., weight, height, distance, elapsed
time), variables derived from counting also fall on a ratio scale. Examples in-
clude the number of errors a student makes on a reading comprehension task;
the number of friends one reports having; the number of verbal reprimands a
high school teacher issues during a lesson; or the number of students in a class,
school, or district.

As with any scale, one must be careful when interpreting ratio scale data.
Consider two vocabulary test scores of 10 and 20 (words correct). Does 20 reflect
twice the performance of 10? It does if one’s interpretation is limited to perfor-
mance on this particular test (“You knew twice as many words on this list as
I did”). However, it would be unjustifiable to conclude that the student scoring 20
has twice the vocabulary as the student scoring 10. Why? Because “0” on this test
does not represent an absence of vocabulary; rather, it represents an absence of
knowledge of the specific words on this test. Again, proper interpretation is cri-
tical with any measurement scale.

1.6 Some Tips on Studying Statistics

Is statistics a hard subject? It is and it isn’t. Learning the “how” of statistics re-
quires attention, care, and arithmetic accuracy, but it is not particularly difficult.
Learning the “why” of statistics varies over a somewhat wider range of difficulty.

What is the expected reading rate for a book about statistics? Rate of reading
and comprehension differ from person to person, of course, and a four-page
assignment in mathematics may require more time than a four-page assignment in,
say, history. Certainly, you should not expect to read a statistics text like a novel,
or even like the usual history text. Some parts, like this chapter, will go faster; but
others will require more concentration and several readings. In short, do not feel
cognitively challenged or grow impatient if you can’t race through a chapter and,
instead, find that you need time for absorption and reflection. The formal logic of
statistical inference, for example, is a new way of thinking for most people and
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requires some getting used to. Its newness can create difficulties for those who are
not willing to slow down. As one of us was constantly reminded by his father,
“Festina lente!”7

Many students expect difficulty in the area of mathematics. Ordinary arith-
metic and some familiarity with the nature of equations are needed. Being able to
see “what goes on” in an equation—to peek under the mathematical hood, so
to speak—is necessary to understand what affects the statistic being calculated,
and in what way. Such understanding also is helpful for spotting implausible
results, which allows you to catch calculation errors when they first occur (rather
than in an exam). Appendix A is especially addressed to those who feel that their
mathematics lies in the too-distant past to assure a sense of security. It contains a
review of elementary mathematics of special relevance for study of this book. Not
all these understandings are required at once, so there will be time to brush up in
advance of need.

Questions and problems are included at the end of each chapter. You should
work enough of these to feel comfortable with the material. They have been
designed to give practice in how-to-do-it, in the exercise of critical evaluation, in
development of the link between real problems and methodological approach,
and in comprehension of statistical relationships. There is merit in giving some
consideration to all questions and problems, even though your instructor may for-
mally assign fewer of them.

A word also should be said about the cumulative nature of a course in ele-
mentary statistics: What is learned in earlier stages becomes the foundation for
what follows. Consequently, it is most important to keep up. If you have difficulty
at some point, seek assistance from your instructor. Don’t delay. Those who think
matters may clear up if they wait may be right, but the risk is greater here—
considerably so—than in courses covering material that is less interdependent. It
can be like attempting to climb a ladder with some rungs missing, or to under-
stand an analogy when you don’t know the meaning of all the words. Cramming,
never very successful, is least so in statistics. Success in studying statistics depends
on regular work, and, if this is done, relatively little is needed in the way of
review before examination time.

Finally, always try to “see the big picture.” First, this pays off in computa-
tion. Look at the result of your calculation. Does it make sense? Be suspicious if
you find the average to be 53 but most of the numbers are in the 60s and 70s.
And dismiss outright any result that defies plausibility, such as a statistic that falls
beyond its possible limits. Remember, the eyeball is the statistician’s most power-
ful tool. Second, because of the ladderlike nature of statistics, also try to relate
what you are currently studying to concepts, principles, and techniques you
learned earlier. Search for connections—they are there. When this kind of effort
is made, you will find that statistics is less a collection of disparate techniques
and more a concerted course of study. Happily, you also will find that it is easier
to master!

7
“Make haste slowly!”
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Exercises

Identify, Define, or Explain

Terms and Concepts

Questions and Problems

Note: Answers to starred (*) items are given in Appendix B.

1.* Indicate which scale of measurement each of the following variables reflects:

(a) the distance one can throw a shotput

(b) urbanicity (where 1 urban, 2 suburban, 3 rural)

(c) school locker numbers

(d) SAT score

(e) type of extracurricular activity (e.g., debate team, field hockey, dance)

(f) university ranking (in terms of library holdings)
(g) class size

(h) religious affiliation (1 Protestant, 2 Catholic, 3 Jewish, etc.)

(i) restaurant rating (* to ****)

(j) astrological sign
(k) miles per gallon

2. Which of the variables from Problem 1 are qualitative variables and which are quanti-
tative variables?

3. For the three questions that follow, illustrate your reasoning with a variable from the
list in Problem 1.

(a) Can a ratio variable be reduced to an ordinal variable?

(b) Can an ordinal variable be promoted to a ratio variable?

(c) Can an ordinal variable be reduced to a nominal variable?

4.* Round the following numbers as specified (review Appendix A.7 if necessary):

(a) to the nearest whole number: 8.545, −43.2, 123.01, .095
(b) to the nearest tenth: 27.33, 1.9288, −.38, 4.9746
(c) to the nearest hundredth: −31.519, 76.0048, .82951, 40.7442

descriptive statistics
univariate
bivariate
sample
population
sampling variation
inferential statistics
statistic
parameter
substantive question
statistical question
statistical conclusion

substantive conclusion
variable
measurement
qualitative variable (or categorical variable)
quantitative variable
scales of measurement
nominal scale
ordinal scale
interval scale
ratio scale
arbitrary zero
absolute zero
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5. In his travels, one of the authors once came upon a backroad sign announcing that a
small town was just around the corner. The sign included the town’s name, along with
these facts:

Population 562
Feet above sea level 2150
Established 1951

TOTAL 4663

Drawing on what you have learned in this chapter, evaluate the meaning of “4663.”

Exercises 11
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CHAPTER 2

Frequency Distributions

2.1 Why Organize Data?

You perhaps are aware by now that in statistical analysis one deals with groups,
often large groups, of observations. These observations, or data, occur in a variety
of forms, as you saw in Chapter 1. They may be quantitative data, such as test
scores, socioeconomic status, or per-pupil expenditures; or they may be qualitative
data as in the case of sex, ethnicity, or favorite tenor. Regardless of their origin or
nature, data must be organized and summarized in order to make sense of them.
For taken as they come, data often present a confusing picture.

The most fundamental way of organizing and summarizing statistical data is
to construct a frequency distribution. A frequency distribution displays the differ-
ent values in a set of data and the frequency associated with each. This device can
be used for qualitative and quantitative variables alike. In either case, a frequency
distribution imposes order on an otherwise chaotic situation.

Most of this chapter is devoted to the construction of frequency distributions
for quantitative variables, only because the procedure is more involved than that
associated with qualitative variables (which we take up in the final section).

2.2 Frequency Distributions for Quantitative Variables

Imagine that one of your professors, Dr. Casteñeda, has scored a multiple-choice
exam that he recently gave to the 50 students in your class. He now wants to get a
sense of how his students did. Simply scanning the grade book, which results in the
unwieldy display of scores in Table 2.1, is of limited help. How did the class do in

Table 2.1 Scores from 50 Students on a
Multiple-Choice Examination

75 89 57 88 61
90 79 91 69 99
83 85 82 79 72
78 73 86 86 86
80 87 72 92 81
98 77 68 82 78
82 84 51 77 90
70 70 88 68 81
78 86 62 70 76
89 67 87 85 80
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general? Where do scores seem to cluster? How many students failed the test? Sup-
pose that your score is 89—how did you do compared with your classmates? Such
questions can be difficult to answer when the data appear “as they come.”

The simplest way to see what the data can tell you is first to put the scores in
order. To do so, Dr. Casteñeda locates the highest and lowest scores, and then he
lists all possible scores (including these two extremes) in descending order. Among
the data in Table 2.1, the highest score is 99 and the lowest is 51. The recorded
sequence of possible scores is 99, 98, 97, . . . , 51, as shown in the “score” columns
of Table 2.2.

Now your instructor returns to the unordered collection of 50 scores and, tak-
ing them in the order shown in Table 2.1, tallies their frequency of occurrence, f,
against the new (ordered) list. The result appears in the f columns of Table 2.2.
As you can see, a frequency distribution displays the scores and their frequency of
occurrence in an ordered list.

Once the data have been organized in this way, which we call an ungrouped-
data frequency distribution, a variety of interesting observations easily can be made.
For example, although scores range from 51 to 99, Dr. Casteñeda sees that the
bulk of scores lie between 67 and 92, with the distribution seeming to “peak” at a
score of 86 (not bad, he muses). There are two students whose scores stand out
above the rest and four students who seem to be floundering. As for your score of
89, it falls above the peak of the distribution. Indeed, only six students scored higher.

2.3 Grouped Scores

Combining individual scores into groups of scores, or class intervals, makes it
even easier to display the data and to grasp their meaning, particularly when

Table 2.2 Scores from Table 2.1, Organized
in Order of Magnitude with Frequencies ( f)

Score f Score f Score f

99 1 83 1 67 1
98 1 82 3 66 0
97 0 81 2 65 0
96 0 80 2 64 0
95 0 79 2 63 0
94 0 78 3 62 1
93 0 77 2 61 1
92 1 76 1 60 0
91 1 75 1 59 0
90 2 74 0 58 0
89 2 73 1 57 1
88 2 72 2 56 0
87 2 71 0 55 0
86 4 70 3 54 0
85 2 69 1 53 0
84 1 68 2 52 0

51 1
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scores range widely (as in Table 2.2). Such a distribution is called, not surpris-
ingly, a grouped-data frequency distribution.

In Table 2.3, we show two ways of grouping Dr. Casteñeda’s test data into
class intervals. In one, the interval width (the number of score values in an
interval) is 5, and in the other, the interval width is 3. We use the symbol “i” to
represent interval width. Thus, i 5 and i 3 for the two frequency distributions
in Table 2.3, respectively. The highest and lowest possible scores in an interval are
known as the score limits of the interval (e.g., 95–99 in distribution A).

By comparing Tables 2.2 and 2.3, you see that frequencies for class intervals
typically are larger than frequencies for individual score values. Consequently, the
former don’t vary as irregularly as the latter. As a result, a grouped-data fre-
quency distribution gives you a better overall picture of the data with a single
glance: high and low scores, where the scores tend to cluster, and so forth. From
distribution A in Table 2.3, for instance, you can see that scores tend to bunch up
toward the upper end of the distribution and trail off in the lower end (easy
exam? motivated students?). This is more difficult to see from Table 2.2—and
virtually impossible to see from Table 2.1.

There are two cautionary notes you must bear in mind, however. First, some
information inevitably is lost when scores are grouped. From distribution A in
Table 2.3, for example, you have no idea where the two scores are in the interval
95–99. Are they both at one end of this interval, are both at the other end, or are
they spread out? You cannot know unless you go back to the ungrouped data.
Second, a set of individual scores does not yield a single set of grouped scores.
Table 2.3 shows two different sets of grouped scores that may be formed from the
same ungrouped data.

Table 2.3 Scores from Table 2.1, Converted to
Grouped-Data Frequency Distributions with Differing
Interval Width (i)

Distribution A: i = 5 Distribution B: i = 3

Score Limits f Score Limits f

95–99 2 96–98 2
90–94 4 93–95 0
85–89 12 90–92 4
80–84 9 87–89 6
75–79 9 84–86 7
70–74 6 81–83 6
65–69 4 78–80 7
60–64 2 75–77 4
55–59 1 72–74 3
50–54 1 69–71 4

n 50 66–68 3
63–65 0
60–62 2
57–59 1
54–56 0
51–53 1

n 50
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2.4 Some Guidelines for Forming Class Intervals

If a given set of individual scores can be grouped in more than one way,
how do you decide what class intervals to use? Fortunately, there are some
widely accepted conventions. The first two guidelines below should be followed
closely; departures can result in very misleading impressions about the under-
lying shape of a distribution. In contrast, the remaining guidelines are rather
arbitrary, and in special circumstances modifying one or more of them may
produce a clearer presentation of the data. Artistry is knowing when to break
the rules; use of these conventions should be tempered with common sense and
good judgment.

1. All intervals should be of the same width. This convention makes it easier to
discern the overall pattern of the data. You may wish to modify this rule
when several low scores are scattered across many intervals, in which case
you could have an “open-ended” bottom interval (e.g., “<50”), along with the
corresponding frequency. (This modification also can be applied to the top
interval.)

2. Intervals should be continuous throughout the distribution. In distribution B of
Table 2.3, there are no scores in interval 93–95. To omit this interval and
“close ranks” would create a misleading impression.

3. The interval containing the highest score value should be placed at the top. This
convention saves the trouble of learning how to read each new table when
you come to it.

4. There generally should be between 10 and 20 intervals. For any set of scores,
fewer intervals result in a greater interval width, and more information there-
fore is lost. (Imagine how uninformative a single class interval—for the entire
set of scores—would be.) Many intervals, in contrast, result in greater com-
plexity and, when carried to the extreme, defeat the purpose of forming intervals
in the first place.1 This is where “artistry” is particularly relevant: Whether you
select i 10, 20, or any other value should depend on your judgment of the
interval width that most illuminates your data. Of the two distributions in
Table 2.3, for example, we prefer distribution A because the underlying shape of
the distribution of frequencies is more evident with a quick glance and, further,
there are no intervals for which f 0.

5. Select an odd (not even) value for the interval width. An odd interval width gives
you the convenience of working with an interval midpoint that does not require
an additional digit. If you begin with whole numbers, this means that your inter-
val midpoints also will be whole numbers.

6. The lower score limits should be multiples of the interval width. This conven-
tion also makes construction and interpretation easier.

1In some instances it is preferable to have no class interval at all (i 1), as when the range of numbers
is limited. Imagine, for example, that you are constructing a frequency distribution for the variable
number of children in household.
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2.5 Constructing a Grouped-Data Frequency Distribution

With these guidelines in mind, you are ready to translate a set of scores to a
grouped-data frequency distribution. We illustrate this procedure by walking
through our steps in constructing distribution A in Table 2.3.

Step 1 Find the value of the lowest score and the highest score. For our data, the
values are 51 and 99, respectively.

Step 2 Find the “range” of scores by subtracting the lowest score from the highest.
Simple: 99− 51 48.

Step 3 Divide the range by 10 and by 20 to see what interval widths are accep-
table; choose a convenient width. Dividing by 10 gives us 4.8, which
we round to 5, and dividing by 20 gives us 2.4, which we round to 3. We
decide to go with i 5. (In Table 2.3, for illustrative purposes we present
a frequency distribution based on both values of i. In practice, of course,
one frequency distribution will do!)

Step 4 Determine the lowest class interval. Our lowest score is 51, so we select 50
for the beginning point of the lowest interval (it is a multiple of our interval
width). Because i 5, we add 4 (i.e., 5 − 1) to this point to obtain our lowest
class interval: 50–54. (If we had added 5, we would have an interval width of
6. Remember: i reflects the number of score values in a class interval.)

Step 5 List all class intervals, placing the interval containing the highest score at
the top. We make sure that our intervals are continuous and of the same
width: 50–54, 55–59, . . . , 95–99.

Step 6 Using the tally system, enter the raw scores in the appropriate class inter-
vals. We illustrate the tally system in Table 2.4 (although tallies are not
included in the final frequency distribution).

Step 7 Convert each tally to a frequency. The frequency associated with a class
interval is denoted by f. The total number of scores, n, appears at the
bottom of the frequencies column. This, of course, should equal the sum
of all frequencies.

Table 2.4 The Tally System for
Determining Frequencies

Score Limits Tally f

95–99 2
90–94 4
85–89 12
80–84 9
75–79 9
70–74 6
65–69 4
60–64 2
55–59 1
50–54 1

n 50
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Interval width and score limits are always carried out to the same degree of
accuracy as the original scores. For instance, Dr. Casteñeda’s test scores are whole
numbers, so the interval width and score limits for each of the intervals also are
whole numbers. Suppose you wish to construct a frequency distribution of the
grade point averages (GPAs), accurate to two decimal places, for students in a
college fraternity. Table 2.5 shows a frequency distribution that might result. Note
that i 20 and that the score limits are shown to two decimal places.

2.6 The Relative Frequency Distribution

A researcher receives 45 of the surveys she recently mailed to a sample of teen-
agers. Is that a large number of returns? It is if she initially sent out 50 surveys—
90% of the total possible. But if she had mailed her survey to 1500 teenagers, 45
amounts to only 3%. For some purposes, the most relevant question is “How
many?”, whereas for others it is “What proportion?” or, equivalently, “What
percentage?” And in many instances, it is important to know the answer to both
questions.

The absolute frequency ( f ) for each class interval in a frequency distribution
can easily be translated to a relative frequency by converting the absolute fre-
quency to a proportion or percentage of the total number of cases. This results in
a relative frequency distribution.

A relative frequency distribution shows the scores and the proportion or per-
centage of the total number of cases that the scores represent.

To obtain the proportion of cases for each class interval in Table 2.6, we divided
the interval’s frequency by the total number of cases—that is, f/n. Proportions are
expressed as a decimal fraction, or parts relative to one. A percentage, parts relative

Table 2.5 Grouped-
Data Frequency
Distribution for GPA

GPA f

3.80–3.99 2
3.60–3.79 3
3.40–3.59 4
3.20–3.39 6
3.00–3.19 5
2.80–2.99 9
2.60–2.79 7
2.40–2.59 2
2.20–2.39 3
2.00–2.19 3
1.80–1.99 1
1.60–1.79 1

n 46
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to 100,2 simply is a proportion multiplied by 100: ( f/n)100. You need not carry out
this second calculation: Simply move the proportion’s decimal point two places to the
right and—voilà!—you have a percentage. The common symbol for a percentage is %.

From Table 2.6, you see that the proportion of test scores falling in the inter-
val 85–89 is .24 (12/50), or 24%—roughly one-quarter of the class. In the final
presentation of relative frequencies, there is often little point in retaining
more than hundredths for proportions or whole numbers for percentages.3 There
are exceptions, however. For example, perhaps you find yourself faced with
exceedingly small values, such as a proportion of .004 (or the percentage equiva-
lent, .4%).

Relative frequencies are particularly helpful when comparing two or more
frequency distributions having different n’s. Table 2.7 shows the distribution of

Table 2.6 Relative Frequency Distribution

Score Limits f Proportion Percentage (%)

95–99 2 .04 4
90–94 4 .08 8
85–89 12 .24 24
80–84 9 .18 18
75–79 9 .18 18
70–74 6 .12 12
65–69 4 .08 8
60–64 2 .04 4
55–59 1 .02 2
50–54 1 .02 2

n 50

Table 2.7 Comparing Two Relative Frequency Distributions

Section 1 Section 2

Score Limits f % f %

95–99 2 4 2 10
90–94 4 8 3 15
85–89 12 24 5 25
80–84 9 18 4 20
75–79 9 18 3 15
70–74 6 12 1 5
65–69 4 8 1 5
60–64 2 4 1 5
55–59 1 2
50–54 1 2

n 50 n 20

2Percent comes from the Latin per centum (“by the hundred”).
3You should not be alarmed when the sum of the proportions (or percentages) occasionally departs
slightly from 1.00 (or 100%). Provided you have not miscalculated, this minor inaccuracy simply
reflects the rounding error that this convention can introduce.
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test scores from Dr. Casteñeda’s class (n 50) alongside the distribution for the
evening section he teaches (n 20). As you can see, comparing frequencies is not
easy. But conversion to relative frequencies puts both distributions on the same
basis, and meaningful comparison is therefore easier.

2.7 Exact Limits

So far, we have used as the limits of a particular class interval the highest and low-
est scores that one can actually obtain that still fall in the interval. These, as you
know, are the score limits of the interval, and for most purposes they will suffice.
But as we will show, on some occasions it is useful to think in terms of exact limits4

rather than score limits. The notion of exact limits is easily understood once you
look more closely at the meaning of a specific score.

Consider three possible adjacent scores on Dr. Casteñeda’s test: 86, 87, 88.
The score of 87 is assumed to represent a level of knowledge closer to 87 than that
indicated by a score of 86 or 88. Consequently, the score of 87 may be treated as
actually extending from 86.5 to 87.5. This interpretation of a score is illustrated in
Figure 2.1. The limits of a score are considered to extend from one-half of the small-
est unit of measurement below the value of the score to one-half of a unit above.5 If
you were measuring to the nearest tenth of an inch, the range represented by a
score of 2.3 in. is 2.3 ± .05 in., or from 2.25 in. to 2.35 in. If you were weighing coal
(for reasons we cannot imagine) and you wished to measure to the nearest 10
pounds, a weight of 780 lb represents 780 ± 5 lb, or from 775 to 785 lb.

Now, consider the class interval 85–89. Because a score of 85 extends down to 84.5
and a score of 89 extends up to 89.5, the interval 85–89 may be treated as including
everything between the exact limits of 84.5 and 89.5. Look ahead to Table 2.8 to see
the exact limits for the complete distribution of Dr. Casteñeda’s test scores. Notice that
the lower exact limit of the class interval serves at the same time as the upper exact
limit of the interval immediately below, and the upper exact limit of the class interval
also is the lower exact limit of the interval immediately above. No one can ever fall
right on an exact limit because every score here is reported as a whole number. It is as
though there are boundaries of no thickness separating the intervals.

Decimals need not cause alarm. Consider, for instance, the interval 2.60–2.79
in Table 2.5. A GPA of 2.60 includes everything between 2.595 and 2.605, and
one of 2.79 includes GPAs from 2.785 to 2.795. Thus, the exact limits of the corre-
sponding class interval are 2.595 to 2.795.

87 88 898685

86.5–87.5

Figure 2.1 The exact limits of the score 87.

4Exact limits also are referred to as the real or true limits of a class interval.
5Age is the only common exception: When a person says she is 25, she typically means that her age is
at least 25.0 and less than 26.0.
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2.8 The Cumulative Percentage Frequency Distribution

It often is useful to know the percentage of cases falling below a particular point
in a distribution: What percentage of Dr. Casteñeda’s class fell below a score of
80? On a statewide achievement test, what percentage of eighth-grade students
fell below “proficient”? At your university, what percentage of prospective tea-
chers fell below the cutoff score when they took the teacher certification test?
Questions of this kind are most easily answered when the distribution is cast in
cumulative percentage form.

A cumulative percentage frequency distribution shows the percentage of cases
that falls below the upper exact limit of each class interval.

Staying with Dr. Casteñeda, we present in Table 2.8 the cumulative percen-
tage frequency distribution for his test scores. The procedure for constructing such
a frequency distribution is easy:

Step 1 Construct a grouped-data frequency distribution, as described above. (We
include exact limits in Table 2.8 for easy reference.)

Step 2 Determine the cumulative frequencies. The cumulative frequency for an
interval is the total frequency below the upper exact limit of the interval,
and it is noted in the column headed “Cum. f.” Begin at the bottom by
entering 1 for the single case in the interval 50–54. This indicates that one
case falls below the upper exact limit of 54.5. As you move up into the
next interval, 55–59, you pick up an additional case, giving a cumulative
frequency of 2 below its upper limit of 59.5. You continue to work your
way up to the top by adding the frequency of each class interval to the
cumulative frequency for the interval immediately below. As a check,
the cumulative frequency for the uppermost class interval should
equal n, the total number of cases.

Table 2.8 Cumulative Frequencies and Percentages for a
Grouped Frequency Distribution, with Exact Limits

Score Limits Exact Limits f Cum. f Cum. %

95–99 94.5–99.5 2 50 100
90–94 89.5–94.5 4 48 96
85–89 84.5–89.5 12 44 88
80–84 79.5–84.5 9 32 64
75–79 74.5–79.5 9 23 46
70–74 69.5–74.5 6 14 28
65–69 64.5–69.5 4 8 16
60–64 59.5–64.5 2 4 8
55–59 54.5–59.5 1 2 4
50–54 49.5–54.5 1 1 2

n 50
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Step 3 Convert each cumulative frequency to a cumulative percentage by divid-
ing the former by n and moving the decimal two places to the right.6

Cumulative percentages appear in the column headed “Cum. %.”

The cumulative percentage is the percentage of cases falling below the upper
exact limit of a particular interval of scores. For example, 64% of Dr. Casteñeda’s
students had scores below 84.5, and 46% scored below 79.5. Like any descriptive
statistic, cumulative percentages are helpful for communicating the nature of your
data. If Dr. Casteñeda’s grading criteria are such that a score of 80 represents the
bottom of the B range, then you see from Table 2.8 that fewer than half of his stu-
dents (46%) received lower than a B on this exam. And the middle point of this
set of scores—a cumulative percentage of 50%—lies somewhere within the exact
limits of the class interval 80–84. (Do you see why?)

2.9 Percentile Ranks

Percentile ranks are closely related to our discussion of the cumulative percentage
frequency distribution, and they are widely used in educational and psychological
assessment to report the standing of an individual relative to the performance of
a known group. A percentile rank reflects the percentage of cases falling below a
given score point. If, in some distribution, 75% of the cases are below the score
point 43, then this score is said to carry a percentile rank of 75. Stated another
way, the score of 43 is equal to the 75th percentile. And you can say the converse
as well: The 75th percentile is a score of 43.

Percentile ranks are often represented in symbolic form. For example, the
75th percentile is written as P75, where the symbol P stands for “percentile” and
the subscript indicates the percentile rank. Thus, P75 43 (and vice versa).

The 25th, 50th, and 75th percentiles in a distribution are called, respectively,
the first, second, and third quartiles; they are denoted by Q1, Q2, and Q3.
Each quartile refers to a specific score point (e.g., Q3 43 in the example above),
although in practice you often will see reference made to the group of scores that
a particular quartile marks off. The “bottom quartile,” for instance, is the group
of scores falling below the first quartile (Q1)—that is, the lowest 25% of scores in
a distribution. (See Reading the Research: Quartiles.)

Calculating Percentile Ranks

Technically, a percentile rank is the percentage of cases falling below the mid-
point of the score in question. Remember from Section 2.7 that, for any given
score, half of the score’s frequency falls above its “midpoint” and half below
(again, we’re speaking technically here). This said, only three steps are required
to calculate the percentile rank for a given score.

6If you choose to leave the decimal point alone, you have a cumulative proportion instead of a cumula-
tive percentage. Six of one, half a dozen of the other. . . .
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Let’s say you wish to determine the percentile rank for the score 86 in Table 2.9:

Take half of the frequency, f/2, associated with the score in question.
Four students obtained a score of 86 (i.e., f 4), so the value you want is
f 2 4 2 2.

Add f/2 to the Cum. f for the score below the score in question.
The score below 86 is 85, for which Cum. f 34. Add 34 2, which gives you 36.

Divide this sum by n and multiply by 100.
Easy: 36 50 100 72.

In this distribution, then, a score of 86 is equal to the 72nd percentile (86 P72).
That is, 72% of the cases fall below the score point 86 (and 28% fall above).

For illustrative purposes only, we provide the calculations for each percentile
in Table 2.9. The general formula for determining percentile ranks for scores in
an ungrouped frequency distribution is given in Formula (2.1).

Table 2.9 Ungrouped Frequency Distribution with Percentile Ranks

Score f Cum. f Percentile Rank Calculations

99 1 50 99 (.5 49)/50 × 100
98 1 49 97 (.5 48)/50 × 100
92 1 48 95 (.5 47)/50 × 100
91 1 47 93 (.5 46)/50 × 100
90 2 46 90 (1 44)/50 × 100
89 2 44 86 (1 42)/50 × 100
88 2 42 82 (1 40)/50 × 100
87 2 40 78 (1 38)/50 × 100
86 4 38 72 (2 34)/50 × 100
85 2 34 66 (1 32)/50 × 100
84 1 32 63 (.5 31)/50 × 100
83 1 31 61 (.5 30)/50 × 100
82 3 30 57 (1.5 27)/50 × 100
81 2 27 52 (1 25)/50 × 100
80 2 25 48 (1 23)/50 × 100
79 2 23 44 (1 21)/50 × 100
78 3 21 39 (1.5 18)/50 × 100
77 2 18 34 (1 16)/50 × 100
76 1 16 34 (.5 15)/50 × 100
75 1 15 29 (.5 14)/50 × 100
73 1 14 27 (.5 13)/50 × 100
72 2 13 24 (1 11)/50 × 100
70 3 11 19 (1.5 8)/50 × 100
69 1 8 15 (.5 7)/50 × 100
68 2 7 12 (1 5)/50 × 100
67 1 5 9 (.5 4)/50 × 100
62 1 4 7 (.5 3)/50 × 100
61 1 3 5 (.5 2)/50 × 100
57 1 2 3 (.5 1)/50 × 100
51 1 1 1 (.5 0)/50 × 100
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Percentile Rank
(ungrouped frequency distribution)

P
f 2 Cum f below

n
100 2 1

Here, f is the frequency of the score in question, “Cum. f (below)” is the cumula-
tive frequency for the score appearing immediately below the score in question,
and n is the total number of scores in the distribution.

As a rule, statistical software does not provide percentile ranks for each score
in an ungrouped frequency distribution, but Formula (2.1) easily can be applied if
one desires the percentile rank for select scores.7 Although cumulative percen-
tages (which are routinely reported by statistical software) are not identical to
percentile ranks, they can be used if an approximation will suffice.

Cautions Regarding Percentile Ranks

Be cautious when interpreting percentile ranks. First, do not confuse percentile
ranks, which reflect relative performance, with “percentage correct,” which reflects
absolute performance. Consider the student who gets few answers correct on an
exceedingly difficult test but nonetheless outscores most of his classmates: He
would have a low percentage correct but a high percentile. Conversely, low per-
centiles do not necessarily indicate a poor showing in terms of percentage correct.

Second, percentile ranks always are based on a specific group and, therefore,
must be interpreted with that group in mind. If you are the lone math major in
your statistics class and you score at the 99th percentile on the first exam, there is
little cause for celebration. But if you are the only nonmath major in the class and
obtain this score, then let the party begin!

There is a third caution about the use of percentiles, which involves an appre-
ciation of the “normal curve” and the noninterval nature of the percentile scale.
We wait until Chapter 6 (Section 6.10) to apprise you of this additional caveat.

2.10 Frequency Distributions for Qualitative Variables

As we stated at the beginning of this chapter, frequency distributions also can be
constructed for qualitative variables. Imagine you want to know what reward stra-
tegies preschool teachers use for encouraging good behavior in their students.
You identify a sample of 30 such teachers and ask each to indicate his or her pri-
mary reward strategy. (Although teachers use multiple strategies, you want to
know the dominant one.) You find that all teachers report one of three primary
strategies for rewarding good behavior: granting privileges, giving out stickers,
and providing verbal praise.

7When data are grouped, as in Table 2.8, it is not possible to directly determine percentiles. Rather,
one must “interpolate” the percentile rank (the details of which go beyond our intentions here). With
small samples or large interval widths, the resulting estimates can be rather imprecise.
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We trust you would agree that “dominant reward strategy” is a qualitative, or
nominal, variable: Privileges, stickers, and verbal praise differ in kind and not in
amount. To assemble the resulting data in a frequency distribution, such as the
one that appears in Table 2.10, follow two simple steps:

Step 1 List the categories that make up the variable. To avoid the appearance of
bias, arrange this list either alphabetically or by descending magnitude
of frequency (as in Table 2.10).

Step 2 Record the frequency, f, associated with each category and, if you wish,
the corresponding percentage. Report the total number of cases, n, at the
bottom of the frequencies column.

Question: Would it be appropriate to include cumulative frequencies and
percentages in this frequency distribution? Of course not, for it makes no sense
to talk about a teacher “falling below” stickers or any other category of this
qualitative variable (just as, in Chapter 1, it made no sense to claim that Asian
is “less than” African American). Cumulative indices imply an underlying con-
tinuum of scores and therefore are reserved for variables that are at least
ordinal.

2.11 Summary

Reading the Research: Quartiles

As you saw in Section 2.9, quartiles refer to any of the three values (Q1, Q2, and
Q3) that separate a frequency distribution into four equal groups. In practice,
however, the term quartile often is used to designate any one of the resulting four

Table 2.10 Frequency Distribution for a
Qualitative (Nominal) Variable

Dominant Reward Strategy f %

Verbal praise 21 70
Stickers 6 20
Privileges 3 10

n 30

It is difficult for data to tell their story until they have
been organized in some fashion. Frequency distribu-
tions make the meaning of data more easily grasped.
Frequency distributions can show both the absolute
frequency (how many?) and the relative frequency
(what proportion or percentage?) associated with a

score, class interval, or category. For quantitative vari-
ables, the cumulative percentage frequency distribu-
tion presents the percentage of cases that fall below a
score or class interval. This kind of frequency distribu-
tion also permits the identification of percentiles and
percentile ranks.
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groups rather than the three score points. For example, consider the use of the
quartile in the following summary of a study on kindergartners:

Children’s performance in reading, mathematics, and general knowledge
increases with the level of their mothers’ education. Kindergartners whose
mothers have more education are more likely to score in the highest
quartile in reading, mathematics, and general knowledge. However, some
children whose mothers have less than a high school education also score
in the highest quartile. (West et al., 2000, p. 15)

Kindergartners who scored “in the highest quartile” tested better than 75% of all
kindergartners. Put another way, children in the highest quartile scored in the top
25%, which is why this quartile often is called the “top quartile.” However
named, this group of scores falls beyond Q3.

Source: West, J., Denton, K., & Germino-Hausken, E. (2000). America’s kindergartners: Findings
from the Early Childhood Longitudinal Study, Kindergarten Class of 1998–1999. National Center
for Education Statistics. U.S. Department of Education. ERIC Reproduction Document Number
438 089.

Case Study: A Tale of Two Cities

We obtained a large data set that contained 2000–2001 academic year information
on virtually every public school in California—in this case, over 7300 schools. This
gave us access to more than 80 pieces of information (or variables) for each
school, including enrollment, grade levels served, percentage of teachers fully cer-
tified, and percentage of students eligible for federal lunch subsidies. Central to
this data file is an Academic Performance Index (API) by which schools were
assessed and ranked by the state in 2000. The API is actually a composite of test
scores in different subjects across grade levels, but it generally can be viewed as
an overall test score for each school. This index ranges from 200 to 1000.

For this case study, we compared the public high schools of two large
California school districts: San Diego City Unified and San Francisco Unified.
Although there were many variables to consider, we examined only two: the API
score and the percentage of staff fully certified to teach.

We start with the variable named FULLCERT, which represents the percen-
tage of staff at each school who are fully certified by state requirements. Using
our statistical software, we obtained frequency distributions on FULLCERT for
all high schools in both districts.8 The results of this ungrouped frequency dis-
tribution are seen in Table 2.11.

We can learn much from Table 2.11. For instance, we can see that one San
Francisco high school employed a fully certified teaching staff. We also know, from
the cumulative percentage column, that one-third (33.33%) of the staffs in San
Diego were 96% fully certified or less. Simple arithmetic therefore tells us that two-
thirds (100.00 − 33.33) of the San Diego staffs were at least 98% fully certified.

The output in Table 2.11 is informative, but perhaps it would be easier to inter-
pret as a grouped frequency distribution. Table 2.12 displays the grouped frequency

8As they say in the trade, we “ran frequencies” on FULLCERT.
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distributions that we created manually. (Notice that we elected to use a class interval
of 10 due to the relatively low number of scores here.) Table 2.12 depicts a clearer
picture of the distribution of scores for both districts. San Diego’s public high schools
appear to have higher qualified staffs, at least by state credentialing standards. All 18
schools maintain staffs that are at least 90% fully certified. In contrast, only 5 of San
Francisco’s 16 schools, roughly 31%, fall in this category.

Next we compared the two districts in terms of their schools’ API scores.
Again, we used the grouped frequency distribution to better understand these

Table 2.11 Ungrouped Frequency Distributions for 2000–2001 FULLCERT Scores:
San Francisco and San Diego City District High Schools

Score f % Cum. %

San Francisco 100 1 6.25 100.00
96 1 6.25 93.75
95 1 6.25 87.50
91 2 12.50 81.25
89 1 6.25 68.75
87 1 6.25 62.50
84 2 12.50 56.25
81 1 6.25 43.75
78 1 6.25 37.50
72 1 6.25 31.25
68 1 6.25 25.00
61 2 12.50 18.75
46 1 6.25 6.25

n 16
San Diego City 100 3 16.67 100.00

99 5 27.78 83.33
98 4 22.22 55.56
96 1 5.56 33.33
95 1 5.56 27.78
94 1 5.56 22.22
93 1 5.56 16.67
92 2 11.11 11.11

n 18

Table 2.12 Grouped Frequency Distributions for 2000–2001 FULLCERT Scores:
San Francisco and San Diego City District High Schools

San Francisco San Diego City

Score Limits f % Cum. % f % Cum. %

91–100 5 31.25 100.00 18 100.00 100.00
81–90 5 31.25 68.75 0 0.00 0.00
71–80 2 12.50 37.50 0 0.00 0.00
61–70 3 18.75 25.00 0 0.00 0.00
51–60 0 0.00 6.25 0 0.00 0.00
41–50 1 6.25 6.25 0 0.00 0.00

n 16 n 18
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data. Look at the distribution in Table 2.13: The scores are fairly spread out for
both districts, although it seems that San Diego is home to more higher scoring
schools overall. Indeed, the cumulative percentages at the 600–699 interval tell us
that a third of the San Diego high schools scored above 699—compared to one-
quarter of San Francisco’s schools. San Francisco, however, lays claim to the high-
est API score (falling somewhere between 900 and 999, right?).

To this point, our analysis of the FULLCERT and API variables seems to sug-
gest that higher test scores are associated with a more qualified teaching staff.
Although this may be the case, we cannot know for sure by way of this analysis. To be
sure, such a conclusion calls for bivariate procedures, which we take up in Chapter 7.

Finally, what about the San Francisco school that scored so high? (Credit
Lowell High School with an impressive API score of 933.) It must be one of the
highest scoring schools in the state. To find out just where this school stands rel-
ative to all high schools in the state, we returned to our original data set and ran
frequencies on the API variable for the 854 high schools in California. We present
a portion of that output in Table 2.14. Look for an API score of 933. Using the
cumulative percentage column, you can see that Lowell High scored higher than
99.8 percent of all high schools in the state. In fact, only one school scored higher.

Table 2.13 Grouped Frequency Distributions for 2000–2001 API Scores:
San Francisco and San Diego City Districts

San Francisco San Diego City

Score Limits f % Cum. % f % Cum. %

900–999 1 6.25 100.00 0 0.00 100.00
800–899 0 0.00 93.75 1 5.56 100.00
700–799 3 18.75 93.75 5 27.78 94.45
600–699 3 18.75 75.00 6 33.33 66.67
500–599 4 25.00 56.25 3 16.67 33.34
400–499 5 31.25 31.25 3 16.67 16.67

n 16 n 18

Table 2.14 Ungrouped Frequency
Distributions for 2000–2001 API Scores:
California High Schools

Score f % Cum. %

969 1 0.1 100.0
933 1 0.1 99.9
922 1 0.1 99.8
912 1 0.1 99.6
907 1 0.1 99.5
895 2 0.2 99.4
• • • •

• • • •

• • • •

361 1 0.1 0.4
356 2 0.1 0.2
339 1 0.1 0.1

n 854
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Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

f n i Cum. f Cum. % P25 Q1, Q2, Q3

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* List the objectionable features of this set of class intervals (score limits) for a hypothetical fre-
quencydistribution:

Score Limits

25–30
30–40
40–45
50–60
60–65

2. Comment on the following statement: “The rules for constructing frequency distribu-
tions have been carefully developed and should be strictly adhered to.”

3.* The lowest and highest scores are given below for different sets of scores. In each case,
the scores are to be grouped into class intervals. For each, give (1) the range, (2) your
choice of class interval width, (3) the score limits for the lowest interval, and (4) the
score limits for the highest interval (do this directly without listing any of the intervals
between the lowest and the highest):

(a) 24, 70

(b) 27, 101

(c) 56, 69

(d) 187, 821

(e) 6.3, 21.9

(f) 1.27, 3.47

(g) 36, 62

frequency distribution (ungrouped and
grouped)

frequency
grouped scores
class intervals
interval width
score limits
interval midpoint
proportion
percentage

absolute frequency
relative frequency
relative frequency distribution
exact limits
cumulative percentage
cumulative frequency
cumulative percentage frequency
distribution

percentile rank
quartile
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4. For each of the following intervals, give (1) the interval width, (2) the exact limits of the
interval, and (3) the score limits and exact limits of the next higher interval (assume
the scores are rounded to the nearest whole number or decimal place indicated unless
otherwise specified):

(a) 10–14

(b) 20–39

(c) 2.50–2.74

(d) 1.0–1.9

(e) 30–40 (accurate to the nearest 10)

5.* Convert the following proportions to percents (to the same degree of accuracy):

(a) .26

(b) .05

(c) .004

(d) .555

(e) .79

6. Convert the following percents to proportions (again, to the same degree of accuracy):

(a) 42%

(b) 6.6%

(c) 43.7%

(d) 78%

(e) .8%

7.* Thirty prospective teachers take a standards-based teacher competency test. The
results are as follows (each score reflects the percentage of standards for which
the prospective teacher demonstrates proficiency):

81 91 89 81 79 82
70 92 80 64 73 86
87 72 74 75 90 85
83 82 79 82 78 96
77 85 83 87 88 80

Because the range of these 30 scores is 96− 64 32, the plausible values of i are 2 or 3.

(a) How did we get these two values of i?

(b) Construct a frequency distribution with i 3 and 63–65 as the lowest interval;
include score limits and exact limits, frequencies, percentages, cumulative
frequencies, and cumulative percentages.

(c) Construct a frequency distribution with i 2 and 64–65 as the lowest interval;
include percentages, cumulative frequencies, and cumulative percentages.

(d) Which frequency distribution do you prefer—one based on i 2 or i 3?
Why?
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8. The following is the cumulative frequency distribution for 30 scores on a “test anxiety”
survey.

Test
Anxiety f Cum. f Cum. % Percentile Rank

79 1
73 1
70 1
67 1
66 1
64 1
63 2
62 2
61 3
60 4
59 2
58 2
57 2
56 1
55 1
53 1
52 1
49 1
45 1
39 1

(a) Fill in the three blank columns (round the cumulative percentages to the nearest
whole number).

(b) Find the cumulative percentage and percentile ranks for each of the following
scores: 67, 57, and 49.

(c) Roughly two-thirds of the cases fall at or below which score?

(d) One-fifth of the cases fall at or below which score?

(e) Between which two scores is the “middle” of this distribution?

9. Suppose that the racial/ethnic breakdown of participants in your investigation is as fol-
lows: African American, n 25; White, n 90; Asian, n 42; Hispanic, n 15; “other,”
n 10. Construct a frequency distribution for these data.

10.* Imagine that you want to compare the frequency distributions for males and females
separately (on some variable), and there are considerably more females than males.
Which would you concentrate on—the original frequencies or the relative frequencies?
Why? Provide an illustration to support your reasoning.
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11. Provide the exact limits for the data we presented earlier in Table 2.5:

GPA f Exact Limits

3.80–3.99 2
3.60–3.79 3
3.40–3.59 4
3.20–3.39 6
3.00–3.19 5
2.80–2.99 9
2.60–2.79 7
2.40–2.59 2
2.20–2.39 3
2.00–2.19 3
1.80–1.99 1
1.60–1.79 1

12.* Imagine the data below are the GPAs for a sample of 60 sophomores at your university.
Prepare a relative frequency distribution (use proportions), using an interval width of
.30 and .90–1.19 as the score limits for the lowest interval.

3.08 1.81 3.63 2.52 2.97 3.48 1.00 2.70 2.95 3.29

1.40 2.39 4.00 2.69 2.92 3.34 3.00 3.37 3.01 2.11

2.36 3.23 2.99 2.61 3.02 3.27 2.65 3.89 1.60 2.31

3.93 2.98 3.59 3.04 2.88 3.76 2.28 3.25 3.14 2.85

3.45 3.20 1.94 3.80 2.58 3.26 2.06 3.99 3.06 2.40

2.44 2.81 3.68 3.03 3.30 3.54 3.39 3.10 3.18 2.74

13. The following scores were obtained by middle-level students on an “educational
aspirations” assessment:

41 33 18 41 36 50 27 34 36 36

36 36 39 33 40 48 29 41 28 39

30 44 41 39 45 30 36 27 21 46

40 47 46 47 35 24 32 46 33 39

33 45 39 31 37 46 34 18 30 35

27 42 27 31 33 44 39 36 24 27

30 24 22 33 36 54 54 46 32 33

24 24 36 35 42 22 42 45 27 41

Construct a frequency distribution using an interval width of 3 and 18–20 as the score lim-
its for the lowest interval. Convert the frequencies to relative frequencies (use
proportions).

14.* Construct a relative frequency distribution (use proportions) from the scores in Problem
13 using an interval width of 5 and 15–19 as the lowest interval. Compare the result with
the distribution obtained in Problem 13. From this example, what would you say are the
advantages of sometimes using a larger interval size and thus fewer intervals?
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CHAPTER 3

Graphic Representation

3.1 Why Graph Data?

The tabular representation of data, as you saw in Chapter 2, reveals the nature
and meaning of data more clearly than when data are presented in an unorganized
as-they-come manner. This is equally true—arguably more so—with the graphic
representation of data. Although based entirely on the tabled data, a graph often
makes vivid what a table can only hint at. A picture, indeed, can be worth a
thousand words (or numbers).

There are many kinds of graphs, and books are available that describe graphic
representation in variety and at length (e.g., Tufte, 2001). We consider here only
graphic representations of frequency distributions because of their prominence in
educational research. We begin by considering the bar chart, which is used for
graphing qualitative data, and the histogram, which is used for graphing quantita-
tive data. We conclude with a presentation of the box plot, an additional method
for graphing quantitative data.

3.2 Graphing Qualitative Data: The Bar Chart

Let’s return to the data from Table 2.10, which pertain to the reward strategies
used by preschool teachers. Figure 3.1 presents a bar chart for these data. A bar
chart has two axes, one horizontal and the other vertical. The categories of the
variable are arranged along the horizontal axis, either alphabetically or by fre-
quency magnitude. Frequencies, either absolute ( f) or relative (%), appear along
the vertical axis. A rectangle, or bar, of uniform width is placed above each

Verbal
praise
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10
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Stickers Privileges

f

Figure 3.1 Bar chart, using data
from Table 2.10.
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category, and its height corresponds to the frequency associated with the category.
Gaps appear between the bars to signify the categorical nature of the data.
Beyond the need to label the axes clearly and provide an informative title, that’s
about it.1

3.3 Graphing Quantitative Data: The Histogram

The concept of a bar chart easily can be generalized to quantitative data, in which
case you have a histogram. Although the basic idea is the same, a histogram is a bit
more involved, so we will take more time describing this graph.

Consider Figure 3.2, which is a histogram of the data appearing in Table 3.1
(which we suspect you may recognize). This histogram comprises a series of bars of

Test scores

50–54 55–59 60–64 65–69 70–74 75–79 80–84 85–89 90–94 95–99
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Figure 3.2 Histogram, using data from Table 3.1.

Table 3.1 Test Scores

Score Limits Exact Limits Midpoint f

(100–104) (99.5–104.5) (102)
95–99 94.5–99.5 97 2
90–94 89.5–94.5 92 4
85–89 84.5–89.5 87 12
80–84 79.5–84.5 82 9
75–79 74.5–79.5 77 9
70–74 69.5–74.5 72 6
65–69 64.5–69.5 67 4
60–64 59.5–64.5 62 2
55–59 54.5–59.5 57 1
50–54 49.5–54.5 52 1
(45–49) (44.5–49.5) (47)

n 50

1The pie chart is a popular alternative to the bar chart, particularly in the print media. Named for
obvious reasons, it presents each category’s frequency as a proportion of a circle.
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uniform width, each one representing the frequency associated with a particular
class interval. As with the bar chart, either absolute or relative frequencies may be
used on the vertical axis of a histogram, as long as the axis is labeled accordingly.
Unlike the bar chart, the bars of a histogram are contiguous—their boundaries
touch—to capture the quantitative nature of the data. (The exception occurs when
an ordinal variable is graphed, in which case the convention is to provide gaps
between bars to communicate the “discontinuity” between values.) Values along the
horizontal axis, the class intervals, are ordered left to right from the smallest to
the largest.

Figure 3.2, like Table 3.1, shows that scores range from class intervals 50–54 to
95–99, and, furthermore, that the greatest number of scores fall in the interval 85–89.
This histogram also communicates the underlying shape of the distribution—more
scores at the upper end, fewer at the lower end. Although the latter observation also
can be made from Table 3.1, such observations are more immediate with a well-
constructed histogram.

The Scale of the Histogram

How should you decide on the relative lengths of the horizontal and vertical
axes? This is an important question, for different relative lengths will give differ-
ent visual impressions of the same data. Indeed, armed with this knowledge,
an unprincipled person easily can distort the visual impression of the data by
intentionally manipulating the length of one axis relative to the length of
the other.

Consider Figures 3.3a and 3.3b, which illustrate two alternatives to Figure 3.2.
The impression from Figure 3.3a is that the distribution of scores is relatively flat,
whereas Figure 3.3b communicates a decidedly narrow and peaked distribution.
The data are identical, of course—the graphs differ only in the way we set up
the two axes. By stretching or shrinking the range of scores (horizontal axis), or
increasing or decreasing the range of frequencies (vertical axis), we can create any
impression we want.

How, then, should one proceed? The rule of thumb is that the vertical axis
should be roughly three-quarters the length of the horizontal. (Width and
height are measured from the span of the graphed data, not the borders of the
graph.) Where possible, the vertical axis should include the frequency of zero.
If this is awkward, as it is when the obtained frequencies are large, one should
at least have a range of frequencies sufficient to avoid a misleading graph. In
this case, it is good practice to indicate a clear “break” in the vertical axis suffi-
cient to catch the reader’s eye (see Figure 3.4). In short, let your conscience be
your guide when you construct a histogram—and be equally alert when you
examine one!

By the way, it is easy to find a trend graph that gives a misleading visual
impression—intentional or not—because of how the two axes are set up. In a
trend graph, the horizontal axis typically is a unit of time (e.g., 2006, 2007,
2008, . . . ), the vertical axis is some statistic (e.g., the percentage of high school
students who passed the state’s high school exit exam), and the graphed trend
line shows how the statistic changes over time. If, in an unscrupulous moment,
you wish to exaggerate an obtained trend—make a decline look precipitous or
an increase look astronomical—all you need to do is (a) make the vertical axis
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Figure 3.3 Effects of changing scale of axes
(data from Table 3.1).
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much longer than the horizontal axis and (b) restrict the scale of the vertical
axis so that its lowest and highest values are equal to the lowest and highest
values for which there are data. The visual effect can be so breathtaking that
such a creation is known as a “gee-whiz!” graph (Huff, 1954), an example of
which we provide in Figure 3.5. These same tactics also can be used to visually
minimize a trend, as we show in Figure 3.6. It is not our hope, of course, that
you will mislead others by manipulating your graph’s axes! Rather, simply be
conscious of these considerations as you construct a trend graph or review one
constructed by others.
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Break in scale Figure 3.4 Where there is no
frequency of zero: illustrating a
break in the vertical axis.

80

79

78

77

“Pass rates on high school
exit exam SOAR!!”

76

75

74

73

P
a
ss

 r
a
te

72

71

70

20
06

20
07

20
08

20
09

20
10

Figure 3.5 A “gee-whiz!” graph.
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3.4 Relative Frequency and Proportional Area

In histograms, you saw that the height of the graph corresponds to frequency. Now
you will see that the area under the graph can also represent frequency. Interpreting
area as frequency will become more and more important as you progress through the
chapters of this book.

To illustrate the relationship between area and frequency—or, more precisely,
between proportional area and relative frequency—we will use this simple
distribution:2

Score
Limits f Proportion

12–14 2 .10
9–11 6 .30
6–8 8 .40
3–5 4 .20

n 20

Suppose on a very large piece of paper, you constructed a histogram for this distribu-
tion so that each interval is 3 in. wide and each unit of frequency on the vertical axis
is equal to 1 in. This is represented, albeit in reduced scale, in Figure 3.7. The area
for each bar can be obtained by multiplying its width (3 in.) by its height.
Furthermore, the proportional area for each bar can be determined by dividing the
area for that bar by the total area under the entire histogram (all the bars combined,
or 60 square in.). The area results are as follows:

Score
Limits f Area (W × H)

Proportional
Area

12–14 2 3 × 2 6 6/60 .10
9–11 6 3 × 6 18 18/60 .30
6–8 8 3 × 8 24 24/60 .40
3–5 4 3 × 4 12 12/60 .20

Total: 60 sq. in. Total: 1.00

“Pass rates on high school exit exam increasing only modestly!”
100
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Figure 3.6 Visually minimizing a trend (same data used in Figure 3.5).

2In practice, of course, you rarely would use so few intervals.
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Notice that the proportional areas are identical to the relative frequencies
given in the table. The first relative frequency for one or more class intervals,
then, must equal the proportion of area under the histogram included in those
intervals. For example, the relative frequency with which individuals fall below
the class interval 9–11 is .20 .40 .60. This is equal to the proportion of area
below the interval 9–11 in Figure 3.7. The same would be true regardless of the
scales used in constructing the histogram—provided the bars are of equal width.
Indeed, this is why we stipulated earlier in this chapter that the bars of histograms
(and bar charts) must be of uniform width.

We have used the histogram for considering the relationship between relative
frequency and area because the procedure for obtaining the area of a rectangle is
straightforward. However, what is true for a histogram also is true for smooth
frequency curves of the sort you will encounter in subsequent chapters. This is
so because the area under any smooth curve can be closely approximated by
a histogram with many very narrow bars. We show this in Figure 3.8 for a
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Figure 3.7 Histogram for frequency distribution in Section 3.4: dimensions given for bars.
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Figure 3.8 Normal curve with a histogram superimposed.
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normal curve—a distribution shape central to statistical work, and soon to be a
close friend.

The proportion of area under a frequency curve between any two score points
is equal to the relative frequency of cases between those points.

Figure 3.8 illustrates this principle. Because .34 (or 34%) of the total area falls
between scores 50 and 60, .34 (or 34%) of the cases must have scores between 50 and
60.Harness this principle, for it applies to much of the statistical reasoning to follow.

3.5 Characteristics of Frequency Distributions

Inspection of a carefully constructed, well-labeled histogram can tell you much
about the key characteristics of a set of data. Several of these characteristics are
examined in detail in the next few chapters, and we will revisit them throughout
the remainder of the text. Let’s see what they are.

Central Tendency

Where on the score scale is the center of the distribution located? Around what
score point do scores cluster? Both questions deal with the characteristic, central
tendency. Two distributions that differ with regard to central tendency are shown in
Figure 3.9a. You see that the scores for one distribution are generally higher on the

10 15 20 25
Score

(a) Distributions that differ with regard to central tendency

30 35 40

Score

(b) Distributions that differ with regard to variability

20 30 35 4025 4515105

Figure 3.9 Shapes of frequency distributions: differences in central tendency and
variabilty.

3.5 Characteristics of Frequency Distributions 41



horizontal axis—further to the right—than scores for the other. In the next chapter,
you will encounter several commonly used measures of central tendency.

Variability

Do scores cluster closely about their central point, or do they spread out along the
horizontal axis? This question concerns the variability of scores in a distribution.
Figure 3.9b shows two distributions that differ in variability. We take up measures
of variability in Chapter 5.

Shape

What is the shape of the distribution? Do scores fall in the bell-shaped fashion that
we call the normal curve, or are they distributed in some other manner? Certain
shapes of frequency distributions occur with some regularity in educational
research. Figure 3.10 illustrates several of these shapes, which we briefly comment
on next. We will say more about the shapes of distributions in Chapter 4.

(a) Normal

f

(b) Bimodal

f

(c) Negatively skewed

f

(d) Positively skewed

f

(e) J-curve

f

Skewed to the rightSkewed to the left

(f ) Reverse J-curve

f

Figure 3.10 Shapes of distributions.
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Normal distribution The normal distribution (Figure 3.10a)—the proverbial
“bell-shaped curve”—tends to characterize the distributions of many physical
(e.g., height), psychoeducational (e.g., aptitude), and psychomotor (e.g., muscular
strength) variables. Nature indeed appears to love the normal curve! Contrary to
some claims, however, it is not true that a normal distribution will result for any
variable simply by collecting enough data. Some variables simply are nonnormal
(e.g., annual income, scores on an easy test)—a fact that gobs of data won’t change.
Nonetheless, the normal distribution is of great importance in statistical inference,
and you will hear much about it in subsequent chapters.

Bimodal distribution A bimodal distribution (Figure 3.10b) is rather like two
normal distributions placed on the same scale, slightly offset. The two humps of a
bimodal distribution indicate two locations of central tendency, and they could be
telling you that there are two groups in the sample. For example, a bimodal dis-
tribution might be obtained if you gave males and females a test of physical
strength. When a bimodal distribution is obtained unexpectedly, the immediate
task is to uncover why.

Skewed distribution Figures 3.10c and 3.10d each show a skewed distribu-
tion, where the bulk of scores favor one side of the distribution or the other.
When the scores trail off to the right you have a positive skew, and when they
trail off to the left you have a negative skew.3 An exceedingly difficult test will
produce a positively skewed distribution, for example, whereas a very easy test
will result in a negative skew.

The nomenclature of skewed distributions is easy to remember by visualizing
a closed fist with the thumb sticking out, as shown in Figures 3.10c and 3.10d. If
the fist represents the bulk of the scores and the thumb the tail of the distribution,
then the thumb points to the direction of the skew. Thus, direction of skew
reflects the minority out in the tail of the distribution, not the masses toward
the other end. (The chief executive officers of major corporations—a mini-
scule minority of wage earners, to be sure—skew the distribution of income in
this country.)

J-Shaped distribution A J-shaped distribution (or J-curve) is an extreme form
of negative skew—so much so that the upper end of the distribution does not return
to the horizontal scale (hence, resembling the letter J). Most scores are at “ceiling”—
the maximum score possible. For example, if you give an eighth-grade vocabulary
test to college seniors, the resulting distribution should resemble Figure 3.10e: The
vast majority of seniors would know most of the words (although, alas, there would
be exceptions).

You are correct if you’re thinking that the opposite distribution must be
possible—where scores pile up at the lowest point on the scale (e.g., no errors,
none correct, quick response). This distribution often is called, predictably, a
reverse J-curve (Figure 3.10 f ).

3This nomenclature reflects the theoretical number scale, which ranges infinitely from negative numbers
(left) to positive numbers (right).
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3.6 The Box Plot

The box plot is a convenient method for graphing quantitative data (see Reading
the Research: Box Plots). Like histograms and frequency polygons, a box plot
conveys important information about a distribution, particularly in terms of cen-
tral tendency, variability, and shape.

In Figure 3.11, we present the box plot for the distribution of scores from
Table 2.9. This device derives its name from the “box” in the middle, which
represents the middle 50% of scores: The box extends from the 25th percentile
(or Q1, the first quartile) to the 75th percentile (or Q3, the third quartile). The
line you see running through the box is the “median” score, which is equal to
the 50th percentile (Q2): Half of the scores fall below, half of the scores fall
above. (You’ll hear more about the median in the next chapter.) The “whiskers”
that are affixed to the box show the range of scores,4 although it is common prac-
tice to limit each whisker to 1.5 times the difference between Q3 and Q1. If a
score is more extreme than this, then the score appears as a separate data point
beyond the whisker.

Figure 3.11 shows that the middle 50% of scores in this distribution fall
roughly between 72 and 86, with a median score around 80. The whiskers extend
from 99 to 57, with a lone low score of 51. That this score stands out so vividly
illustrates another strength of the box plot: identifying extreme scores, or outliers.

Sometimes an author chooses to arrange a box plot horizontally, as we have
done in Figure 3.12. From a quick inspection, you can see that the information
conveyed in this figure is identical to that in Figure 3.11. Thus, the difference
between the two formats is entirely aesthetic.
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Figure 3.11 Box plot for frequency distribution in Table 2.9.

4For this reason, such a graph also is called a box-and-whiskers plot. For convenience, we use the
shorter name.
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3.7 Summary

Reading the Research: Box Plots

One of the more effective means for comparing frequency distributions is by way of
side-by-side box plots. The accompanying figure, which appeared in Linn (2000),
displays the eighth-grade results on an international mathematics exam for seven
countries. The vertical axis represents student scores, ranging from 300 to 900, on
the math assessment that was administered for the 1995 Third International Math

Score

40 50 60 70 80 90 100 110

Figure 3.12 Box plot arranged horizontally (compare to Figure 3.11).

Although a frequency distribution is useful for seeing
important features of a set of data, graphic repre-
sentation often makes it even easier. The bar chart is
a popular way to graph qualitative data, as is the his-
togram for graphing quantitative data.

In the bar chart, the frequency for each category is
represented by the height of a bar constructed over the
category. In the histogram, similarly, the frequency for
each class interval is represented by the height of a bar
constructed over the score limits of the interval.

Among the guidelines for constructing graphic
representations are the following: Scores usually are
represented along the horizontal axis and frequencies
(or relative frequencies) along the vertical axis; scales
should be selected so that the graph is somewhat
wider than tall; and axes should be labeled and an
informative title included. But there is no such thing as

the graph of a set of data. Somewhat different pictures
can result from grouping the scores in different ways
and using different scales on the two axes. For these
same reasons, graphs sometimes give a misleading
impression of the data (whether intentional or not).
Your objective always is to communicate the data
clearly, accurately, and impartially.

Although frequency is represented by height in
a histogram, you also should think of it in terms of
the area under the graph. The relative frequency
between any two score points equals the proportion
of total area between those points, an important
relationship that we will return to in work yet to come.

Finally, it will prove useful to describe a frequency
distribution in terms of three key characteristics: central
tendency, variability, and shape. In the next chapters,
we will treat these characteristics in detail.
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and Science Study (TIMSS). The horizontal axis presents a select group of partici-
pating countries. Remarking on the graph, the author concluded: “Although the
distributions for Japan and Korea are substantially higher than the distribution for
the U.S., there is a large spread in all countries” (p. 10). Notice how these box plots
reveal important information about central tendency (“substantially higher”) and
variability (“large spread”) and, moreover, how the side-by-side presentation facil-
itates comparison of the seven countries.

To be sure, students from Japan and Korea tested better than students from
the remaining countries. But it would be interesting to see how the Japanese and
Koreans stacked up against an American performance standard, such as the profi-
cient level on the National Assessment of Educational Progress (NAEP) exam.5

In this spirit, Linn superimposed on his figure the approximated cut-score for the
NAEP proficient designation (horizontal line). The resulting image shows that, by
the American standard, “substantially more than a quarter of the students in
Japan and Korea would fail” (p. 10).

Overall, these box plots illustrate the marked variability in student perfor-
mance within each country, as well as the considerable overlap in student
performance across countries (despite popular claims to the contrary). One
final comment: You may have noticed that Linn chose to anchor his whiskers at
the 5th and 95th percentiles, a practice you occasionally will encounter in the
literature.
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Source: Figure 7 in Linn, R. L. (2000). Assessments and accountability. Educational Researcher, 29(2),
4–16. Copyright © 2000 by the American Educational Research Association; reproduced with permis-
sion from the publisher.

5The NAEP is an achievement test regularly administered to a national sample of students in the United
States. “Proficient” performance is where the student has “demonstrated competency over challenging
subject matter, including subject-matter knowledge, application of such knowledge to real-world situa-
tions, and analytical skills appropriate to the subject matter” (U.S. Department of Education, National
Center for Education Statistics. (2009). The NAEP mathematics achievement levels. Retrieved from
http://nces.ed.gov/nationsreportcard/mathematics/achieve.asp).
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Case Study: Boxes and Whiskers and Histograms, Oh My!

We obtained a data set from an urban high school in a southwestern state. The
set contains various demographic and academic information on 358 juniors.

For this case study, we looked at how students performed on the Stanford 9
mathematics and reading comprehension tests. After examining the overall results
for each subject area, we compared the performance of males and females. What
we learned here we learned largely from graphic representations of frequency
distributions.

We began by constructing a histogram for each set of scores, and then we
examined their distributional characteristics (Figures 3.13a and b). The histogram
for mathematics scores appears decidedly more peaked than that for reading com-
prehension scores, which takes on more of a bell shape. In terms of variability,
scores in reading comprehension are slightly more dispersed than scores in mathe-
matics. (Imagine taking the palm of your hand and pressing down on the top of
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Figure 3.13 Graphic distributions of math and reading scores.
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Figure 3.13a. The compressed version likely would look similar to Figure 3.13b.)
We also noticed a few extraordinarily high scores on both exams. (More on these
later.) Finally, we detected a slight positive skew in Figure 3.13a. This suggests that,
for these students at least, the mathematics test was a bit more challenging than the
reading comprehension test.

An inspection of the box plots placed underneath the histograms confirms
some of our earlier findings (see Figures 3.13c and d). As you see, we decided
to present each box plot horizontally rather than vertically. (Recall from
Section 3.6 that the small points extending beyond the ends of the whiskers sig-
nify extreme scores in the distribution. Do you see how these scores match up
with the short bars in the tails of the histograms?) A comparison of the box
lengths in Figures 3.13c and d indicates, as we found above, that mathematics
scores are more bunched together (less spread out) than reading comprehension
scores. In other words, the middle 50% of scores in the mathematics distribution
lies within a smaller range (roughly between 670 and 700) than the middle 50% of
scores in the reading comprehension distribution (roughly between 655 and 705).
These different patterns of variability suggest that test performance, at least for
this group of juniors, varies more so in reading comprehension than in mathe-
matics. A possible explanation for this is that most math skills tend to be learned
and practiced in school. In contrast, many reading skills often are acquired out-
side of school. Given that some students read a lot and others very little, it is not
surprising that students’ reading comprehension test performance varies as well.

Placed side-by-side (or, if horizontal, one above the other), box plots are
effective tools for comparing the characteristics of two or more distributions. In
Figures 3.14a and 3.14b, we used box plots to compare the test performance of
males and females. For both reading comprehension and math, male and female
distributions are similar in terms of central tendency, variability, and shape. We
notice two subtle differences, however. First, female scores (in both subjects) clus-
ter more closely, which we see by the relatively shorter box lengths for the female
data. Male scores are slightly more spread out. Second, for each comparison, the
boxes do not line up perfectly. In Figure 3.14a, the box for the male distribution

Female
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Mathematics Standard Score
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600 700 800650 750

Female

Male

Reading Comprehension Standard Score
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550 650 800600 700 750

Figure 3.14 Side-by-side box plots for math and reading scores by gender.
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sits a bit to the right (toward higher scores), whereas the opposite is true in
Figure 3.14b. This perhaps is indicative of a modest gender difference in test per-
formance in these two subjects, one favoring males and the other favoring
females. (However, the considerable overlap between the two box plots in each
subject would stop us from simplistically concluding that “males scored better in
mathematics” and “females scored better in reading comprehension.” Clearly,
there are many exceptions to the rule.)

The box plots helped us make comparative judgments about the overall per-
formance between males and females. We decided to look more closely at these
distributions to make additional comparisons. Specifically, we compared high-
scoring males and females on the reading comprehension exam by inspecting the
upper tail of each histogram. Figures 3.15a and b present histograms of reading
comprehension scores for females and males, respectively. We arbitrarily chose a
score of 720 or above to designate a “high-scoring” region. (You’ll notice that, for
each histogram, we isolated the bars that fell into this region.) A comparison of
the two regions indicates that a greater proportion of females scored 720 or
higher on the reading comprehension exam. We already would have suspected
this by comparing the upper whiskers of the box plots in Figure 3.14b, but the histo-
grams provide greater specificity. In rough terms, the percentages (or areas)
represented by the five isolated bars in Figure 3.15a sum to 12.5% (6% 1%
1% 2.5% 2%), whereas the four isolated bars in Figure 3.15b sum to 8%
(2.5% 4% 1% .5%). Thus, there is an additional 4.5% of women (12.5% −
8%) in the high-scoring region of the distribution of reading comprehension scores.
Whether or not this difference is important or meaningful, of course, depends on
how school officials use these test results. For example, if this school gave an award
of some kind to the highest achieving students on this particular exam, a dispropor-
tionate number of the recipients would be female.
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Figure 3.15 Histograms of reading scores by gender.
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Exercises

Identify, Define, or Explain

Terms and Concepts

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Why might a statistically knowledgeable person prefer to inspect a frequency distribu-
tion rather than a graph? What would be an argument against this position?

2. Describe the similarities and differences between a bar chart and a histogram.

3.* Give the midpoints of each of the following intervals (assume the scores are rounded to
the nearest whole number or decimal place indicated unless otherwise specified):

(a) 10–14

(b) 200–399

(c) 2.50–2.74

(d) 3.00–3.19

(e) 30–40 (accurate to the nearest 10)

4.* Following the guidelines presented in this chapter, construct a histogram (using fre-
quencies) to exhibit the distribution of test scores obtained in Problem 7 of Chapter 2.
(Be sure to provide clear labels for the two axes and a title.)

5. Suppose in Problem 4 you had used percentages along the vertical axis instead of fre-
quencies. What would be different about the new graph, and what would be the same?

6. Construct a histogram based on the GPA data in Table 2.5.

7. Construct a graph of the race/ethnicity breakdown from Problem 9 in Chapter 2.

8.* Suppose these are the median salaries, over a 10-year period, for tenure-track faculty at
a local university:

bar chart
histogram
trend graph
proportional area
relative frequency
normal curve
central tendency
variability

normal distribution
bimodal distribution
skewed distribution
positive skew
negative skew
J-curve
reverse J-curve
box plot

2001
2002
2003
2004
2005
2006
2007
2008
2009
2010

$61,204
$63,025
$66,380
$71,551
$68,251
$66,143
$77,235
$80,428
$82,841
$85,326
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Using these data, create a “trend graph” from each of three perspectives:

(a) A graph to give the impression that faculty salary increases have been
inadequate (constructed by, say, the president of the faculty union).

(b) A graph to give the impression that faculty salary increases have been quite
impressive (constructed by, say, a representative of the university administration).

(c) The graph that you construct to impartially portray these data.

9.* Indicate the probable shape of each of the following distributions:

(a) heights of a large sample of 25-year-olds

(b) scores on the same math test taken by 30 fifth graders and 30 ninth graders
(combined into a single frequency distribution)

(c) verbal aptitude of high school students

(d) SAT scores for students admitted to a very selective university

(e) ages of freshmen in American universities

(f) alcohol consumption in a sample of 16-year-olds (number of drinks per week)
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CHAPTER 4

Central Tendency

4.1 The Concept of Central Tendency

The “average” arguably is the statistical concept most familiar to the layperson. What
is the starting salary of software engineers? How tall are fashion models? What is the
surf temperature in Anguilla? The average is omnipresent in the field of education as
well. What leadership style predominates among school principals? How do home-
schooled students perform on college entrance examinations? What is the general
level of educational aspiration among children growing up in rural communities? An
average lies behind each of these questions, and, as such, it communicates in a broad
brushstroke what is “typical” or “representative” of a set of observations.

Average is an informal and, as you will see, somewhat imprecise term for
measure of central tendency. In this chapter, we consider three measures of central
tendency frequently used in education: the mode, median, and arithmetic mean. It
is important for you to understand how their properties differ and, in turn, how
these differences determine proper interpretation and use.

4.2 The Mode

The simplest measure of central tendency is the mode, and it requires only that
one knows how to count.

The mode is the score that occurs with the greatest frequency.

Look back to Table 2.2 and scan the frequency columns. The score 86 carries the
greatest frequency and therefore is the mode—the modal score—for this distri-
bution. Or examine the graph of spelling test scores shown in Figure 4.1. The mode
is the score that corresponds to the highest point on the curve—in this case, a score
of 18. You now realize why the two-humped distribution in Figure 3.9 is called a
bimodal distribution.1

Because of its mathematical primitiveness, the mode is of little use in statistical
inference. However, do not undersell its importance, for the mode can be quite help-
ful as a descriptive device. Moreover, the mode is the only appropriate measure of
central tendency for nominal, or qualitative, variables. Therefore, use the mode
when you report central tendency for such measures as marital status, ethnicity, and
college major.

1The two peaks do not have to be of identical height for a distribution to qualify as bimodal.
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4.3 The Median

The median, which we briefly introduced in the last chapter, has a somewhat
different definition.

The median, Mdn, is the middle score when the observations are arranged in
order of magnitude, so that an equal number of scores falls below and above.

Consider the five scores:

8 10 11 13 15

Mdn

The halfway point is 11—two scores fall below and two fall above—so the median
score is 11. When there is an even number of scores, simply take the midpoint
between the two middle scores. Let’s add a sixth score to the five above:

8 10 11 13 15 16

Mdn

The two middle scores are now 11 and 13, and the midpoint between them is
12—the median for this distribution. What if the two middle scores are the same,
as in the following distribution?

8 10 13 13 15 16

Mdn

The halfway point is between 13 and 13 (as odd as this sounds), so the median score
is 13. From these examples, you see that the median sometimes corresponds to an
actual score and sometimes not. It doesn’t matter, as long as the median divides the
distribution equally.

10 15 20

f Maximum
frequency

mode = 18

Figure 4.1 Distribution of spelling test scores, showing the mode.
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The median has an important property that makes it a particularly attractive
measure of central tendency for certain distributions. Because it is defined as the
middle score in a distribution, the median responds to how many scores lie above and
below it, not how far away the scores are. Suppose you took our original five scores
and changed the highest to 150:

8 10 11 13 150

Mdn

The median is unaffected by this change, for the number of scores relative to the
original median remains the same. The median’s insensitivity to extreme scores is
a decided advantage when you want to describe the central tendency of markedly
skewed distributions.

Given the median’s definition, the median score also divides a frequency curve
into two equal areas. This follows from the relationship between relative frequency
and area, which we considered earlier (Section 3.4). This property is shown in
Figure 4.2.

The median is an appropriate measure of central tendency if the variable’s
scale of measurement is at least ordinal. For example, it would make little sense
to report that “political science” is the median college major, “Franco-American”
is the median demographic group, or “cafe latte” is the median preferred beverage.
Each of these variables represents a nominal scale and, as such, lacks an underlying
continuum of values that the median (but not the mode) requires.

4.4 The Arithmetic Mean

The proverbial person-on-the-street typically says “average” when referring to
the arithmetic mean. Unfortunately, people often use “average” to refer to any
measure of central tendency, despite the profound differences among the three
definitions. This invites confusion and misinterpretation—and sometimes deceit.
Therefore, we encourage you to exorcise the term average from your vocabulary
and, instead, use the precise term for the particular measure of central tendency
that you are considering. (And insist that others do the same!)

10 20

Mdn = 16 mode = 18

50%
of area

50%
of area

Figure 4.2 Distribution of spelling test scores, showing the mode and median, Mdn.
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For brevity, the arithmetic mean usually is referred to as the mean, a practice
we will follow. The mean is represented by the symbol X (“X-bar”).2

The arithmetic mean, X , is the sum of all scores divided by the number of
scores.

Even though you have computed the mean since grade school, we need to
introduce additional symbols before this definition can be expressed as a formula.
It is common to use the capital letter X to stand for each value in a particular set
of observations. For example, the scores 4, 5, and 15 can be represented like this:

X: 4 5 15

So far, so good. Next is the symbol for the number of observations: n. In the pres-
ent case, you have n 3 scores.

Last but surely not least, a symbol is needed to denote the operation of sum-
mation. This is found in the capital Greek letter sigma, Σ. Read Σ as “the sum of
(whatever follows).” When placed before the three scores above, Σ commands
you to sum them: Σ 4 5 15 4 5 15 24. If we let X represent these three
scores, then ΣX 24.

You now have all you need to understand the formula for the mean:

Arithmetic mean

X
ΣX
n

4 1

The mean of our three scores is 4 5 15 3 24 3 8.
The mean is the balance point of a distribution, and the common analogy is the

seesaw from the days of your youth. If you imagine a seesaw, with scores spread
along the board according to their values, the mean corresponds to the position
of the balance point. This is shown in Figure 4.3, where the three scores are 4, 5,
and 15. As with the seesaw, if one score is shifted, the balance point also must
change. If we change 15 to 12, the point of balance is now 7 (X 7); change 15 to 6
and the balance point shifts to 5 (X 5).

4X: 5 6 7 8 9 10 11 12 13 14 15

–4X – X: –3 +7

X = 8

(X – X) = –4 + –3 + 7
               = –7 + 7
               = 0

Figure 4.3 The mean as balance point (▴).

2Although X is common in statistics textbooks, the symbol M is used in the many educational research
journals that follow the Publication Manual of the American Psychological Association. In such jour-
nals, Mdn is used for the median and “mode” for the mode.
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Unlike the median or mode, then, the mean is responsive to the exact position,
or magnitude, of each score in the distribution. This responsiveness follows from
an important principle:

The sum of the deviations of scores from the mean always equals zero. That is,
Σ X −X 0.

In other words, if you determine how different each score is from the mean, the
sum of negative deviations will equal the sum of positive deviations. Consequently,
the total of all deviations is zero.

Look again at Figure 4.3, where a deviation is provided for each of the three
scores. The deviation, X −X , is obtained by subtracting the mean from the score. For
X 4, the deviation is 4− 8 −4. That is, this score falls 4 points below the mean.
For X 5, the deviation is 5− 8 −3; and for X 15, it is 15− 8 7. Note that
the negative deviations sum to −7, exactly balancing the positive deviation of 7.
Thus, the principle that the deviations sum to zero is satisfied:

Σ X −X −4 −3 7 0

Because deviations sum to zero, the mean has an algebraic property that both
the median and mode lack. Therefore, the mean is prominent in formulas that call
for a measure of central tendency, as you will see in subsequent chapters.

What about scale of measurement? Clearly, it generally is nonsensical to com-
pute the mean for a nominal variable.3 In fact, from a strictly theoretical standpoint,
an interval scale is required for computing the mean. There is considerable debate,
however, as to how strict one must be in practice. Consequently, it is commonplace to
find published articles that report a mean on, say, a five-point Likert-type variable.

Combining Means

One sometimes needs to compute an overall mean—a grand mean—from means
based on separate groups. We will adopt common practice here and use subscripts to
denote group membership. Suppose you have data on two groups, with X1 10 and
X2 30. Is the grand mean 10 30 2 20? In other words, can you simply com-
pute the mean of the two means? Yes, but only if each group has the same n (that is,
n1 n2). But what if n1 100 and n2 5? You perhaps are thinking that the overall
mean should be much closer to 10 (the mean of the much larger group) than to 30.
And you would be correct. To compute a grand mean, for which we introduce the

symbol X , you must “weight” the two means by their respective n’s. Specifically:

Grand mean

X
n1X1 n2X2

n1 n2
4 2

3An exception is if you were to compute the mean for a dichotomous (two-value) variable. Say you
code your research participants as either 0 (male) or 1 (female). The mean of all the 0s and 1s would
be equal, quite conveniently, to the proportion of your sample that is female. (Do you see why?)
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If n1 100 and n2 5 for the two means above, the numerator of this formula
is 100 10 5 30 1000 150 1150. Now divide this value by 100 5 105

and you have the grand mean: X 1150 105 10 95. With almost all of the

105 students coming from the first group, you should not be surprised that X is

so much closer to X1 than X2. Indeed, X is within one point of X1—quite differ-
ent from the outcome had you simply split the difference between the two means.

On the surface, this “weighting” may strike you as conceptually sensible but
technically mysterious. How does Formula (4.2) actually work, you reasonably
may wonder. Recall that X ΣX n, from which you see that nX ΣX (by multi-
plying each side by n). Thus, the numerator of Formula (4.2) is simply the sum of
all scores for two groups combined ΣX1 ΣX2 —as if you started from a single
set of n1 n2 scores. When divided by the total number of scores for the two

groups combined (n1 n2), you have X.

4.5 Central Tendency and Distribution Symmetry

From the differences in their definitions, the values of the mean, median, and
mode likely will differ in a given distribution.

In a perfectly symmetrical distribution, one-half of the distribution is the mirror
image of the other. If such a distribution were a paper cutout, there would be perfect
overlap if you folded the paper in half. In this case, the mean and median will be the
same value: The middle score also is the algebraic balance point. What about
the mode? In a normal distribution, as in Figure 4.4a, the mode shares the value
of the mean and median. In a perfectly normal distribution, then, X Mdn mode.
But for reasons that should be apparent, this condition does not hold for the equally
symmetrical bimodal distribution. Although the mean and median are the same, they
are flanked by two modes (see Figure 4.4b).

By revisiting the defining characteristics of the mean, median, and mode,
you perhaps can predict their relative locations in markedly skewed distribu-
tions. Consider Figure 4.4c, which is a negatively skewed distribution. Because
the mode corresponds to the most frequently obtained score, it appears under the
highest point of the distribution. But because the median reflects area—an
equal proportion of scores falling above and below—it typically sits to the left
of the mode to satisfy this condition (see Figure 4.2). Regardless of distribu-
tion shape, the median always is the middle score. As for the mean, it is
“pulled” by the extreme scores in the left tail of the distribution (because the
mean is the balance point) and, therefore, typically appears to the left of
the median. In negatively skewed distributions, then, it is generally the case
that X Mdn mode. Using the same logic, you can appreciate what typically
prevails in a positively skewed distribution (Figure 4.4d): mode Mdn X .
As a result, the relative location of measures of central tendency (particularly
the mean and median) may be used for making rough judgments about both the
presence of skewness and its direction. Although there is no substitute for
examining a frequency distribution or histogram, you have good reason to
suspect skew if you obtain appreciably different measures of central tendency.
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Mdn
mode

(a) Normal

X

modemode
Mdn

(b) Bimodal

X

(c) Negatively skewed

Mdn modeX

(d ) Positively skewed

XMdnmode

Figure 4.4 The relative positioning
of X, Mdn, and mode in various
distributions (approximate).
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4.6 Which Measure of Central Tendency to Use?

Our discussion would suggest that it is of value to calculate more than one
measure of central tendency (unless you are dealing with qualitative data, in
which case only the mode is reported). Each measure tells you something
different about a distribution’s central tendency. To understand your data more
fully, inspect them all. And to summarize your data more accurately, report
more than one measure when your data depart from normality. As a striking
example, consider the “average” net worth of U.S. families in 2010, as reported
by the Federal Reserve Board: Mdn $77 300 whereas X $498 800. Any mea-
sure of central tendency includes billionaires and paupers alike, but the billion-
aires’ substantial statistical tug on the mean is clearly evident here. In this case,
reporting both statistics paints a more complete and informative picture than
providing either statistic alone.

Having said this, we must acknowledge that it is the mean, not the median or
the mode, that assumes prominence in formulas calling for a measure of central
tendency. It also is the measure of choice in statistical inference. The preference
for the mean is based on two general properties that it enjoys: mathematical
tractability and sampling stability.

Mathematical Tractability

The mean responds to arithmetic and algebraic manipulation in ways that the median
and mode do not. Consequently, it fits in more easily with important statistical
formulas and procedures. You will find again and again that the mean is incorporated
in other statistical procedures, either explicitly or implicitly. Indeed, when further
statistical work is to be done, the mean will almost always be the most useful measure.

Sampling Stability

Suppose you collected test scores from four randomly selected groups of students in a
large class and then determined the mean, median, and mode for each group. You
probably would find minor differences among the four means, greater differences
among the four medians, and quite a bit of difference among the four modes. That is,
the mean would be the most stable of the three measures of central tendency—it would
evidence the least “sampling variation.” This observed trend is of great importance in
statistical inference, where samples are used to make inferences about populations.

4.7 Summary

Three measures of central tendency are commonly en-
countered in the research literature: mode, median,
and mean. They are summary figures that describe the
location of scores in quantitative terms. The mode
states what score occurs most frequently; the median
gives the score that divides the distribution into halves;
and the mean gives the score that is the balance
point of the distribution (the value that the layperson
usually thinks of as “the average”). Given their defini-
tions, these three measures respond differently to the

location of scores in a distribution and, consequently,
may have different values in the same distribution.
This is particularly true with nonnormal distributions.

The mode is the only appropriate measure of
central tendency for qualitative, or nominal, variables.
For describing other variables, all three measures are
important to consider. However, because the mean has
superior mathematical tractability and stability, it typi-
cally is the preferred measure of central tendency in
statistical formulas and procedures.
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Reading the Research: The Mean

Mean scores are often used to make performance comparisons between groups.
For instance, Bol and Hacker (2001) compared the final exam scores of a group
of graduate students who took practice tests prior to the final exam to another
group who underwent the customary teacher-led review. These researchers con-
cluded that “students who took the practice tests scored lower than the students
who had a more traditional type of review (Ms 32 80 and 37 65, respectively)”
(p. 140). Notice the authors’ reliance on mean scores in determining which group
“scored lower.” Also notice the use of M (rather than X) for signifying the mean.

Source: Bol, L., & Hacker, D. J. (2001). A comparison of the effects of practice tests and traditional
review on performance and calibration. The Journal of Experimental Education, 69(2), 133–151.

Case Study: Choosing the Middle Ground

As you have learned in this chapter, measures of central tendency are useful in
describing what is typical or representative of a set of observations. For this case
study, we illustrate the use of the mean, median, and mode in summarizing the
enrollment characteristics of California elementary schools. With nearly 5000
elementary schools to deal with, these descriptive statistics are a virtual must!

We return to the large database of California schools that we used in the Chap-
ter 2 case study. Using our statistical software, we computed the mean, median, and
mode for three elementary school variables: student enrollment (ENROLL), percen-
tage of English language learners (ELL),4 and percentage of students eligible for free
or reduced-priced lunch (MEALS). The results are displayed in Table 4.1.

Let’s first look at the figures for ENROLL. The mean enrollment for
California elementary schools in 2000–2001 was roughly 440 students, the median
enrollment was 417, and the modal enrollment was 458. Although each measure
of central tendency is correct in its own right, there is some disagreement among
them. Is one of these indicators better than the others? That is, does one more
appropriately represent the “typical” size of a California elementary school? You
have already learned in Section 4.2 that the mode is best reserved for qualitative
or nominal variables. Because ENROLL is a quantitative variable, this leaves us
with the mean X 440 and median Mdn 417 . The relatively larger mean rai-
ses the suspicion of a positively skewed distribution (as in Figure 4.4d), a hunch

Table 4.1 Measures of Central Tendency for
ENROLL, ELL, and MEALS: California
Elementary Schools 2000–2001 n 4779

ENROLL ELL (%) MEALS (%)

X 439.51 25.15 51.77
Mdn 417.00 18.00 53.00
mode 458.00 1.00 100.00

4For these students, English is not their native language.
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that is confirmed by the histogram in Figure 4.5. Because the mean is sensitive to
extreme scores—the scores in the right tail of Figure 4.5—the median score
probably is more representative of typical enrollment.

In some instances, the choice of central tendency measure (or any statistic,
for that matter) can have a direct influence on education policy. For example,
suppose California was considering legislation that required the state to provide
technical assistance to elementary schools that served a significant proportion of
ELL students. Further, suppose this legislation made eligible those schools that
enrolled a percentage of ELL students who fell above the “state average.” If legis-
lators interpreted “average” as the arithmetic mean of ELL (25.15), then all
schools that enrolled more than roughly 25% ELL students would be eligible.
Having examined the frequency distribution for ELL (not shown here), we know
that approximately 40% of California elementary schools would be eligible for
assistance using this interpretation of “average.”

However, if legislators interpreted “average” as the median ELL (18.00), then
half, or 50%, of the schools would receive assistance. The additional 10% of
schools that would be served are shown in the histogram in Figure 4.6.5 This per-
centage difference can also be expressed in terms of number of schools: 10% of
4799 is roughly 480 schools. Thus, an additional 480 schools would receive support
if the median, rather than the mean, were used as the measure of central
tendency. Given the skewness in the ELL distribution, the median arguably would
be the more equitable measure to use in this context.

We now move on to describe the last of our three variables: MEALS. Table 4.1
shows that the mean and median for MEALS are fairly close in value; neither has a
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Figure 4.5 Enrollments of 2000–2001 California elementary schools n 4779 .

5You may have noticed the contradiction between Table 4.1, which shows the modal ELL as 1.00, and
Figure 4.6, where the modal ELL is 5.00. This is explained by the fact that these histograms are based
on grouped data, a feature not altogether obvious when bars are labeled by midpoints. The most fre-
quently occurring score in the distribution is 1.00. The frequently occurring range of score is around
5.00 (technically, between 2.50 and 7.50).
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descriptive advantage over the other. Even though the mode is best used with quali-
tative variables, it is difficult to avoid noticing that the most frequently occurring
MEALS score for California elementary schools is 100%. Although a telling
figure, this can be misleading as an indicator of central tendency. The histogram for
MEALS in Figure 4.7 shows why.6 To be sure, after inspecting the histogram, it
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Figure 4.6 Percentages of ELL students in 2000–2001 California elementary schools
n 4779 .
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Figure 4.7 Percentages of students eligible for free or reduced-priced lunch in 2000–2001
California elementary schools n 4779 .

6In this case, the misleading nature of the mode could also be attributed to the degree of precision
intrinsic to this variable, which is measured in hundredths of a percent. With so many possible unique
values, it is no wonder that the mode misinforms us here.
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seems that no measure of central tendency seems to work very well with this some-
what flat, or “rectangular,” distribution. A school with 20% MEALS is nearly as
common as a school with 50% or 90%.

We have described enrollment characteristics of California elementary schools
via the mean, median, and mode. This case study has demonstrated the practical
use of measures of central tendency, and it has shown that their interpretations
should be made in light of the shape and variability of the underlying distribution.

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

X Mdn Σ X X

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1. List the physical characteristic of a frequency curve that corresponds to each of the
three measures of central tendency.

2.* For each of the following sets of scores, find the mode, the median, and the mean:

(a) 12, 10, 8, 22, 8

(b) 14, 12, 25, 17

(c) 10, 6, 11, 15, 11, 13

3. Which measure of central tendency is most easily estimated from a histogram or
frequency polygon? Why?

4. In the following quotation, taken verbatim from a company newsletter, the author was
attempting to provide statistical enlightenment:

One of the most misused words is the word “average.” It is often confused with
“mean.” The difference is this: If five products sell for $2, $3, $5, $8, and $67,
the average price is $17. The median, or mean, price is $5, the $5 price being the
middle price—two prices are higher and two are lower. The average of a series
may or may not be the middle.

Your task: Comment on the accuracy of the author’s remarks, sentence by sentence.

average
measure of central tendency
mode
modal score
bimodal
median

mean
balance point
algebraic property
grand mean
mathematical tractability
sampling stability
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5. (a) What is meant by the “balance point” of a distribution of scores? How is the
expression, Σ X −X 0, relevant to this concept?

(b) Show that Σ X −X 0 for the following sample of scores: 2, 5, 7, 8, 13.

6.* Comment on the probable shape for each of the following distributions (knowing noth-
ing else about these distributions):

(a) X 52, Mdn 55, mode 60

(b) X 79, Mdn 78, mode 78

(c) X 50, Mdn 50, mode 60 40

(d) X 28, Mdn 26, mode 20

7.* State the likely relative positions of the mean, median, and mode for the following
distributions:

(a) family income in a large city

(b) scores on a very easy exam

(c) heights of a large group of 25-year-old males

(d) the number of classes skipped during the year for a large group of undergraduate
students

8. A newspaper editor once claimed that more than half of American families earned a
below-average income. Could this claim possibly be correct? (Explain.)

9. At a local K–6 school, the four K–2 teachers have a mean of 15 students per class, while
the five teachers for grades 3–6 have a mean of 18 students per class. What is the mean
number of students across the nine teachers in this school?

10.* X 23, Mdn 28, mode 31 for a particular distribution of 25 scores. It was subse-
quently found that a scoring mistake had been made: one score of 43 should have been
a 34.

(a) What is the correct value for X ?

(b) How would the Mdn and mode be affected by this error?

11.* Suppose you were a school psychologist and were interested only in improving the med-
ian self-esteem score of children in your school. On which of the following students
would you work the hardest: (1) those with the lowest self-esteem scores, (2) those with
the highest, (3) those just below the median, or (4) those just above the median?
(Explain.)

12.* What is the mean, median, and mode for the distribution of scores in Table 2.2?

13. Where must the mode lie in the distribution of GPAs in Table 2.5?

14.* Which measure(s) of central tendency would you be unable to determine from the
following data? Why?

Hours of Study
per Night f

5 6
4 11
3 15
2 13

1 or fewer 8
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15. From an article in a local newspaper: “The median price for the houses sold was
$125,000. Included in the upper half [of houses sold] are the one or two homes that
could sell for more than $1 million, which brings up the median price for the entire mar-
ket.” Comment?

16. If the eventual purpose of a study involves statistical inference, which measure of
central tendency is preferable (all other things being equal)? (Explain.)
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CHAPTER 5

Variability

5.1 Central Tendency Is Not Enough: The Importance of Variability

There is an unhappy story, oft-told and probably untrue, of the general who arrived at
a river that separated his troops from their destination. Seeing no bridges and having
no boats, he inquired about the depth of the river. Told that “the average depth is only
2 feet,” he confidently ordered the army to walk across. Most of the soldiers drowned.

In the words of the late Stephen J. Gould, “central tendency is an abstraction,
variation the reality” (Gould, 1996, pp. 48–49). Informative as they are, measures
of central tendency do not tell the whole story. To more fully understand a distri-
bution of scores, one also must inquire about the variability of the scores. The
implications of variability go well beyond negotiating rivers. Suppose that you are a
high school math teacher and have been assigned two sections of ninth-grade
geometry. To get a sense of your students’ readiness, you plot their scores from a
standardized math test they took at the end of the preceding year. The two dis-
tributions appear in Figure 5.1, where you can see considerably more variability
among students’ readiness scores in Section 2. Although the average student (the
mean student, if you will) is comparable across the two sections, in Section 2 you
will face the additional tasks of remediating the less advanced students and challen-
ging the more advanced. Clearly, the picture is more complex than a comparison of
central tendency alone would suggest.

Variability also is of fundamental interest to the education researcher. Indeed,
research is nothing if not the study of variability—variability among individuals,
variability among experimental conditions, covariability among variables, and so
on. We consider three measures of variability in this chapter: range, variance, and
standard deviation. In its own way, each communicates the spread or dispersion of
scores in a distribution.

Section 1
scores

Section 2
scores

Figure 5.1 Two distributions with the same
central tendency but different variability.
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5.2 The Range

You met the range earlier when constructing a frequency distribution (Chapter 2).
Its definition is simple:

The range is the difference between the highest and lowest scores in a
distribution.

Like other measures of variability, the range is a distance. This is in contrast to
measures of central tendency, which reflect location. For example, the following
sets of scores all have the same range (20 points), even though they fall in very
different places along the number scale:

3 5 8 14 23

37 42 48 53 57

131 140 147 150 151

The range is the most straightforward measure of variability and can be quite
informative as an initial check on the spread of scores. It also can be helpful for
detecting errors in data coding or entry. For example, when statistical software reports
a variable’s range, the minimum and maximum values typically are provided. A quick
inspection of these values can alert you to implausible or suspicious data, such as a
negative IQ or a percentage that exceeds 100. Although “out of range” values also
influence the more sophisticated measures of variability that we will examine shortly,
their effects are not as apparent on these measures (and therefore might be missed).

The range, however, has two general limitations. First, because it is based
solely on the two extreme scores in a distribution, which can vary widely from
sample to sample, the stability of the range leaves much to be desired.1 Second,
the range says absolutely nothing about what happens in between the highest and
lowest scores. For instance, the three distributions in Figure 5.2 all have the same
range, even though the three sets of scores spread out in quite different ways.

Though informative, the range is insufficient as a sole measure of variability.
What is needed is a measure that is responsive to every score value in the distribution.

Figure 5.2 Three distributions with same
range but different shape.

1The interquartile range provides a somewhat more stable index by relying on two less extreme scores—
the score points associated with the first and third quartiles (Q1 and Q3, respectively). The semi-
interquartile range is the interquartile range divided by 2. One rarely encounters either in research,
however, so we shall say no more about them here.
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5.3 Variability and Deviations From the Mean

We return to a concept introduced in the preceding chapter, which we call the
deviation score.

A deviation score, X −X , indicates the distance of a score from the mean.

You will recall that deviations below the mean are equal in magnitude to devia-
tions above the mean and, as a consequence, deviation scores necessarily sum to
zero (see Figure 4.3). Expressed mathematically, Σ X −X 0.

Because deviation scores are distances from the mean, it stands to reason that
they can be used to measure variability. That is, the more the raw scores spread
out, the farther they will be from the mean, and the larger will be the deviation
scores (ignoring algebraic sign). This can be seen by comparing the three distribu-
tions in Table 5.1.

For the moment, let’s focus on the upper half of this table. Although the three
sets of scores have identical ranges (can you see that they do?), these distributions
nevertheless differ in the extent to which their scores cluster around the mean. Notice
that the three middle scores in distribution A fall directly on the mean. Except for the
two extreme scores 1 and 9, there is no variability in this distribution at all. This also is
evident from the deviation scores for these three middle values, all of which equal
zero. Distribution B is slightly more variable in this regard. And the raw scores in dis-
tribution C cluster around their mean the least, as the deviation scores testify.

How can deviation scores be combined into a single measure of variability?
Taking the mean deviation score may seem like a logical approach—until
you remember that Σ X −X always equals zero! You could ignore the minus
signs and compute the mean based on the absolute values of the deviation

Table 5.1 Three Distributions with Differing Degrees of Variability

Distribution A Distribution B Distribution C

X X −X X X −X X X −X

9 9 − 5 4 9 9 − 5 4 9 9 − 5 4
5 5 − 5 0 6 6 − 5 1 8 8 − 5 3
5 5 − 5 0 5 5 − 5 0 5 5 − 5 0
5 5 − 5 0 4 4 − 5 −1 2 2 − 5 −3
1 1 − 5 −4 1 1 − 5 −4 1 1 − 5 −4

SS Σ X −X 2

4 2 02 02

02 −4 2

32

S2 32 5 6 4

SS 4 2 1 2 02

−1 2 −4 2

34

S2 34 5 6 8

SS 4 2 3 2 02

−3 2 −4 2

50

S2 50 5 10 0
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scores; however, this approach is problematic from a mathematical standpoint
(the details of which we spare you).

The solution lies in squaring each deviation score. It turns out that good
things happen when you do this—for example, the negative deviations all become
positive. And this operation (squaring) is mathematically more acceptable than
simply ignoring the minus signs.

We now turn to two closely related measures of variability based on squared
deviation scores. Both are of great importance in statistical analysis.

5.4 The Variance

The variance, which we denote with the symbol S2, is the mean of the squared
deviation scores. That is, S2 Σ X −X 2 n. To express this formula more con-
veniently, we introduce the symbol SS, which stands for sum of squares. This
important term refers to the sum of squared deviations from the mean, Σ X −X 2,
which serves prominently as the numerator of the variance.

Variance

S2
Σ X −X 2

n

SS
n

5 1

A quick visit back to Table 5.1 will show that the SS and, in turn, the variance,
detect differences among these three distributions that the range misses. For exam-
ple, the SS for distribution A is 4 2 0 2 0 2 0 2 −4 2 32, which, as
it should be, is less than the SS for distribution B (34). And both are less than the SS
for Distribution C (50). Now divide each SS by the respective n (5 in this case) and
you have the three variances: 6.4, 6.8, and 10. Because the variance is responsive to
the value of each score in a distribution, the variance uncovers differences in variability
that less sophisticated measures of variability (e.g., range) do not.

As you see, the core of the variance—the thing that makes it tick—is SS. A
variance is big, small, or somewhere in between only insofar as SS is (big, small,
or somewhere in between).

The variance finds its greatest use in more advanced statistical procedures,
particularly in statistical inference. But it has a fatal flaw as a descriptive, or inter-
pretive, device: The calculated value of the variance is expressed in squared units
of measurement. Suppose the data in Table 5.1 are vocabulary scores. In this case,
the mean for distribution A is 5 words correct (can you verify this calculation?),
but the variance is 6.4 squared words correct. Not only is a “squared word”
difficult to understand in its own right, but the squaring is problematic on more
technical grounds as well: If the scores of one distribution deviate twice as far
from the mean as those of another, the variance of the first distribution will actu-
ally be four times as large as that of the second. Because of this, the variance is
little used for interpretive purposes.
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5.5 The Standard Deviation

The remedy for the variance is simple: Unsquare it! By taking the square root of
the variance, you ensure that the resulting statistic—the standard deviation—is
expressed in the original units of measurement. For example, if the variance is 6.4
squared words correct, then the standard deviation is 6 4 2 53 words correct.
Thus, the standard deviation, S, simply is the square root of the variance:

Standard deviation

S
Σ X −X 2

n

SS
n

5 2

Calculating the Standard Deviation

We now consider the calculation of the standard deviation in more detail.2 As you
will see, however, these calculations are identical to those required for computing
the variance—except for the additional step of taking the square root.

Consider the data in Table 5.2. Only five steps are required to calculate the
standard deviation using Formula (5.2).

Table 5.2 The Calculation of the Standard Deviation

X (X −X) (X −X
2
)

12 12 − 7 5 ( 5)2 25
11 11 − 7 4 ( 4)2 16
9 9 − 7 2 ( 2)2 4
8 8 − 7 1 ( 1)2 1
7 7 − 7 0 (0)2 0
6 6 − 7 −1 (−1)2 1
6 6 − 7 −1 (−1)2 1
5 5 − 7 −2 (−2)2 4
4 4 − 7 −3 (−3)2 9
2 2 − 7 −5 (−5)2 25

ΣX 70

X 70 10 7

Σ X −X 0 SS Σ X −X 2

25 16 25 86

S SS n 86 10

8 60 2 93

2In journals that follow the Publication Manual of the American Psychological Association, the symbol
SD is used to represent the standard deviation.
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Step 1 Find X.
The sum of the 10 scores, ΣX, equals 70, which, when divided by n, yields
a mean of 7. This is shown at in Table 5.2.

Step 2 Subtract the mean from each score.
These calculations appear under the column titled X −X . For example,
the first value of X (12) results in the difference 12− 7 5. These
deviations sum to zero ( )—as you should insist they do!

Step 3 Square each (X −X).
These values are presented in the final column, X −X 2, where you see

5 2 25 4 2 16 −5 2 25. (Note: “, . . . ,” represents the
seven values between 16 and 25 in this column.)

Step 4 Sum the values of X −X 2 to obtain SS.
As shown at , SS 86.

Step 5 Enter SS and n in Formula (5.2) and solve for S.
Namely: S SS n 86 10 8 6 2 93 ( ).

The standard deviation of these data, then, is about 3. You may be asking,
“3 what?!” As with the mean, it depends on what the units of measurement are:
3 items correct, 3 books read, 3 dollars earned, 3 fish caught, 3 loves lost.

Coming to Terms With the Standard Deviation

It can take a while to develop a secure feeling for the meaning of the standard
deviation. If you are not feeling at the moment that you “own” this concept, you
probably are in good company. Formula (5.2) shows that the standard deviation is
the square root of the mean of the squared deviation scores—a definition you
may not find terribly comforting at this stage of the game. However, no great
harm is done if you think of the standard deviation as being something like the
“average dispersion about the mean” in a distribution, expressed in the original
units of measurement (e.g., IQ points). Although imprecise and inelegant, this
paraphrase may help you get a handle on this important statistic. Give it time—
the meaning of the standard deviation will come. We promise.

5.6 The Predominance of the Variance and Standard Deviation

The variance and standard deviation are omnipresent in the analysis of data,
more than any other measure of variability. This is for two reasons. First, both
measures are more mathematically tractable than the range (and its mathematical
relatives). Because they respond to arithmetic and algebraic manipulations, either
the variance or standard deviation appears explicitly (or lies embedded) in many
descriptive and inferential procedures. Second, the variance and standard devia-
tion have the virtue of greater sampling stability. In repeated random samples,
their values tend to jump around less than the range and related indices. That
is, there is less sampling variation. As you will see, this property is of great
importance in statistical inference.

A word of caution: Both the variance and standard deviation are sensitive to
extreme scores (though less so than the range). Because the variance and
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standard deviation deal with the squares of deviation scores, an extreme score
that is three times as far from the mean as the next closest score would have a
squared deviation nine times as large 32 9 . Consequently, be careful when inter-
preting the variance and standard deviation for a distribution that is markedly
skewed or contains a few very extreme scores.

5.7 The Standard Deviation and the Normal Distribution

We earlier suggested you think of the standard deviation as something like the
average dispersion in a distribution. Insight into the meaning of this statistic also
can be gained by learning how the standard deviation works in a variety of con-
texts. We begin by briefly examining its use as a distance measure in that most
useful of distribution shapes, the normal curve.

In an ideal normal distribution, the following is found if you start at the mean
and go a certain number of standard deviations above and below it:

X ± 1S contains about 68% of the scores.3

X ± 2S contains about 95% of the scores.

X ± 3S contains about 99.7% of the scores.

In the next chapter, we explore these relationships in considerably greater detail,
but let’s take a quick look here. Figure 5.3 presents a normal distribution of test

69 72
+1S

75
+2S

78
+3S

66
–1S

63
–2S

60
–3S X

Scores:

3.0

99.7% of cases

95% of cases

3.0

68% of cases

3.0 3.0

X = 69
S = 3

3.0 3.0

Figure 5.3 Frequency distribution of test scores based on the normal distribution.

3
“X ± 1S” translates to “from 1 standard deviation below themean, to 1 standard deviation above themean.”
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scores for a large group of high school students, with X 69 and S 3. Given the
preceding three statements, you would expect that about 68% of these students have
scores between 66 and 72 69± 3 , about 95% have scores between 63 and 75
69± 6 , and almost all students—99.72%—have scores between 60 and 78 69± 9 .

These results are based on the assumption of a normal distribution. But even
in skewed distributions, you typically will find that X ± 1S captures the majority of
cases, X ± 2S includes an even greater majority, and X ± 3S comprises all but a
very few cases.

5.8 Comparing Means of Two Distributions:
The Relevance of Variability

Comparing the means of two distributions provides another context for appreciat-
ing the use of the standard deviation. Suppose you find a difference of one point
between the means of two groups: that is, X1 −X2 −1 00. Is this a big differ-
ence? It would be if the measure were cumulative college GPA, in which case this
difference would represent a whole grade point (e.g., 2.0 versus 3.0). If the mea-
sure were SAT performance, however, a difference of one SAT point would be
trivial indeed (e.g., 574 versus 575).

To adequately appraise a difference between two means, one must take into
account the underlying scale, or metric, on which the means are based.

The standard deviation is an important frame of reference in this regard. Indeed,
the numerical size of a mean difference often is difficult to interpret without tak-
ing into account the standard deviation.

For example, SAT scores, which fall on a scale of 200 to 800, have a standard
deviation of 100; for a GPA scale of 0 to 4.0, a typical standard deviation is .4.
The one-point difference, when expressed as the corresponding number of stan-
dard deviations, is −1 4 −2 5 standard deviations for the GPA difference and
−1 100 − 01 standard deviations for the SAT difference.

If we were to assume normality for these distributions, the differences would
be as shown in Figure 5.4. Note the almost complete overlap of the two SAT dis-
tributions (−.01 S) and the substantial separation between the two GPA distribu-
tions (−2.5 S). This example illustrates the value of expressing a “raw” difference in
terms of standard deviation units.

Effect Size

As you deal with real variables, you will find that the standard deviations of the
two distributions to be compared often will be similar, though not identical. In
such situations, it is reasonable to somehow combine, or pool, the two standard
deviations for appraising the magnitude of the difference between the two means.
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When a mean difference is divided by a “pooled” standard deviation, the result-
ing index is called an effect size (ES):

Effect size

ES
X1 −X2

SS1 SS2
n1 n2

X1 −X2

Spooled

5 3

The numerator of Formula (5.3) is straightforward: It is the difference between the two
means, X1 and X2. The denominator, the standard deviation of the two groups com-
bined, is a bit more involved. Of course, it couldn’t be as simple as taking the mean
of the two standard deviations! Instead, you must work from the sums of squares,
SS1 and SS2, which are easily derived from their respective standard deviations.

We illustrate the procedure for calculating ES in Table 5.3. In this example,
the two means are found to differ by .50 standard deviations. Specifically, the
mean of the first group is one-half of a standard deviation lower than the mean of
the second ES − 50 . A popular, if somewhat arbitrary, guideline is to consider
ES 20 as “small,” ES 50 “moderate,” and ES 80 “large” (Cohen, 1988).
This judgment, however, always should be made in the context of the investiga-
tion’s variables, instruments, participants, and results of prior investigations.

The problem of comparing the means of two distributions occurs frequently in
both descriptive and inferential statistics. It will prove helpful to get accustomed
to thinking about the magnitude of a mean difference in terms of the number of
standard deviations it represents. We will elaborate on the meaning of this effect
size in Chapter 6. In later chapters, you will see that “effect size” in fact is a

X1 X2

X1 – X2 = –2.5S

X1 – X2 = –.01S
X2X1

Figure 5.4 Overlap of scores in two distributions whose means differ by varying amounts.
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general term that applies to a variety of research situations, a mean difference
being only one.

5.9 In the Denominator: n Versus n− 1

If you use computer software or a hand-held calculator to compute either the vari-
ance or the standard deviation, you may obtain a value that differs from what For-
mulas (5.1) and (5.2) will give you. This is because computers and calculators tend to
insert n− 1 in the denominator of the variance and standard deviation, unlike the
companionless n that appears in Formulas (5.1) and (5.2).

Why the difference? The answer, which we explore in Chapter 13, is found in
the distinction between statistical description and statistical inference. Formulas

Table 5.3 Calculating the Effect Size

X S n

Group 1 48.00 9.80 20
Group 2 53.00 10.20 20

Follow these steps to calculate the effect size that corresponds to the difference between
the two means above:

Step 1 Determine the difference between the two means.

X1 −X2 48 00− 53 00 − 5 00
Step 2 Calculate each SS from its standard deviation.

• Begin by recalling Formula (5.2):

S
SS
n

• Square each side:

S2
SS
n

• Multiply each side by n:

nS2 SS

• Now you can calculate the SS for each group:

SS1 n1S2
1 20 96 04 1920 80

SS2 n2S2
2 20 104 04 2080 80

Step 3 Determine the pooled standard deviation.

Spooled
SS1 SS2
n1 n2

1920 80 2080 80
20 20

4001 6
40

100 04 10 00

Step 4 Divide the mean difference by the pooled standard deviation.

ES
X1 −X2

Spooled

−5 00
10 00

− 50

Thus, the mean of the first group is half a standard deviation lower than the mean of the
second group.
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(5.1) and (5.2) are fine statistically, provided your interests do not go beyond the
immediate data at hand. However, if you are using the variance or standard
deviation from a sample for making inferences about variability in the correspond-
ing population, these formulas provide a biased estimate. Specifically, the sample
standard deviation (or variance) will tend to be somewhat smaller than the popula-
tion standard deviation (or variance). (The bias is not great, particularly for large
samples.) By replacing the denominator with n− 1 , you arrive at an unbiased
estimate. Similar logic explains why you later will see that n1 n2 − 2 appears in
the effect size denominator when the objective is statistical inference. In the mean-
time, Formulas (5.1), (5.2), and (5.3) are appropriate for our purpose.

5.10 Summary

Reading the Research: The Standard Deviation and Effect Size

In Section 5.8, you learned about the value of expressing group differences in stan-
dard deviation units. Hanushek (1999) illustrates this approach in his review of the
effects of class size reductions in Tennessee. He reported that “the difference
between performance in class sizes of 22–25 and 13–17 is .17 standard deviations
in both math and reading” (p. 155). In other words, ES 17 in both cases. This
effect size suggests that the mean achievement of students in small classes was mar-
ginally better than that of students in regular-sized classes. If we can assume nor-
mality in the two distributions, the average student in small classes scored at
roughly the 57th percentile of students in regular-sized classes. (In Section 6.9 of
the next chapter, we’ll show you how we came up with this last conclusion.)

Source: Hanushek, E. A. (1999). Some findings from an independent investigation of the Tennessee
STAR experiment and from other investigations of class size effects. Educational Evaluation and Policy
Analysis, 21(2), 143–163.

Case Study: (Effect) Sizing Up the Competition

For this case study, we explored sex differences in verbal and mathematical per-
formance using data from a suburban high school located in a northeastern state.
Among the data were tenth-grade test scores on the annual state assessment. Stu-
dents received scores in English language arts (ELA) and mathematics (MATH),

Measures of variability are important in describing dis-
tributions, and they play a particularly vital role in sta-
tistical inference. We have considered three measures
in this chapter: the range, variance, and standard devia-
tion. Each is a summary figure that describes, in quanti-
tative terms, the spread or dispersion of scores in a
distribution. The range gives the distance between the
high score and the low score. The variance is the mean
of the squared deviations, and the standard deviation is
the square root of that quantity. Although important in

advanced statistics, the variance is little used in the
more practical task of describing the spread of scores
because it is expressed in squared units.

In comparison to the range, the variance and stan-
dard deviation are mathematically more tractable and
are more stable from sample to sample. You also saw
that the standard deviation is related to the normal
curve and, furthermore, that the standard deviation
can be used for appraising the magnitude of the differ-
ence between two means.
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and each score fell on a scale of 200–280. These are called scaled scores, which
are derived from raw scores. (The choice of scale is largely arbitrary. At the time
of this writing, for instance, the scale of the state assessment in New Hampshire
was 200–300, in Pennsylvania, 1000–1600, and in Maine, 501–580.)

After examining the frequency distributions for ELA and MATH, we obtained
descriptive statistics regarding variability and central tendency (Table 5.4a). With a
quick inspection of these results, we immediately saw that the maximum ELA
score of 2222 (!) fell well beyond the allowable range of scores. We suspected that
this was simply a data entry error. Sure enough, a review of the raw data set and
school records confirmed that the ELA score for one of the students was mis-
takenly entered as 2222 rather than the intended score of 222. We corrected the
entry and recomputed the descriptive statistics (Table 5.4b). Notice that, with
the correction, the standard deviation for ELA is considerably lower S 18 61 .
With a quick look at Formula (5.2), you easily see why a score of X 2222 had
such an inflationary effect on the standard deviation. In short, this single error in
data entry resulted in a numerator that was 2000 points larger than it should be!
Using similar logic and revisiting Formula (4.1), you also should be able to appreci-
ate why the ELA mean in Table 5.4b is considerably lower than that in Table 5.4a.

The measures of variability in Table 5.4b indicate that, compared to scores in
MATH, there is less dispersion in ELA scores. In mathematics, students scored
across the entire scale range, but in English language arts, no student attained
the maximum possible score (in fact, the highest score fell short by 12 points).
The lower variability among ELA scores is further substantiated by its relatively
smaller standard deviation: SELA 18 61 vs. SMATH 24 17.

Table 5.5 presents means and standard deviations for ELA and MATH,
reported separately by gender. In terms of variability, there is little difference

Table 5.4a Statistics for ELA and MATH Scores Before
Correcting Data Entry Error

n Range Minimum Maximum X S

ELA 194 2022.00 200.00 2222.00 243.47 144.73
MATH 194 80.00 200.00 280.00 230.60 24.17

a

Table 5.4b Statistics for ELA and MATH Scores After
Correcting Data Entry Error

n Range Minimum Maximum X S

ELA 194 68.00 200.00 268.00 233.10 18.61
MATH 194 80.00 200.00 280.00 230.60 24.17

b

Table 5.5 ELA and MATH Performance by Gender

ELA MATH

Males
(n 110)

Females
(n 84)

Males
(n 110)

Females
(n 84)

X 232.16 234.65 232.54 228.27
S 18.80 18.36 23.64 24.80
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between males and females on both exams; their standard deviations differ by
merely fractions of a point. As for central tendency, there appear to be only
modest gender differences in mean performance. Females have the edge in
English language arts XM −XF −2 49 , and males have the edge in mathematics
XM −XF −4 27 . When expressed in the metric of scaled scores, these differ-
ences convey limited meaning. Furthermore, as you have learned in this chapter,
measures of central tendency do not tell the whole story about a distribution;
variability also should be considered when comparing two distributions. For these
reasons, we proceeded to express each mean difference as an effect size.

As you see in Table 5.6, the effect sizes with respect to gender are
ESELA − 13 and ESMATH 18. Thus, the mean ELA score for males is .13
SDs lower than that for females, whereas the mean MATH score for males is
.18 SDs higher than that for females. The algebraic sign of each ES reflects our arbi-
trary decision to subtract the female mean from the male mean: XM −XF. We just as
easily could have gone the other way XF −XM , in which case the magnitude of each
ES would remain the same but its algebraic sign would reverse. Regardless of who is
subtracted from whom, of course, the substantive meaning of these ESs does not
change. These data suggest a rather small gender difference favoring males on MATH
and an even smaller difference favoring females on ELA. (Recall from Section 5.8
that, according to Cohen’s effect size typology, an effect size of .20 is considered
“small.”)

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

S2 S SS ES

variability
range
spread
dispersion
deviation score
variance

sum of squares
standard deviation
mathematical tractability
sampling stability
standard deviation as a distance measure
effect size

Table 5.6 Calculations of Gender Effect Sizes for ELA and MATH

ELA MATH

1. XM −XF 232 16− 234 65 −2 49 1. XM −XF 232 54− 228 27 −4 27
2. nS2 SS

SSM nMS2M 110 18 80 2 38,878 40
SSF nFS2F 84 18 36 2 28,315 53

2. nS2 SS
SSM nMS2M 110 23 64 2 61, 473 46
SSF −nFS2F 84 24 80 2 51, 663 36

3. Spooled 18 61 3. Spooled 24 15
4. ES −2 49 18 61 − 13 4. ES 4 27 24 14 18
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Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1. Give three examples, other than those mentioned in this chapter, of an “average”
(unaccompanied by a measure of variability) that is either insufficient or downright
misleading. For each example, explain why a variability measure is necessary.

2. Each of five raw scores is converted to a deviation score. The values for four of the
deviation scores are as follows: −4, 2, 3, −6. What is the value of the remaining
deviation score?

3.* For each set of scores below, compute the range, variance, and standard deviation.

(a) 3, 8, 2, 6, 0, 5

(b) 5, 1, 9, 8, 3, 4

(c) 6, 4, 10, 6, 7, 3

4. Determine the standard deviation for the following set of scores.X: 2.5, 6.9, 3.8, 9.3, 5.1, 8.0.

5. Given: S2 18 and SS 900. What is n?

6.* For each of the following statistics, what would be the effect of adding one point to
every score in a distribution? What generalization do you make from this? (Do this
without calculations.)

(a) mode

(b) median

(c) mean

(d) range

(e) variance

(f) standard deviation

7. If you wanted to decrease variance by adding a point to some (but not all) scores in a
distribution, which scores would you modify? What would you do if you wanted to
increase variance?

8.* After you have computed the mean, median, range, and standard deviation of a set of
40 scores, you discover that the lowest score is in error and should be even lower.
Which of the statistics above will be affected by the correction? (Explain.)

9. Why is the variance little used as a descriptive measure?

10.* Imagine that each of the following pairs of means and standard deviations was
determined from scores on a 50-item test. With only this information, describe the
probable shape of each distribution. (Assume a normal distribution unless you believe
the information presented suggests otherwise.)

(a) X 29 S 3

(b) X 29 S 4

(c) X 48 S 4

(d) X 50 S 0
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11.* Consider the four sets of scores:

8 8 8 8 8

6 6 8 10 10

4 6 8 10 12

1004 1006 1008 1010 1012

(a) Upon inspection, which show(s) the least variability? the most variability?

(b) For each set of scores, compute the mean; compute the variance and standard
deviation directly from the deviation scores.

(c) What do the results of Problem 11b suggest about the relationship between cen-
tral tendency and variability?

12. Determine the sum of squares SS corresponding to each of the following standard
deviations n 30 :

(a) 12

(b) 9

(c) 6

(d) 4.5

13. Given: X 500 and S 100 for the SAT-CR, what percentage of scores would you
expect to fall

(a) between 400 and 600?

(b) between 300 and 700?

(c) between 200 and 800?

14.* The mean is 67 for a large group of students in a college physics class; Duane obtains a
score of 73.

(a) From this information only, how would you describe his performance?

(b) Suppose S 20. Now how would you describe his performance?

(c) Suppose S 2. Now how would you describe his performance?

15.* Imagine you obtained the following results in an investigation of sex differences among
high school students:

Mathematics
Achievement Verbal Ability

Male n 32 Female n 34 Male n 32 Female n 34
XM 48 SM 9 0 XF 46 SF 9 2 XM 75 SM 12 9 XF 78 SF 13 2

(a) What is the pooled standard deviation for mathematics achievement?

(b) What is the pooled standard deviation for verbal ability?

(c) Compute the effect size for each of these mean differences.

(d) What is your impression of the magnitude of the two effect sizes?
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CHAPTER 6

Normal Distributions
and Standard Scores

6.1 A Little History: Sir Francis Galton and the Normal Curve

Frequency distributions, as you know, have many shapes. One of those shapes, the
normal curve, appears often and in astonishingly diverse corners of inquiry.1 The
weight of harvested sugar beets, the mental ability of children, the crush strength of
samples of concrete, the height of cornstalks in July, and the blood count in
repeated drawings from a patient—all these and many more tend to follow closely
the bell-shaped normal curve.

It was in the 19th century that discovery after discovery revealed the wide
applicability of the normal curve. In the later years of that century, Sir Francis
Galton (cousin of Charles Darwin) began the first serious investigation of “individual
differences,” an important area of study today in education and psychology. In his
research on how people differ from one another on various mental and physical
traits, Galton found the normal curve to be a reasonably good description in many
instances. He became greatly impressed with its applicability to natural phenomena.
Referring to the normal curve as the Law of Frequency of Error, he wrote:

I know of scarcely anything so apt to impress the imagination as the wonder-
ful form of cosmic order expressed by the “Law of Frequency of Error.” The
law would have been personified by the Greeks and deified, if they had
known of it. It reigns with serenity and in complete self-effacement amidst the
wildest confusion. The huger the mob and the greater the apparent anarchy,
the more perfect is its sway. It is the supreme law of Unreason. Whenever a
large sample of chaotic elements are taken in hand and marshaled in the
order of their magnitude, an unsuspected and most beautiful form of reg-
ularity proves to have been latent all along. (Galton, 1889, p. 66)

Although Galton was a bit overzealous in ascribing such lawful behavior to the
normal curve, you probably can understand his enthusiasm in these early days of
behavioral science. But truth be told, not all variables follow the normal curve. For
example, annual income, speed of response, educational attainment, family size, and
performance on mastery tests all are characterized by decidedly nonnormal distri-
butions (skewed, in this case). Furthermore, variables that are normally distributed
in one context may be nonnormally distributed when the context is changed.
For example, spatial reasoning ability is normally distributed among adults as a

1Because of the seminal work by the 19th-century mathematician Karl Friedrich Gauss, the normal
curve is also called the Gaussian distribution or the Gaussian curve.
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whole, but among mechanical engineers the distribution would show somewhat of
a negative skew.

Nevertheless, the normal curve does offer a convenient and reasonably accu-
rate description of a great number of variables. The normal curve also describes
the distribution of many statistics from samples (about which we will have much
to say later). For example, if you drew 100 random samples from a population of
teenagers and computed the mean weight of each sample, you would find that the
distribution of the 100 means approximates the normal curve. In such situations,
the fit of the normal curve is often very good indeed. This is a property of para-
mount importance in statistical inference.

Now we examine the normal curve more closely: what it is, what its properties
are, and how it is useful as a statistical model.

6.2 Properties of the Normal Curve

It is important to understand that the normal curve is a theoretical invention, a
mathematical model—an idealized conception of the form a distribution might take
under certain circumstances. No empirical distribution—one based on actual data—
ever conforms perfectly to the normal curve. But, as we noted earlier, empirical
distributions often offer a reasonable approximation of the normal curve. In these
instances, it is quite acceptable to say that the data are “normally distributed.”

Just as the equation of a circle describes a family of circles—some big, some
small—the equation of the normal curve describes a family of distributions. Nor-
mal curves may differ from one another with regard to their means and standard
deviations, as Figure 6.1 illustrates. However, they are all members of the normal
curve family because they share several properties.

What are these properties? First, normal curves are symmetrical: The left half
of the distribution is a mirror image of the right half. Second, they are unimodal. It
follows from these first two properties that the mean, median, and mode all have the
same value. Third, normal curves have that familiar bell-shaped form. Starting at
the center of the curve and working outward, the height of the curve descends gra-
dually at first, then faster, and finally more slowly. Fourth, a curious and important
situation exists at the extremes of the normal curve. Although the curve descends
promptly downward, the tails never actually touch the horizontal axis—no matter
how far out you go.2 This property alone illustrates why an empirical distribution
can never be perfectly normal!

6.3 More on the Standard Deviation and the Normal Distribution

In Section 3.4, we demonstrated the relationship between relative area and rel-
ative frequency of cases. It is an important relationship that we will use again and
again. (Before proceeding, you may want to review Section 3.4.)

2In this regard, normal curves are said to be asymptotic—a term you doubtless will find handy at your
next social engagement.
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There also is a precise relationship between the area under the normal curve
and units of the standard deviation, which we touched on in Section 5.7. To explore
this relationship more fully, let’s examine Figure 6.2, which portrays a normal dis-
tribution of intelligence test scores (X 100, S 15).

In a normal distribution, 34.13% of the area is between the mean and one stan-
dard deviation above the mean—that is, between X and 1S. From the discussion
in Section 3.4, it follows that 34.13% of the cases fall between X and 1S—or,
between IQs 100 and 115.

The proportion of area under any part of a frequency curve is equal to the
proportion of cases in the same location.

Because the normal curve is symmetrical, 34.13% of the cases also fall between X
(a score of 100) and −1S (a score of 85). Added together, these two percentages tell
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Figure 6.1 Variations in normal distributions.
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you that X ± 1S contains 68.26% of the scores in a normal distribution. That is, a
little over two-thirds of IQs are between 85 (−1S) and 115 ( 1S). Given the bell-
shaped nature of the normal curve, you should not be surprised to find so many
scores falling within only one standard deviation of the mean.

Predictably, the percentages become smaller as the curve makes its way down
toward the horizontal axis. Only 13.59% of the cases fall between 1S and 2S, with
an equal percentage (of course) falling between −1S and −2S. A little addition
informs you that X ± 2S contains 95.44% of the scores in a normal distribution:
13.59% 34.13% 34.13% 13.59%. Roughly 95% of IQs, then, are between 70
(−2S) and 130 ( 2S).

There are relatively few cases between 2S and 3S (2.14%) and between
−2S and −3S (2.14%), and precious few further out (only .14% in either extreme).
Almost all the cases in a normal distribution—99.72%—are within ±3 standard
deviations of the mean. Thus, from these data, you can say that almost all IQs are
between 55 (−3S) and 145 ( 3S). Indeed, only .28% of IQ scores—about one-
quarter of 1%—would be either lower than 55 or higher than 145. Individuals with
such extreme IQs are exceptional, indeed!

We remind you that these precise figures require the assumption of a perfectly
normal distribution. For nonnormal distributions, different figures will be obtained.
But as we pointed out in Section 5.7, even for skewed distributions one typically
finds that X ± 1S captures the majority of cases, X ± 2S includes an even greater
majority, and X ± 3S comprises all but a very few cases.

6.4 z Scores

The relationship between the normal curve area and standard deviation units can
be put to good use for answering certain questions that are fundamental to statis-
tical reasoning. For example, the following type of question occurs frequently in

99.72% of the cases

95.44% of the cases

68.26% of the cases

100 115 130 145857055IQ:

0 +1S +2S +3S–1S–2S–3SS:

2.14%

.14%
13.59%

34.13% 34.13%

13.59%
2.14%

.14%

Figure 6.2 Relative frequency of cases contained within standard deviation intervals
(X 100, S 15).
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statistical work: Given a normal distribution with a mean of 100 and a standard
deviation of 15, what proportion of cases fall above the score 115?

Actually, you can answer this question from the discussion so far. First, you
know that a score of 115, with X 100 and S 15, is one standard deviation above
the mean 115− 100 15 1S . Furthermore, you know from Figure 6.2 that
34.13% of the cases fall between 100 and 115, and that another 50% of the cases fall
below 100.3 Thus, 84.13% of the cases fall below the score of 115. Subtracting this
percentage from 100, you confidently conclude that in a normal distribution with
X 100 and S 15, roughly 16% (or .16) of the cases fall above the score 115.

But what about a score of 120? or 95? You can see that the precise area falling
above (or below) either score is not apparent from Figure 6.2. Fortunately, tables
have been constructed that specify the area under the normal curve for specific
score points. However, a way must be found to express a score’s location in terms
that are equivalent for all normal curves. The original scores clearly will not do.
The score of 115, for example, which is one standard deviation above the mean in
Figure 6.2, would have an entirely different location in a normal distribution where
X 135 and S 10. Indeed, 115 now would be two standard deviations below
the mean.

The solution is to convert the original score to a standard score (also called a
standardized or derived score).

A standard score expresses a score’s position in relation to the mean of the
distribution, using the standard deviation as the unit of measurement.

Although a mouthful, this statement says nothing more than what you learned two
paragraphs ago (as you will see shortly).

There are many kinds of standard scores. For the moment, we will focus on the
z score. The idea of a z score is of great importance in statistical reasoning, and we
will make much use of it in this and succeeding chapters.

A z score states how many standard deviation units the original score lies above
or below the mean of its distribution.

In a distribution where X 100 and S 15, the score of 115 corresponds to a z
score of 1.00, indicating that the score is one standard deviation above the mean.
A z score is convenient because it immediately tells you two things about a score:
Its algebraic sign indicates whether the score is above or below the mean, and its
absolute value tells you by how much (in standard deviation units).

A z score is simply the deviation score divided by the standard deviation, as
the following formula illustrates:

z score

z
X −X

S
6 1

3You can obtain the latter figure by remembering that the normal distribution is symmetric, or, if you
prefer, you may add the four percentages below the mean in Figure 6.2.
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Consider once again the score 115 from the two different distributions shown
previously, one where X 100 and S 15 and the other where X 135 and S 10.
The respective values of z are:

z
115− 100

15
15
15

1 00 and z
115− 135

10
−20
10

−2 00

Even though the original scores are identical, they have different relative positions in
their respective distributions. This is shown in Figure 6.3, where you see that 16% of
the cases fall above z 1 00 compared with the 98% falling above z −2 00.
(Before proceeding further, confirm these percentages from Figure 6.2.)

Now take a normal distribution with X 50 and S 10. In this distribution, a
score of 60 lies one standard deviation above the mean; consequently, z 1 00.
This score, in its distribution, therefore falls at the same relative position as the
score of 115 where X 100 and S 15. We illustrate this in Figure 6.4, which
shows that 16% of the cases exceed the score of 60 in its distribution, just as 16%
of cases exceed the score of 115 in its distribution.

100 115 130 145857055

0 +1 +2 +3−1−2−3

X:
z:

Area = .16X = 100
S = 15

135

0

125

−1

145

+1

165

+3

155

+2

115

−2

105

−3

Area = .98

X = 135
S = 10

Figure 6.3 Original score and z-score scales for two normal distributions with different
means and standard deviations.

50 704030

0 +2–1–2

X:

z:

X = 50
S = 10

Area = .16

100 115 130 145857055

0 +1 +2 +3–1–2–3

Area = .16

+1

60

X = 100
S = 15

Figure 6.4 Original score and z-score scales for two normal distributions with different
means and standard deviations.
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Finally, what about those awkward scores of 120 and 95? No problem. If X 100
and S 15, then the corresponding z scores are:

z
120− 100

15
20
15

1 33 and z
95− 100

15
−5
15

− 33

The score of 120 is 1.33 standard deviations above the mean, whereas 95 is .33 stan-
dard deviations below. (Go back to Figure 6.2 for a moment. Although this figure is
insufficient for determining these two z scores from their respective X values, the
direction and general magnitude of each z score should agree with your “eyeball”
judgment from Figure 6.2 regarding the z score’s likely value.)

Now all that is needed is the aforementioned table that specifies the precise
area under the normal curve for a particular z score. Enter a z score of, say 1.33,
and you get the exact proportion of cases falling above (or below) this value. And
a whole lot more.

6.5 The Normal Curve Table

In the next two sections, you will learn how to apply the normal curve table to
common problems involving distributions that follow or can be closely approxi-
mated by the normal curve. In Section 6.6, we address the first type of question
that was explored above: finding the area under the normal curve, given a
specific score. We consider the reverse question in Section 6.7: determining
the specific score, given an area.

Let’s first examine the format of the normal curve table that appears in Table A
in Appendix C. For your convenience, we present a portion of this table in Table 6.1.

Table 6.1 Sample Entries From Table A

z
Area Between
Mean and z

Area
Beyond z

1 2 3

• • •

• • •

• • •

0.95 .3289 .1711
0.96 .3315 .1685
0.97 .3340 .1660
0.98 .3365 .1635
0.99 .3389 .1611

1.00 .3413 .1587
1.01 .3438 .1562
1.02 .3461 .1539
1.03 .3485 .1515
1.04 .3508 .1492
• • •

• • •

• • •
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Although long, Table A presents only three columns of information. Column 1
contains the values of z. (Table 6.1 includes the z scores 0.95 to 1.04.) You then are
told two things about each z score: Column 2 indicates the area between the mean
and the z score, and column 3 reports the area beyond the z score. (Remember,
area is equivalent to proportion of cases.)

Locate z “1.00” in column 1. You see that .3413 of the area (roughly 34%)
lies between the mean and this z score, and .1587 (roughly 16%) of the area lies
beyond this point. This, of course, agrees with what you already know from
Figure 6.2 and related discussion. What proportion of cases fall beyond, say,
z 1 03? Simple: .1515 (or about 15%).

Notice that there are no negative z scores in Table 6.1; nor will you find any in
Table A. Because the normal curve is symmetric, the area relationships are the
same in both halves of the curve. The distinction between positive and negative z
scores therefore is not needed; columns 2 and 3 take care of both situations. For
example, column 2 in Table 6.1 informs you that .3413 of the area also lies between
the mean and z −1 00. When added to the .3413 associated with z 1 00, you
obtain a familiar figure—the roughly 68% of the cases falling between −1S and
1S (Figure 6.2).

Now let’s see how to use Table A for the kinds of problems one frequently
encounters in statistical reasoning.

6.6 Finding Area When the Score Is Known

We present five problems to illustrate this process. Each problem represents a
variation on the general question of finding area, given a score.

Problem 1

For a normal distribution with X 100 and S 20, what proportion of cases fall
below a score of 80?

This problem is illustrated in Figure 6.5.4 The first thing you do is convert the
score of 80 to a z score:

z
X −X

S
80− 100

20
−1 00

100 12080X:
+1.00−1.00z:

Area = .1587 = .16 Area = .1587 = .16

Figure 6.5 Proportion of scores
exceeding X 120 and falling below
X 80 in a normal distribution
(X 100, S 20).

4In this problem and those that follow, you will find it helpful to draw a sketch—like Figure 6.5—to
help keep track of what you are doing.

88 Chapter 6 Normal Distributions and Standard Scores



Now enter Table A with z 1 00 (remember, the symmetry of the normal curve
allows you to ignore the negative sign) and look up the area in column 3. Why
column 3? “Beyond” always refers to the tail of the distribution, so the “area
beyond” a negative z score is equivalent to the “proportion below” it. The entry in
column 3 is .1587, which can be rounded to .16. Answer: .16, or 16%, of the cases
fall below a score of 80.

The general language of Problem 1 may sound familiar, for it involves the con-
cept of percentile rank—the percentage of cases falling below a given score point
(Section 2.9). Thus, Table A can be used for obtaining the percentile rank of a
given score, provided the scores are normally distributed. By converting X 80 to
z −1 00 and then consulting Table A, you are able to determine that the raw
score 80 corresponds to the percentile rank of 16, or the 16th percentile. In other
words, P16 80.

Problem 2

For a normal distribution with X 100 and S 20, what proportion of cases fall
above a score of 120?

The score of 120 corresponds to a z score of 1.00:

z
120− 100

20
1 00

Locate z 1 00 in Table A and, as before, go to column 3. (You want column 3
because the “proportion above” a score is synonymous with the “area beyond” it.)
The entry is .1587, or .16, which also is illustrated in Figure 6.5. Answer : .16,
or 16%, of the cases fall above a score of 120.

Problem 3

For a normal distribution with X 100 and S 20, what proportion of cases fall
above a score of 80?

You already know from Problem 1 that the needed z score is −1.00 in this
instance. Figure 6.6 shows that you must determine two areas to solve this problem:
the area between a z of −1.00 and the mean plus the area beyond the mean.
Column 2 for z 1 00 provides the first area, .3413. Because the normal curve is

10080X:
−1.00z:

Area = .5000

Total area = .8413

Area = .3413

Figure 6.6 Proportion of scores
exceeding X 80 in a normal
distribution (X 100, S 20).
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symmetric, the area above the mean must be half the total area under the curve, or
.5000. Consequently, the shaded area in Figure 6.6 represents 3413 5000 8413
of the total area, or .84. Answer: .84, or 84%, of the cases fall above a score of 80.

Problem 4

For a normal distribution with X 100 and S 20, what proportion of cases fall
between the values of 90 and 120?

First, you obtain the necessary z scores:

z
90− 100

20
− 50 and z

120− 100
20

1 00

As Figure 6.7 shows, this problem also requires that you determine and sum two
areas. From Table A, find the area between z 50 and the mean (.1915), and the
area between the mean and z 1 00 (.3413). Their sum is 1915 3413 5328, or
.53. Answer: .53, or 53%, of cases fall between the values of 90 and 120.

Problem 5

For a normal distribution with X 100 and S 20, what proportion of cases fall
between the values of 110 and 120?

This problem is similar to Problem 4 except that both scores fall above the
mean. Consequently, the solution differs slightly. One approach is to determine
the proportion of scores falling above 110 and then subtract the proportion of
scores falling above 120. The difference between the two areas isolates the propor-
tion of cases falling between the two scores.5

The problem and its solution are illustrated in Figure 6.8. Begin, of course, by
converting the original scores to their z equivalents:

z
110− 100

20
50 and z

120− 100
20

1 00

Area = .1915 Area = .3413

Total area = .5328

10090X: 120

−.50z: +1.00

Figure 6.7 Proportion of scores
falling between X 90 and X 120
in a normal distribution (X 100,
S 20).

5When first solving problems of this kind, some students make the mistake of subtracting one z score
from the other and then finding the area corresponding to that difference. This will not work! You
want the difference between the two areas.
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Determine the two areas from Table A: .3085 beyond z 50 and .1587 beyond
z 1 00. Their difference, and therefore the net area, is 3085− 1587 1498, or
.15. Answer: .15, or 15%, of the cases fall between the values of 110 and 120.

What if you want the number of cases (or scores) rather than their proportion?
Simply multiply the proportion by the n in the distribution. Thus, if n 2000 in
Problem 5, then 300 cases fall between the score points 110 and 120. That is,
1498 2000 299 6, or 300.

6.7 Reversing the Process: Finding Scores When the Area Is Known

In the last section, you learned how to solve problems where the score is known
and you are to find the area. Now the area is known, and your task is to find the
score. This requires the reverse of the process described above, which we illus-
trate with three general problem types.

Problem 6

For a normal distribution with X 100 and S 20, find the score that separates
the upper 20% of the cases from the lower 80%.

To illuminate the process, we divide the solution into several steps.

Step 1 Draw a picture, like Figure 6.9, to help you keep track of the process.

Step 2 Turn to Table A, where you scan the values in column 3, “area beyond z,”
to find the value closest to .20. It turns out to be .2005. Now look across to

100X: 110 120

z: +.50 +1.00

Area = .3085

Area = .1587

Net area = .3085 − .1587 = .1498

Figure 6.8 Proportion of scores falling between X 110 and X 120 in a normal
distribution (X 100, S 20).

z: +.84

X: 116.8

Area = .20

Figure 6.9 The score dividing the
upper 20% of observations from the
remainder in a normal distribution
(X 100, S 20).
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column 1, where you see that the value of z associated with it is .84.
Because Table A does not distinguish between positive and negative z
scores, you must supply that information. Because it is the top 20% that is
to be distinguished from the remainder, the score you seek is above the
mean. Therefore, the value of the corresponding z is positive: z 84. This
is the value shown in Figure 6.9.

Step 3 You now convert the z score back to an original score, X. As you know, a
z score of .84 states that the score, X, is .84 standard deviations above
the mean. Remembering that .84 of 20 is .84 times 20, you determine the
value to be 100 84 20 100 16 8 116 8. Answer: A score of 116.8
separates the upper 20% of the cases from the lower 80%. This is equivalent
to stating that the 80th percentile is a score of 116.8, or P80 116 8.

Problem 7

For a normal distribution with X 100 and S 20, find the score that separates
the lower 20% of the cases from the upper 80%.

As before, scan column 3 for the entry closest to .20. Because it is the lower
20% that is to be distinguished from the remainder, this time the score you seek is
below the mean. Therefore, the value of the corresponding z is negative: z − 84.
This is shown in Figure 6.10. Now determine X using the same operations as for
Problem 6: 100 − 84 20 100− 16 8 83 2. Answer : A score of 83.2 separates
the lower 20% of the cases from the upper 80%. This is equivalent to stating that
the 20th percentile is a score of 83.2, or P20 83 2.

Problem 8

For a normal distribution with X 100 and S 20, what are the limits within which
the central 95% of scores fall?

Figure 6.11 illustrates this problem. If 95% of the cases fall between the two
symmetrically located scores, then 2.5% must fall above the upper limit and 2.5%
below the lower limit. What is the z score beyond which 2.5% of the cases fall?
Scanning column 3 in Table A, you find that .0250 (i.e., 2.5%) of the area falls
beyond z 1 96. Remember that, for the present problem, this value of z
represents two z scores: one for the lower end of the limit, zL −1 96, and one for

z: −.84

X: 83.2

Area = .20

Figure 6.10 The score dividing the
lower 20% of observations from the
remainder in a normal distribution
(X 100, S 20).
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the upper end, zU 1 96. (The subscripts refer to lower and upper, respectively.)
Your final task, then, is to determine the corresponding values of XL and XU:

XL 100 −1 96 20 100− 39 2 60 8

XU 100 1 96 20 100 39 2 139 2

Answer: 60.8 and 139.2 are the limits within which the central 95% of scores fall.
This is equivalent to stating that P2 5 60 8 and P97 5 139 2.

We must emphasize that these eight problems require a normal distribution (or
a reasonable approximation), as does any statement regarding area and percentage
of cases based on Table A. In a negatively skewed distribution, for example, it is not
true that 50% of the cases fall below z 0 (or, equivalently, that the mean score is
the 50th percentile). As you know from Section 4.5, fewer than half of the cases are
below the mean z 0 in a negatively skewed distribution because of the relative
positions of the mean and median in such distributions.

6.8 Comparing Scores From Different Distributions

You found in Section 6.4 that the z score provides a way of expressing location in
terms that are comparable for all normal curves. Converting to z scores eliminates
the problem of different means and standard deviations because the scale of the
original variable has been standardized.

When all scores are converted to z scores, the mean (z) is now 0 and the stan-
dard deviation (Sz) is now 1—regardless of the distribution’s original mean and
standard deviation.

Thus, the tabled values in Table A reflect a normal distribution with a mean of 0
and a standard deviation of 1. This is known as the standard normal distribution.

Because z 0 and Sz 1 for any distribution, z scores and Table A are helpful
for comparing scores from different distributions (provided the two distributions
approximate normality). Suppose you received a score of 60 on your philosophy
midterm exam (X 40 and S 10) and a score of 80 on the final (X 65 and
S 15). Which is the better performance? Your higher score on the final exam is mis-
leading, given the different means and standard deviations of the two tests. You can
hasten an easy comparison by converting each score to its z-score equivalent:
z 2 00 on the midterm and z 1 00 on the final. (Take a moment to check our

−1.96z: +1.96

Area = .025

Area = .95

Area = .025
Figure 6.11 The limits that include
the central 95% of observations in a
normal distribution (X 100, S 20).
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math.) You clearly did well on both exams relative to your classmates, but you did
better in this regard on the midterm exam (see Figure 6.12).

Although standard scores allow you to compare scores from different distribu-
tions, the reference groups must be comparable for the comparison of standard
scores to be meaningful. There is no difficulty in comparing your two philosophy
z scores because both derive from the same group of students. But suppose you
obtained a Graduate Record Examination (GRE) score of 550, which is half a stan-
dard deviation above the mean z 50 , and a Stanford-Binet IQ of 116, which
is a full standard deviation above the mean z 1 00 . Can you conclude that you
did better on the intelligence test than on the GRE? No, because the reference
groups are not the same. Whereas the Stanford-Binet test is normed on a represen-
tative sample of adults, the GRE norms reflect the more select group of adults who
harbor aspirations for graduate school. You would expect to have a relatively lower
score in the more select group. Again, only with comparable reference groups can
standard scores be properly compared.

If this sounds vaguely familiar, it should: It is the same caution you must observe
in using percentile ranks (Section 2.9).

6.9 Interpreting Effect Size

We introduced the concept of effect size (ES) in Section 5.8, where you saw that a
difference between two means can be evaluated by expressing it as a proportion of
the “pooled” standard deviation:

ES
X1 X2

Spooled

An effect size is a lot like a z score. Assuming that each distribution is nor-
mally distributed, you can apply Table A to interpret effect size within the context
of percentile ranks.

The logic is fairly straightforward. Let’s return to Table 5.3, where X1 48,
X2 53, and ES − 50. Imagine that you placed these two distributions side by
side on a single horizontal axis. This effect size indicates that the two means would

40 50 60

Area = .02

Area = .16

3020 65 80 955035

0 +1 +2−1−2

X:

z: 0 +1 +2−1−2

X = 40
S = 10

X = 65
S = 15

Figure 6.12 Comparing scores from two distributions with different means and standard
deviations.
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be offset by .50 of a standard deviation—X1 being half a standard deviation to the
left of X2 (see Figure 6.13a).

Now turn to Table A, where you find the area .1915, or 19%, in column 2 next
to z 50. When applied to the concept of effect size, column 2 represents the area
between the two means, using the lower group as the reference. Assuming normal-
ity, you already know that 50% of the folks in the first group fall below their mean of
48. Column 2 tells you that another 19% fall between this mean and 53, the score
point corresponding to the mean of the higher group, X2. Therefore, 69% of the
cases in the first group fall below X2, as Figure 6.13b illustrates.

Now, if there were no difference between the two means, you would expect only
50% of the first group to fall below X2 (and vice versa). The disparity between the
two percentages—50% and 69% in the present case—is a helpful descriptive device
for appraising, and communicating, the magnitude of the difference between two
means.

Interpreting effect size in this fashion is based on the relationship between area
under the normal curve and standard deviation units. As elsewhere in this chapter,
interpretations based on Table A will not be accurate where distributions depart
markedly from normality.

X1 = 48

0.50 standard deviations

X2 = 53

+1S (left distribution)

(a)

Spooled = 10.00

ES = = −.5048 − 53
10

X1 = 48

69%

50%
19%

X2 = 53

(b)

Figure 6.13 Interpreting effect size
in light of the normal distribution.
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6.10 Percentile Ranks and the Normal Distribution

As demonstrated in Problem 1, percentile ranks can be derived from Table A when
the assumption of normality can reasonably be made. Nevertheless, it is important to
understand that, as a rule, percentile ranks do not represent an equal-interval scale.
(This is the third cautionary note regarding percentiles that, in Section 2.9, we prom-
ised to describe here.)

Look at Figure 6.14, where we have placed the percentile and z-score scales
beneath the normal curve. In contrast to the z-score scale, which is spread out in equal
one-standard-deviation units, percentile ranks bunch up in the middle of the distribu-
tion and spread out in the tails. This is to be expected: Percentile ranks reflect where
the cases are, and most of the cases are in the middle of the distribution.6 But as a con-
sequence of this property, percentile ranks exaggerate differences between scores near
the center of the distribution and underplay differences between scores at the extremes.

Consider what happens, percentile-wise, with a difference of “one standard
deviation” at various places along the horizontal axis. As you go from the mean
z 0 to a position one standard deviation above the mean z 1 00 , the
change in percentile rank is a full 34 points: from the 50th percentile to the 84th
percentile, or P50 to P84.

7 However, the one-standard-deviation difference between
z 1 00 and z 2 00 corresponds to only a 14-point change in percentile
rank—from P84 to P98. And moving one standard deviation from z 2 00 to
z 3 00 produces a change of not even 2 percentile points—P98 to P99.9! There
simply are precious few people that far out in the tail of a normal distribution.

Now do the opposite: Compare “standard-deviation-wise” a percentile-rank
difference in the middle of the distribution with the identical difference further
out in the tail. For example, the 10-percentile-point difference between P50 and
P60 corresponds to a change in z scores from z 0 to z 25—a change of only
one-quarter of a standard deviation—whereas the 10-point difference between P89

and P99 corresponds to a change in z scores from roughly z 1 23 to z 2 33, or a
change of 1.10 standard deviations. If these data were Stanford-Binet IQ scores

0

6050 70 90 9940301 10

+1 +2 +3–3z scores:

Percentile
ranks:

–2 –1

Figure 6.14 z scores and percentile equivalents in a normal distribution.

6This assumes a unimodal distribution that is not markedly skewed.
7You should be able to independently arrive at these same numbers using Table A. If you have diffi-
culty doing so, revisit Problem 1.
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with S 16, the difference between P50 and P60 would represent only (.25)(16) 4
IQ points. In contrast, more than 17 IQ points is associated with the change from
P89 and P99: (1.10)(16) 17.6. Clearly, the meaning of a percentile-based differ-
ence depends on where in the distribution this difference occurs.

Thus, you see that large differences between percentiles in the middle of a nor-
mal distribution correspond to relatively small differences in the underlying scores,
and small differences between percentiles in either tail correspond to relatively large
differences in underlying scores. It’s like driving down a road and seeing how far you
have to go (difference in underlying scores) to pass 50 houses (corresponding differ-
ences in percentiles). In a populated area (middle of the normal distribution), you
may pass 50 houses in less than half of a mile. But in a rural area (either tail),
you could go hundreds of miles before you pass 50 houses!

The advantage of the percentile scale is found in ease of interpretation. How-
ever, a considerable disadvantage is its noninterval nature—which you should
remain forever mindful of when using percentile ranks.

6.11 Other Standard Scores

Using z scores can be inconvenient in several respects. First, you have to contend
with both negative and positive values. Second, to be informative, z scores must
be reported to at least the nearest tenth, so you also have decimal points to deal
with. Third, z scores are awkward for communicating performance to a public
unfamiliar with the properties of these scores. Imagine, if you will, a school coun-
selor attempting to explain to two parents that their child’s recent performance
on a test of moral reasoning, indicated by a score of zero, is actually quite
acceptable!

The T score is a popular alternative to the z score because it avoids these
inconveniences. Like the z score, the T score has been standardized to a fixed
mean and standard deviation:

When all scores are converted to T scores, the mean (T) is now 50 and the
standard deviation (ST) is now 10—regardless of the distribution’s original
mean and standard deviation.

By studying the preceding statement carefully, you can see that any z score can be
stated equivalently as a T score. For example, z of 1.00 (one standard deviation
above the mean) corresponds to a T of 60 (one standard deviation above the
mean), just as a z of −.50 corresponds to a T of 45. As with the z score, then, a
T score locates the original score by stating how many standard deviations it lies
above or below the mean.

A T score is easily computed from z using Formula (6.2):

T score

T 50 10z 6 2
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For instance, the T score that is equivalent to z −1 70 is:

T 50 10 − 1 70 50− 17 33

Figure 6.15 shows the relation between z scores and T scores, along with
several other standard score scales. Each standard scale has the common feature of
locating the original score relative to the mean and in standard deviation units.
A score that is one standard deviation above the mean corresponds to a GRE or
SAT subscale score of 600, a Wechsler IQ of 115, and a Stanford-Binet IQ of 116,
as well as a z of 1.00 and a T of 60.

Despite their awkward signs and decimal points, we should acknowledge that
z scores have the singular merit of giving their meaning directly in standard deviation
units. A z of −1.50 tells you—with no mental gymnastics required—that the score is
below the mean by one and a half standard deviations. The comparable values for the
other standard scores do too, of course, but not as directly.

6.12 Standard Scores Do Not “Normalize” a Distribution

A common misconception of the newcomer to statistics is that converting raw scores
to standard scores will transform a nonnormal distribution to a normal one. This isn’t
true. The distribution of standard scores is identical in shape to the distribution of origi-
nal scores—only the values of X, X, and S have changed. If you start out with a skewed
distribution of raw scores, you will have an equally skewed distribution of z scores.

In technical terms, the conversion of raw scores to standard scores is a “linear
transformation.” Although there are alternative transformations that indeed will “nor-
malize” a distribution, such transformations go well beyond the scope of this book.

6.13 The Normal Curve and Probability

We have devoted so much attention to the normal curve because of its centrality
to statistical reasoning. This is true with respect to descriptive statistics, which is
our focus in this chapter.

0 +1 +2 +3−3z scores: −2

2.14% 2.14%
13.59%

34.13%34.13%

13.59%

−1

50 60 70 8020T scores: 30 40

500 600 700 800200SAT, GRE (subscales): 300 400

100 115 130 14555Wechsler IQ: 70 85

100 116 132 14852Stanford-Binet IQ: 68 84

.14% .14%

Figure 6.15 Examples of standard scores in a normal distribution, with approximate
percentages.
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As you will discover later, the normal curve also is central to many aspects
of inferential statistics. This is because the normal curve can be used to answer
questions concerning the probability of events. For example, by knowing that
roughly 16% of adults have a Wechsler IQ greater than 115 z 1 00 , one
can state the probability of randomly selecting from the adult population a per-
son whose IQ is greater than 115. (You are correct if you suspect that the
probability is .16.) Probability questions also can be asked about means and
other statistics, such as the correlation coefficient (which you are about to
meet). By answering probability questions, you ultimately are able to arrive at
substantive conclusions about your initial research question—which is the point
of it all.

As you can see, the import of the normal curve goes well beyond its use descrip-
tively. We will return to this topic beginning with Chapter 9, where we explore the
normal curve as a probability distribution.

6.14 Summary

Reading the Research: z Scores

Kloosterman and Cougan (1994) used standard scores to separate their research
participants into achievement categories.

To rank students as high, medium, or low on problem-solving achievement,
scores on each of the three process problems were converted to z scores based
on grade-level means at the school. Students who had z scores greater than 1

The normal distribution has wide applicability in both
descriptive and inferential statistics. Although all nor-
mal curves have the same fundamental shape, they
differ in mean and standard deviation. To cope with
this fact, raw scores can be translated to z scores, a
process that provides a way of expressing the location
of a score in terms that are comparable for all normal
curves. A z score states how many standard devia-
tions the score’s position is above or below the mean.
The z scores are also called standard scores because
they have been standardized to a mean of 0 and a
standard deviation of 1. It is important to remember
that z scores are not necessarily normally distributed.
Rather, they are distributed in the same way as the
raw scores from which they are derived.

Two fundamental problems involve the normal
curve: finding area under the curve (proportion of
cases) when the score location is known, and finding
score locations when the area is known. The normal
curve also can help interpret the difference between

two means when this value is expressed as an effect
size. Table A is used for these purposes—purposes for
which the assumption of normality is critical.

Because z scores involve awkward decimals and
negative values, standard scores of other kinds have
been devised, such as T scores (which have a mean of
50 and a standard deviation of 10). Standard scores
add meaning to raw scores because they provide a
frame of reference. Their “standard” properties permit
comparison of scores from different distributions.
However, it is important always to keep in mind the
nature of the reference group from which these scores
derive, because it affects interpretation.

Percentile ranks, like standard scores, derive their
meaning by comparing an individual performance
with that of a known reference group. They are easier
to comprehend, but they risk misinterpretation
because equal differences in percentile rank do not
have the same significance at all points along the scale
of scores.
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were rated as high achievers on problem solving, those with one or two posi-
tive scores or with all scores between 1 and −1 were rated as medium achie-
vers, and those with all three z scores less than −1 were rated as low achievers
on problem solving. (p. 379)

Keep in mind that z scores indicate relative performance. Thus, a “low achiever”
as defined here is someone who achieved low relative to the entire group and is
not necessarily a low achiever in an absolute sense. This point applies equally to a
“high” or “medium” achiever.

Source: Kloosterman, P., & Cougan, M. C. (1994). Students’ beliefs about learning school mathematics.
The Elementary School Journal, 94(4), 375–388.

Case Study: Making the Grade

Classroom teachers use a variety of assessments to measure their students’ achieve-
ment. Writing assignments, pop quizzes, and multiple-choice exams are all examples,
and each can provide unique and important information about student performance.
For assessments that are numerically scored, standardizing these scores can prove
beneficial in various ways. For example, standard scores allow teachers to see how a
student performed relative to the class. In addition, because of their common metric,
standard scores permit comparisons of relative performance across various assess-
ments. For instance, a student may perform above the class mean on a writing assign-
ment, below the mean on a lab project, and right around the mean on a multiple-
choice exam. Finally—and this is perhaps their greatest utility—standard scores can
be combined to form an overall composite score for each student. This case study il-
lustrates the practical uses of standardizing assessment scores.

Mrs. Gort teaches a seventh-grade social studies class at the Wharton-McDonald
Community School. At the end of a three-week unit on the U.S. Constitution, all 22
students had completed a pop quiz, essay project, and end-of-unit exam. She stan-
dardized the scores from these assessments because she wanted to know how well
each student performed relative to the class. She also suspected that many of the
parents would be interested in seeing performance expressed in relative terms.

Table 6.2 displays the various raw scores and z scores for each student. Notice
that the three z-score variables have a mean of 0 and standard deviation of 1. As you
saw in Section 6.8, this is true by definition. A composite also is shown for each stu-
dent (far right column), which is the mean of the z scores for the pop quiz, essay, and
end-of-unit exam: zpopquiz zessay zexam 3. We can do this because, after standar-
dization, all scores fall on a common scale (mean 0, standard deviation 1). It
would be problematic simply to take the mean of the original scores, where means
and variances differ across the three variables.8 Notice, however, that this composite
has a standard deviation of .91 rather than 1. This is not an error, for the mean of
several z-score variables is not itself a z score. Although the resulting composite will
indeed be 0 (as you see here), the standard deviation will not necessarily be 1. The
composite, so constructed, is statistically defensible and still useful for making

8The technical basis for this concern goes well beyond our scope. For more detailed discussion, consult
an educational measurement and assessment textbook (e.g., Miller, Linn, & Gronlund, 2013; ch. 15).
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judgments about a student’s relative performance. It’s just that a composite score of,
say, 1.00 does not correspond to one standard deviation above the mean (it’s a lit-
tle bit more in this case). If you want your composite to have mean 0 and stan-
dard deviation 1, then you must apply the z-score formula to each value in the
final column of Table 6.2 (which we do momentarily).

Back to Table 6.2. Look at the z scores for Student 22. This student scored well
above average on both the essay assignment and end-of-unit exam but appeared to
struggle on the pop quiz. Mrs. Gort knows that this student is one to cram the night
before a test, which might explain his lack of preparedness for the surprise quiz. (She
will have to speak to him about keeping up with class material.)

Examining the z scores for the three assessments can tell us not only about the
relative performance of each student, but it also can raise questions about the
assessments themselves. Consider the first three z scores for Student 14 zpopquiz
−1 52 zessay −1 32 zexam 01 . Relative to the class, this student performed
poorly on the pop quiz and essay assignment, but scored roughly at the class mean
on the end-of-unit exam. This inconsistency caused Mrs. Gort to reflect on the
nature of the assessments. She realized that the majority of items on the pop quiz
demanded lengthy written responses, whereas the end-of-unit exam comprised
largely multiple-choice items. Mrs. Gort wondered: To what extent were these two

Table 6.2 Raw Scores and z Scores for Mrs. Gort’s Social Studies Class n 22

ID
Pop quiz
(100 pts)

Essay
(100 pts)

Exam
(25 pts)

z
Pop Quiz

z
Essay

z
Exam

Composite
(Mean z)

5 100 97 24 1.41 1.72 1.62 1.58
15 100 97 23 1.41 1.72 1.29 1.47
6 99 94 25 1.31 1.32 1.94 1.52
13 96 92 23 1.02 1.06 1.29 1.12
12 92 91 15 .63 .92 −1.27 .09
17 92 87 19 .63 .40 .01 .35
9 91 86 17 .53 .26 −.63 .06

19 90 85 19 .43 .13 .01 .19
7 89 85 18 .33 .13 −.31 .05

10 89 85 21 .33 .13 .65 .37
11 88 84 21 .24 .00 .65 .30
21 88 83 16 .24 −.13 −.95 −.28
8 86 82 18 .04 −.26 −.31 −.18
2 85 81 18 −.06 −.40 −.31 −.25
4 83 80 20 −.25 −.53 .33 −.15

16 82 80 20 −.35 −.53 .33 −.18
22 80 90 21 −.55 .79 .65 .30
18 78 78 14 −.74 −.79 −1.59 −1.04
3 76 75 15 −.94 −1.19 −1.27 −1.13

14 70 74 19 −1.52 −1.32 .01 −.94
20 65 72 16 −2.01 −1.58 −.95 −1.51
1 64 70 15 −2.11 −1.85 −1.27 −1.74

X : 85.59 84.00 18.95 0 0 0 0
S: 10.24 7.58 3.12 1 1 1 .91
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assessments tapping mere writing ability, in addition to social studies knowledge?
An important question indeed.

As you may suspect, the composite scores can inform judgments about each stu-
dent’s overall performance on the unit assessments. Composite scores also can be
used to assist teachers in making decisions regarding, say, grading and academic
grouping. For instance, look at the middle column of Table 6.3 where we present the
composite scores in descending order. There appear to be two areas of “natural”
separation in the distribution—one occurring between 1.12 and .37 and the other
between −.28 and −.94. Conspicuous gaps in the distribution of these overall scores
could be indicative of real differences in student achievement, which, again, may
inform teacher decision making.

For the upcoming parent-teacher conferences, Mrs. Gort wants a T-score compos-
ite T 50 ST 10 for each student as well. She first applies the z-score formula to
the last column in Table 6.2, and she then converts the resulting z scores to T scores
using Formula (6.2): T 50 10z.9 The result appears in Table 6.3. (Although we
present them here to the nearest hundredth of a point, they can be rounded to the

Table 6.3 z and T Composite Scores n 22

ID
z Score

Composite
T Score

Composite

5 1.73 67.29
6 1.67 66.66

15 1.61 66.12
13 1.23 62.29
10 .41 54.09
17 .38 53.78
22 .33 53.29
11 .32 53.25
19 .21 52.11
12 .10 51.03
9 .06 50.61
7 .06 50.58
4 −.16 48.37
8 −.19 48.07

16 −.20 48.02
2 −.28 47.23

21 −.31 46.93
14 −1.03 39.68
18 −1.14 38.62
3 −1.24 37.63
20 −1.66 33.43
1 −1.91 30.94

X : 0 50
S: 1.00 10

9If Formula (6.2) had been applied to the last column in Table 6.2 (rather than to z scores), the result-
ing T scores would not have a standard deviation of 10. This is because, as we pointed out earlier, the
composite scores in Table 6.2 are not z scores—which is what Formula (6.2) requires.
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nearest whole number for reporting purposes.) Because T scores do away with nega-
tive signs, which have the unfortunate connotation of failure, they are helpful
when conveying student achievement data to parents. For the parent of Student 2, for
example, doesn’t a score of 47 sound more encouraging than a score of −.28?

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

z T

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1. What are the various properties of the normal curve?

2.* X 82 and S 12 for the distribution of scores from an “academic self-concept”
instrument that is completed by a large group of elementary-level students (high scores
reflect a positive academic self-concept). Convert each of the following scores to a
z score:

(a) 70

(b) 90

(c) 106

(d) 100

(e) 62

(f) 80

3. Convert the following z scores back to academic self-concept scores from the distribu-
tion of Problem 2 (round answers to the nearest whole number):

(a) 0

(b) −2.10
(c) 1.82

(d) −.75
(e) .25

(f) 3.10

normal curve
theoretical versus empirical distribution
X ± 1S
standard score
standardized score
derived score
z score
normal curve table

area between mean and z
area beyond z
standard normal distribution
reference group
T score
the normal curve and effect size
the normal curve and percentile ranks
the normal curve and probability
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4. Make a careful sketch of the normal curve. For each of the z scores of Problem 3,
pinpoint as accurately as you can its location on that distribution.

5.* In a normal distribution, what proportion of cases fall (report to four decimal places):

(a) above z 1 00?

(b) below z −2 00?

(c) above z 3 00?

(d) below z 0?

(e) above z −1 28?

(f) below z −1 62?

6. In a normal distribution, what proportion of cases fall between:

(a) z −1 00 and z 1 00?

(b) z −1 50 and z 1 50?

(c) z −2 28 and z 0?

(d) z 0 and z 50?

(e) z 75 and z 1 25?

(f) z − 80 and z −1 60?

7.* In a normal distribution, what proportion of cases fall:

(a) outside the limits z −1 00 and z 1 00?

(b) outside the limits z − 50 and z 50?

(c) outside the limits z −1 26 and z 1 83?

(d) outside the limits z −1 96 and z 1 96?

8.* In a normal distribution, what z scores:

(a) enclose the middle 99% of cases?

(b) enclose the middle 95% of cases?

(c) enclose the middle 75% of cases?

(d) enclose the middle 50% of cases?

9. In a normal distribution, what is the z score:

(a) above which the top 5% of the cases fall?

(b) above which the top 1% of the cases fall?

(c) below which the bottom 5% of the cases fall?

(d) below which the bottom 75% of the cases fall?

10. Given a normal distribution of tests scores, with X 250 and S 50:

(a) What score separates the upper 30% of the cases from the lower 70%?

(b) What score is the 70th percentile (P70)?

(c) What score corresponds to the 40th percentile (P40)?

(d) Between what two scores do the central 80% of scores fall?

11.* Given a normal distribution with X 500 and S 100, find the percentile ranks for
scores of:

(a) 400

(b) 450
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(c) 380

(d) 510

(e) 593

(f) 678

12. Convert each of the scores in Problem 2 to T scores.

13.* The following five scores were all determined from the same raw score distribution
(assume a normal distribution with X 35 and S 6). Order these scores from best to
worst in terms of the underlying level of performance.

(a) percentile rank 84

(b) X 23

(c) deviation score 0

(d) T 25

(e) z 1 85

14.* The mean of a set of z scores is always zero. Does this suggest that half of a set of
z scores will always be negative and half always positive? (Explain.)

15. X 20 and S 5 on a test of mathematics problem solving (scores reflect the number of
problems solved correctly). Which represents the greatest difference in problem-solving
ability: P5 vs. P25, or P45 vs. P65? Why? (Assume a normal distribution.)

16.* Consider the effect sizes you computed for Problem 15 of Chapter 5. Interpret these
within the context of area under the normal curve, as discussed in Section 6.9.
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CHAPTER 7

Correlation

7.1 The Concept of Association

Our focus so far has been on univariate statistics and procedures, such as those
regarding a variable’s frequency distribution, central tendency, and variability. You
now enter the bivariate world, which is concerned with the examination of two
variables simultaneously.

Is a student’s socioeconomic status (SES) related to that student’s intelligence?
Does a score on a teacher certification test have anything to do with how well one
will teach? Is spatial reasoning ability pertinent to solving mathematical problems?
What relation exists between per-pupil expenditures and academic achievement?
Each of these questions concerns the association between two variables. For exam-
ple, are lower values of SES associated with lower values of IQ, while higher values
of SES are associated with higher values of IQ? Stated more formally, is there a
correlation between SES and IQ?

This fundamental question cannot be answered from univariate information
alone. That is, you cannot tell whether there is an association between two vari-
ables by examining the two frequency distributions, means, or variances. You must
employ bivariate methods.

The correlation coefficient is a bivariate statistic that measures the degree of
linear association between two quantitative variables, and it enjoys considerable
popularity in the behavioral sciences. We will focus on a particular measure of
association, the Pearson product–moment correlation coefficient, because it is so
widely used. But first things first: We begin by considering the graphic representa-
tion of association.

7.2 Bivariate Distributions and Scatterplots

A problem in correlation begins with a set of paired scores. Perhaps the scores are
(a) the educational attainment of parents and (b) the educational attainment of their
offspring. Or maybe the scores are (a) high school GPA and (b) performance on the
high school exit exam. Note that the “pairs” can involve two different groups, as in
the first example, or the same individuals, as in the second. But the data always con-
sist of scores paired in some meaningful way. The pairing in the first example is based
on family membership, and in the second example, on the identity of the individual.
If scores are not meaningfully paired, the association between the two variables can-
not be examined and a correlation coefficient cannot be calculated.
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In Table 7.1, we present hypothetical scores from a spatial reasoning test (X)
and a mathematical ability test (which we denote by Y) for 30 college students. Stu-
dent 1, for instance, has scores of 85 and 133 on these two measures, respectively.
After scanning the pairs of scores, you probably agree that this table does not permit
a quick and easy determination of whether there is an association between these two
variables. Do lower values on X tend to be accompanied by lower values on Y? Con-
versely, are higher values on X generally found with higher values on Y? From tabu-
lar data alone, it is exceedingly difficult to say.

You learned in Chapter 3 that the graphic display of data communicates the
nature of a univariate distribution more quickly and vividly. This is equally true when
the distribution is bivariate. Figure 7.1 shows these data in the form of a scatterplot,
arguably the most informative device for illustrating a bivariate distribution.

Table 7.1 Hypothetical Scores on Two Tests: Spatial
Reasoning and Mathematical Ability (n 30)

Student
X

Spatial Reasoning
Y

Mathematical Ability

1 85 133
2 79 106
3 75 113
4 69 105
5 59 88
6 76 107
7 84 124
8 60 76
9 62 88
10 67 112
11 77 90
12 50 70
13 76 99
14 63 96
15 72 103
16 77 124
17 67 93
18 71 96
19 58 99
20 63 101
21 51 78
22 68 97
23 88 115
24 75 101
25 71 112
26 86 76
27 69 110
28 54 89
29 80 112
30 68 87

n 30 X 70
SX 9 97

Y 100
SY 14 83
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A scatterplot has two equal-length axes, one for each variable (“bivariate”).
The horizontal axis of Figure 7.1 represents score values on the spatial reasoning
test (X), and the vertical axis represents score values on the test of mathematical
ability (Y). Each axis is marked off according to the variable’s scale, as shown in
this figure, with low values converging where the two axes intersect (45 and 60
in this case). You are correct if you sense from these scales that the two variables
have different means and standard deviations: The spatial reasoning scores are
generally lower (X 70 00 vs. Y 100 00) and less spread out (SX 9 97 vs.
SY 14 83). (Notice that we just introduced Y as the symbol for the mean of Y.
Also, we have attached subscripts to the standard deviations to help keep our sta-
tistics straight.)

Each dot, or data point, represents a student’s two scores simultaneously.
For example, the data point in the lower left corner of Figure 7.1 is Student 12,
who received scores of X 50 and Y 70; you’ll find Student 1 in the upper right
corner (X 85 and Y 133).

All you need to construct a scatterplot is graph paper, ruler, pencil, and a
close eye on accuracy as you plot each data point. (Computer software, of course,
is a particularly convenient alternative.) You should consider the inspection of
scatterplots to be a mandatory part of correlational work because of the visual
information they convey, which we now consider.

Association

First and foremost, a scatterplot reveals the presence of association between two
variables. The stronger the linear relationship between two variables, the more the
data points cluster along an imaginary straight line. The data points in Figure 7.1
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Figure 7.1 Scatterplot for the relationship between spatial reasoning and mathematical
ability (n 30).
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collectively take on an elliptical form, with the exception of Student 26 (about whom
we will have more to say). This suggests that, as a general rule, values of X are
indeed “associated with” values of Y; as one goes up, so goes the other. Note
how inescapable this visual impression is, particularly in comparison to what little the
eye can conclude from Table 7.1. Figures 7.2b and 7.2e also portray elliptically
shaped scatterplots.

If there is no association between two variables, data points spread out
randomly—like a shotgun blast, as in Figure 7.2a. (This scatterplot would charac-
terize the association between, say, adult IQ and shoe size.) If the linear relation-
ship is perfect, all data points fall on a straight line (see Figures 7.2c and 7.2d). In
practice, however, one never encounters perfect relationships.

X
(a)

Y

X
(b)

Y

X
(c)

Y

X
(d)

Y

X
(e)

Y

X
( f )

Y

X
(g)

Y

X
(h)

Y

Figure 7.2 Scatterplots illustrating different bivariate distributions.
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Direction

If there is an association between two variables, a scatterplot also will indicate the
direction of the relationship. Figure 7.1 illustrates a positive (direct) association:
The ellipse goes from the lower left corner to the upper right. Higher X values are
associated with higher Y values, and lower X values with lower Y values. A posi-
tive relationship also is depicted in Figures 7.2b and 7.2c. In a negative (inverse)
association, by contrast, the data points go from the upper left corner to the lower
right, as shown in Figures 7.2d and 7.2e. Higher X values are associated with lower
Y values, and lower X values with higher Y values. An example of a negative rela-
tionship would be hours without sleep (X) and attentiveness (Y), or days absent
from school (X) and grade-point average (Y).

The direction of a relationship is independent of its strength. For example,
Figures 7.2b and 7.2e reflect equally strong relationships; they differ simply in
their direction. The same is true for Figures 7.2c and 7.2d.

Outliers

Just as a quick inspection of a variable’s range can reveal dubious data, a scatter-
plot similarly can alert you to suspicious data points. In Figure 7.1, for example,
the data point in the lower right corner stands apart from the pack, which is
why such cases are called outliers. This is Student 26, who is very low in mathe-
matical ability (Y 76) despite having a relatively high spatial reasoning score
(X 86). Such a discrepancy may reflect an error in scoring, an “off day” for
Student 26, or an unusual cognitive profile. Only by doing further checking on this
case can you narrow the possible explanations and, therefore, take appropriate
action.1

Notice that Student 26 would not have caught your eye upon simply examining
the range of scores for each variable. It is this student’s location in bivariate, not
univariate, space that signals a possible problem. As you will see, outliers can influ-
ence the magnitude of the correlation coefficient.

Nonlinearity

Figure 7.1 shows a linear association between spatial reasoning and mathematical
ability. This doesn’t mean that the data points all fall on a straight line, for in this
case they certainly do not. Rather, a relationship is said to be linear if a straight
line accurately represents the constellation of data points. This indeed is the case in
Figure 7.1, where a straight line running from the lower left corner to the upper
right corner would capture the nature of this bivariate distribution. (Figures 7.2b,
7.2c, 7.2d, and 7.2e also portray linear patterns of data points.)

Now consider Figure 7.2f, where the values of X and Y rise together for a
while, after which Y begins to drop off with increasingly higher values of X. This
illustrates a curvilinear relationship, and a curved line best captures the constella-
tion of these data points. (Figures 7.2g and 7.2h also are examples of curvilinear
patterns of data points.)

1For example, you would remove this data point from subsequent analyses if either score turned out to
be irrevocably flawed (e.g., misscored).
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There are at least two reasons for inspecting your scatterplots for departures
from linearity. First, the Pearson correlation coefficient, which we will present
shortly, is a measure of linear association. The use of this statistic is problematic
when nonlinearity is present. Second, the presence of nonlinearity could be telling
you something important about the phenomenon you are investigating. Suppose in
Figure 7.2f that X is minutes of science instruction per day for each of 10 classrooms
and Y is mean science achievement for each classroom at the end of the school year.
The curvilinearity in this figure could be suggesting that diminishing returns in
achievement are associated with more instructional time, a finding that would have
important policy implications.

For all these reasons, inspecting scatterplots prior to calculating a correlation
coefficient should be considered an essential component of correlational analyses.
Always plot your data!

7.3 The Covariance

Scatterplots are informative indeed, but they are not enough. Just as a single number
can describe the central tendency or variability of a univariate distribution, a single
number also can represent the degree and direction of the linear association between
two variables. It is important that you understand how this is so, and for this reason
we begin with a close examination of the covariance—the mathematical engine of
the Pearson correlation coefficient.

Before we introduce the covariance, we should emphasize that our focus is
restricted to measuring linear relationships. Fortunately, the vast majority of
relationships in the behavioral sciences are linear, and over 95% of the corre-
lation coefficients that you will find in the research literature are Pearson correla-
tion coefficients (Glass & Hopkins, 1996, p. 110). Nevertheless, it is always
important to inspect scatterplots to verify that your data satisfy the assumption
of linearity.

Now back to the covariance, the formula for which is:

Covariance

Cov
Σ X −X Y −Y

n
7 1

Formula (7.1), like most formulas, makes more sense once it is broken down
and reassembled. Let’s begin by calculating the covariance, which involves four steps:

Step 1 Express each X and Y as a deviation score: X − X and Y − Y.

Step 2 Obtain the product of the paired deviation scores for each case. Known as
a crossproduct, this term appears as (X − X)(Y − Y) in the numerator of
the covariance.

Step 3 Sum the crossproducts: Σ(X − X)(Y − Y).

Step 4 Divide this sum by the number of pairs of scores, n.
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For a quick illustration, we apply Formula (7.1) to the scores of five people:

Person X Y X − X Y − Y (X − X)(Y − Y)

A 9 13 4 4 16
B 7 9 2 0 0
C 5 7 0 −2 0
D 3 11 −2 2 −4
E 1 5 −4 −4 16

n 5 X 5 Y 9 Σ X −X Y −Y 28
Cov 28 5 5 6

This table shows the five pairs of raw scores, the corresponding deviation scores,
and the five crossproducts. For example, the two scores of Person A are X 9 and
Y 13, which yield deviation scores of 9− 5 4 and 13− 9 4, respectively.
The corresponding crossproduct is 4 4 16. The five crossproducts sum to
28 which, when divided by n 5, produces a covariance of 5.6. Be sure to keep
track of algebraic signs when computing and summing the crossproducts. (And
remember: Multiplying two numbers with like signs yields a positive product,
whereas multiplying numbers having unlike signs gives you a negative product.)

The Logic of the Covariance

What does the covariance accomplish, and why? We begin by rephrasing what it
means for two variables to be associated:

Where there is a positive association between two variables, scores above the
mean on X tend to be associated with scores above the mean on Y, and scores
below the mean on X tend to be accompanied by scores below the mean on Y.
Where there is a negative association between two variables, scores above the
mean on X tend to be associated with scores below the mean on Y, and scores
below the mean on X tend to be accompanied by scores above the mean on Y.

For this reason, the familiar deviation score—the difference between a score and
its mean—figures prominently in Formula (7.1).

In Figure 7.3, our original scatterplot has been divided into four quadrants by
two lines, one located at X and one at Y. Data points located to the right of the
vertical line have positive values of (X − X) and those to the left, negative values
of (X − X). Similarly, data points lying above the horizontal line have positive val-
ues of (Y − Y) and those below, negative values of (Y − Y). For any data point,
the crossproduct will be positive when both (X − X) and (Y − Y) have the same
sign; otherwise the crossproduct will be negative. Consequently, all crossproducts
will be positive for data points falling in quadrants I and III and negative for data
points falling in quadrants II and IV.

Now return to Formula (7.1). Because n will always be a positive number, the
algebraic sign of the covariance must depend on the sign of the numerator,
Σ(X − X)(Y − Y). When the data points are concentrated primarily in the
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(positive) quadrants I and III, the positive crossproducts will exceed the negative
crossproducts from quadrants II and IV. Therefore, Σ(X − X)(Y − Y) will be
positive, as will be the covariance. On the other hand, when the data points are
concentrated primarily in the (negative) quadrants II and IV, the negative
crossproducts will exceed the positive crossproducts from quadrants I and III. Now
Σ(X − X)(Y − Y) will be negative, as will be the covariance.

Furthermore, the magnitude of the covariance is determined by the extent to
which crossproducts of one sign are outnumbered by crossproducts carrying the
other sign. The greater the concentration of data points in just two of the quadrants
(either I and III, or II and IV), the greater the magnitude of Σ(X − X)(Y − Y) and,
in turn, the larger the covariance.

From Figure 7.3, you probably are expecting the covariance to be positive. You
may even expect it to be of appreciable magnitude—after all, 22 of the 30 data
points fall in the positive quadrants I and III. Let’s see.

In Table 7.2, we have expanded Table 7.1 to include the deviation scores and
crossproduct for each of the 30 students. Notice that 22 of the paired deviation
scores in fact are either both positive or both negative and, accordingly, 22 of the
crossproducts are positive. Again, individuals above the mean on spatial reasoning
tend to be above the mean on mathematical ability, and those below the mean on
one tend to be below the mean on the other. The few negative crossproducts tend to
be rather small, with one glaring exception—the aforementioned outlier. (More on
Student 26 later.)

We again present the steps for calculating the covariance, this time using the
data from Table 7.2:

Step 1 Express each X and Y as a deviation score: X − X and Y − Y. These devi-
ation scores are shown at and , respectively, in Table 7.2. For Student 1,
these values are 85− 70 15 and 133− 100 33, respectively.

Step 2 Obtain the crossproduct of the paired deviation scores for each case ( ).
Again for Student 1, the crossproduct is 15 33 495.
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Figure 7.3 The four crossproduct quadrants of a scatterplot.
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Step 3 Sum the crossproducts ( ). Here, Σ X −X Y −Y 495 54
26 2806.

Step 4 Divide the sum of the crossproducts by n, the number of paired observa-
tions ( ). Thus, 2806 30 93 53 Cov.

Because the covariance is 93.53, you know that spatial reasoning and mathematical
ability are associated to some degree and, furthermore, that this association is positive.

Thus, as promised, the covariance conveys the direction and strength of associa-
tion. We illustrate this further with Table 7.3, which presents data for three (exceed-
ingly simplistic) bivariate distributions along with their scatterplots. First, compare
bivariate distributions A and B, which differ only in that distribution A is a perfect

Table 7.2 Raw Scores, Deviation Scores, Crossproducts, and Covariance

Student

X
Spatial

Reasoning

Y
Mathematical

Ability X − X Y − Y (X − X)(Y − Y)

1 85 133 15 33 495
2 79 106 9 6 54
3 75 113 5 13 65
4 69 105 −1 5 −5
5 59 88 −11 −12 132
6 76 107 6 7 42
7 84 124 14 24 336
8 60 76 −10 −24 240
9 62 88 −8 −12 96
10 67 112 −3 12 −36
11 77 90 7 −10 −70
12 50 70 −20 −30 600
13 76 99 6 −1 −6
14 63 96 −7 −4 28
15 72 103 2 3 6
16 77 124 7 24 168
17 67 93 −3 −7 21
18 71 96 1 −4 −4
19 58 99 −12 −1 12
20 63 101 −7 1 −7
21 51 78 −19 −22 418
22 68 97 −2 −3 6
23 88 115 18 15 270
24 75 101 5 1 5
25 71 112 1 12 12
26 86 76 16 −24 −384
27 69 110 −1 10 −10
28 54 89 −16 −11 176
29 80 112 10 12 120
30 68 87 −2 −13 26

n 30 X 70
SX 9 97

Y 100
SY 14 83

Σ X −X Y −Y 2806
Cov 2806 30 93 53
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Table 7.3 Three Bivariate Distributions Having Different Covariances

(a) Bivariate Distribution A (perfect positive)

Person X Y X − X Y − Y (X − X)(Y − Y)

A 9 13 4 4 16
B 7 11 2 2 4
C 5 9 0 0 0
D 3 7 −2 −2 4
E 1 5 −4 −4 16

X 5
SX 2 828

Y 9
SY 2 828

Σ X −X Y −Y 40
Cov 40 5 8

(b) Bivariate Distribution B (perfect negative)

Person X Y X − X Y − Y (X − X)(Y − Y)

A 9 5 4 −4 −16
B 7 7 2 −2 −4
C 5 9 0 0 0
D 3 11 −2 2 −4
E 1 13 −4 4 −16

X 5
SX 2 828

Y 9
SY 2 828

Σ X −X Y −Y 40
Cov 40 5 8

(c) Bivariate Distribution C (no linear association)

Person X Y X − X Y − Y (X − X)(Y − Y)

A 9 5 4 −4 −16
B 9 13 4 4 16
C 5 9 0 0 0
D 1 5 −4 −4 16
E 1 13 −4 4 −16

X 5
SX 3 578

Y 9
SY 3 578

Σ X −X Y −Y 0
Cov 0 5 0
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positive association whereas distribution B is a perfect negative association. Note how
this important distinction surfaces in the algebraic sign of the deviation scores and
crossproducts. In distribution A, the crossproducts are all positive (except for 0)
because the two signs for each pair of deviation scores agree. But look what happens
in distribution B, where the association is perfectly negative: The signs do not agree
within each pair of deviation scores and, consequently, the crossproducts are all
negative. As a result, the two covariances have the same absolute value but different
algebraic signs: 8 versus −8. When there is no association between two variables, as
in distribution C, there is no consistent pattern of signs. Positive crossproducts cancel
out negative crossproducts, resulting in a covariance of 0—an intuitively satisfying
number for the condition of “no association.”

Limitations of the Covariance

Although we used three unrealistic sets of numbers in Table 7.3, we hope that they
have given you additional insight into the properties of the covariance. The final
property of the covariance reveals why this statistic is unsuitable as a general mea-
sure of association: The magnitude of the covariance is dependent on the underlying
scales, or metrics, of the variables involved.

Suppose you returned to bivariate distribution A in Table 7.3 and playfully
changed the scale of Y by doubling each value (i.e., Y × 2). This would not alter the
underlying relationship between X and Y, mind you, for there still would be a
perfect positive association (which you can confirm by redrawing the scatterplot).
However, your mathematical mischief causes an interesting ripple effect that ulti-
mately produces a covariance twice as large as it was before, as Table 7.4 illustrates.
This is because doubling each value of Y causes each deviation score (Y − Y) to
double, which, in turn, causes each crossproduct to double. Therefore, the sum of
these crossproducts, Σ(X − X)(Y − Y), is doubled, as is the covariance. Has the
relationship between X and the doubled Y somehow become stronger than the initial
relationship between X and Y? Of course not—you can’t improve upon a perfect,
straight-line relationship!

As you see, then, the covariance is difficult to interpret: Its value depends not
only on the direction and strength of association between two variables, but on the
scales of these variables as well. Clearly, a more useful measure of association is
needed. Karl Pearson, with a notable assist from Sir Francis Galton and a few oth-
ers, came up with a solution in 1896.

Table 7.4 The Effect on the Covariance of Multiplying Y by 2 (Compare to Table 7.3a)

Person X Y × 2 X − X Y − Y (X − X)(Y − Y)

A 9 26 4 8 32
B 7 22 2 4 8
C 5 18 0 0 0
D 3 14 −2 −4 8
E 1 10 −4 −8 32

X 5
SX 2 828

Y 18
SY 5 657

Σ X −X Y −Y 80
Cov 80 5 16
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7.4 The Pearson r

Karl Pearson, “a man with an unquenchable ambition for scholarly recognition
and the kind of drive and determination that had taken Hannibal over the Alps and
Marco Polo to China” (Stigler, 1986, p. 266), demonstrated that these effects of scale
are nullified if the covariance is divided by the product of the two standard devia-
tions. The result is a scale-independent measure of association, and it is known as the
Pearson product–moment coefficient of correlation (Pearson r, for short).

Pearson r
(defining formula)

r
Σ X −X Y −Y n

SXSY
Cov
SXSY

7 2

Again, r simply is the covariance placed over the product of the two standard
deviations. When applied to the data in Tables 7.3a and 7.4, Formula (7.2) pro-
duces identical correlations: r 1 00 in each case. By comparing the two calcula-
tions below, you can appreciate the beauty of Pearson’s formulation. As can be
seen, the “doubling” in the numerator of the second correlation (40 × 2) is can-
celed out by the “doubling” in the denominator of that correlation (2.828 × 2), so
r 1 00 in both instances:

Properties of r

As a simple extension of the covariance, the Pearson r shares several of its basic
properties. Most notably, the algebraic sign of r reflects the direction of the
relationship, and the absolute value of r reflects the magnitude of this relationship.
The principal difference between the covariance and r is an important one and
accounts for the superiority of the Pearson r as a measure of linear association:

The magnitude of r ranges from 0 to ±1.00, regardless of the scales of the two
variables.

When no relationship exists, r 0; when a perfect relationship exists, r 1 00
or −1.00; and intermediate degrees of association fall between these two extremes
of r. Again, this is true regardless of the variables’ scales. If r 35 between
SES and academic achievement when the latter is expressed as z scores, then r will
be .35 if the researcher decides to use T scores instead. This is because the

r Table 7 3a
40 5

2 828 2 828
8
8

1 00 r Table 7 4
80

40 2

5
2 828 5 657

2 828 2

16

8 2

16
8 2

1 00
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Pearson r reflects the degree to which relative positions on X match up with relative
positions on Y. The relative positions of X and Y are completely unaffected
by transforming raw scores to percentages or standard scores, by transforming
inches to centimeters, or by performing any other linear transformation on the data.
A linear transformation is one in which a variable is changed by adding a constant,
subtracting a constant, multiplying by a constant, or dividing by a constant. As
the scatterplots will testify, the underlying degree of linear association remains the
same after such a transformation; consequently, the Pearson r remains the same.

As with the covariance, the algebraic sign of r has nothing to do with strength of
association. If you obtain a correlation of r 65 between attentiveness (X ) and
the number of items correct on a final exam (Y), then the correlation between
attentiveness and the number of items incorrect would be r − 65. The degree of
relationship (.65) is identical in both instances; only the sign has changed. Always
consider the algebraic sign of r within the context of the variables being correlated.
We’ll have more to say on this in Section 7.7.

With experience, you will be able to judge the general value of r from looking
at the scatterplot. Figure 7.4, for example, shows scatterplots corresponding to vari-
ous degrees of correlation. What about Figure 7.1, you may wonder? The correla-
tion between spatial reasoning and mathematical ability is r 63, which we
determined by plugging in the appropriate values from Table 7.2:

r
Cov
SXSY

2806 30
9 97 14 83

93 53
147 86

63

The range of r values you are likely to encounter in practice will depend on the
nature of the phenomena in your field of study. In general, correlations greater
than ±.70 are rare in the behavioral sciences, unless, say, one is examining correla-
tions among mental tests. And in no discipline will you find r of ±1.00 (unless one
engages in the dubious practice of correlating a variable with itself!).

7.5 Computation of r: The Calculating Formula

The Pearson r can be determined by using either a defining formula (Formula 7.2)
or an equivalent calculating formula. Although at first glance the calculating for-
mula below may seem a bit complex, it is infinitely easier to use because it does not
involve tedious deviation scores.

Pearson r
(calculating formula)

r
ΣXY −

ΣX ΣY
n

ΣX2 −
ΣX 2

n
ΣY2 −

ΣY 2

n

7 3
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Let’s break it down. The numerator of Formula (7.3) is equivalent to
Σ(X − X)(Y − Y), the sum of the crossproducts. The two expressions in the de-
nominator, sitting under the radical ( ), are equivalent to SSX and SSY.

This method of calculation is illustrated in Table 7.5, using data you encountered
at the beginning of Section 7.3. Although the number of cases is too small for proper
use, this table will serve to illustrate the computation of r. First you must find n, ΣX,
ΣY, ΣX 2, ΣY 2, and ΣXY. You are already familiar with the first three terms, and the
new terms are nothing to be anxious about. ΣX 2 and ΣY 2 simply tell you to sum
the squared values of X and Y, respectively. As for ΣXY, this is the sum of the

X

Y

r = +1.00

X

Y

r = +.86

X

Y

r = +.48

X

Y

r = +.06

X

Y

r = –.68

X

Y

r = –1.00

Figure 7.4 Scatterplots illustrating different degrees of correlation.

7.5 Computation of r : The Calculating Formula 119



crossproducts of raw scores. For example, we obtained the XY product for person A
(117) by multiplying X 9 and Y 13. This crossproduct is added to the other cross-
products to give ΣXY (253 in this case).

The quantities for these six terms appear at the bottom of the columns in Table
7.5. It would be a good idea to calculate these six values yourself, making sure that
you obtain the same figures we did. Now carefully plug these values into Formula
(7.3) and carry out the operations:

r
ΣXY −

ΣX ΣY
n

ΣX2 −
ΣX 2

n
ΣY2 −

ΣY 2

n

253−
25 45

5

165−
25 2

5
445−

45 2

5

253− 225

165−
625
5

445−
2025
5

28

40 40

28

1600

28
40

70

You must take care to distinguish between ΣX 2 and (ΣX)2 and between ΣY 2 and
(ΣY)2. Here, the first term in each pair tells you to square each value and then take
the sum, whereas the second term in each pair tells you to sum all values and then
square the sum. It is easy to confuse these symbols, so be careful!

7.6 Correlation and Causation

The important refrain here is this: Correlation does not imply causation. Never
confuse the former with the latter! When a medical researcher experimentally

Table 7.5 The Necessary Terms to Determine the Pearson r Using the Calculating
Formula

Person X Y X 2 Y 2 XY

A 9 13 81 169 117
B 7 9 49 81 63
C 5 7 25 49 35
D 3 11 9 121 33
E 1 5 1 25 5

n 5 ΣX 25 ΣY 45 ΣX2 165 ΣY2 445 ΣXY 253
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varies drug dosage in a group of patients and then finds a corresponding variation
in physiological response, the conclusion is that the differences in dosage caused
the differences in response. In this instance, attributing a causal relation makes
sense. But in the absence of controlled experiments, in which participants are ran-
domly assigned to different treatment groups, causal attribution is far from
straightforward.

This is particularly true in the case of correlational research. As Figure 7.5
illustrates, there are three possible explanations (other than chance) for why there
is a correlation between X and Y:

1. X causes Y.

2. Y causes X.

3. A third factor (Z), or complex of factors (a, b, c, d), causes both X and Y.

For example, teacher enthusiasm (X) has been found to correlate with
student achievement (Y) in countless investigations: Lower levels of teacher
enthusiasm are associated with lower student achievement, and higher levels of
enthusiasm with higher student achievement. Does this correlation point to the
infectious nature of a teacher’s fondness for the subject matter (X Y) or,
rather, does this correlation suggest that enthusiastic teachers are this way because
they have a roomful of eager high-achieving students (Y X)? Or perhaps
teacher enthusiasm and student achievement are both caused by a third factor,
Z, such as the level of community support for education. A correlation coefficient
typically is mute with respect to which of the three explanations is the most
plausible.2

X Y X Y

X Y

Z

b

d

c

a

X

Y

Figure 7.5 Possible reasons for the existence of a correlation between X and Y.

2As Huck (2009, pp. 46–47) reminds us, an exception to the correlation-does-not-imply-causation
refrain is when r is applied to data from a controlled experiment where research participants were ran-
domly assigned to treatment conditions. In this case, r indeed can provide evidence of causality. That
said, our cautionary notes regarding correlation and causation assume the more typical application of r,
which does not involve controlled experiments. Rather, the data (e.g., test scores, socioeconomic sta-
tus) are taken “as they come.”
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To fully appreciate that the presence of correlation cannot be used to infer
causation, one need only consider the many examples of causally ridiculous asso-
ciations. One of our favorites is the strong positive correlation between the num-
ber of churches in a community and the incidence of violent crime. We leave it
to your imagination to tease out the possible interpretations of this association,
but we trust that you will conclude that a third variable is in play here. (What
might it be?)

An obtained correlation between X and Y, then, does not necessarily mean
that a causal relationship exists between the two variables. If one is to speak of
causation, it must be on logical grounds over and above the statistical demonstra-
tion of association. Certain advanced correlational procedures attempt to over-
come the limitations of a bivariate correlation coefficient by factoring in
additional variables and exercising “statistical control.” Partial correlation, multi-
ple regression, and structural equation modeling are examples of such procedures.
But no matter how sophisticated the statistical analysis, the logical argument of
cause and effect is always of paramount importance. There is no substitute for rea-
son in statistical analysis.

7.7 Factors Influencing Pearson r

Several major factors influence the magnitude of r, apart from the underlying re-
lationship between the two variables. Consequently, it is important to consider each
factor when conducting correlational research and when appraising correlations re-
ported by others.

Linearity

One must never forget that r reflects the magnitude and direction of the linear asso-
ciation between two variables. Although a great number of variables tend to exhibit
linear relationships, nonlinear relationships do occur. For example, measures of
mental ability and psychomotor skill can relate curvilinearly to age if the age range
is from, say, 5 to 80 years.

To the extent that a bivariate distribution departs from linearity, r will under-
estimate that relationship.

Figures 7.6a and 7.6b depict equally strong “relationships,” the only difference
being that Figure 7.6a represents a linear relationship and Figure 7.6b, a curvilinear
one. But note the different values of r (.85 and .54, respectively). The lower r
indicates not that there is a weaker relationship in Figure 7.6b, but rather that there
is a weaker linear relationship here. Figure 7.6c depicts a perfect curvilinear relation-
ship between X and Y—a strong association indeed! In this case, however, r 0:
There is absolutely no linear association between these variables.

In short, do not misinterpret the absence of linear association as the absence of
association. We are confident that you will not, particularly if you routinely inspect
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scatterplots when doing correlational work. In any case, it is inappropriate to use
the Pearson r when the association between X and Y is markedly curvilinear.

Outliers

Discrepant data points, or outliers, can affect the magnitude of the Pearson r. The
nature of the effect depends on where the outlier is located in the scatterplot.

Consider our friend Student 26, the outlier in the lower right corner of Fig-
ure 7.1. Although a single data point, Student 26 clearly detracts from the overall
linear trend in these data. You are correct if you suspect that r would be larger
without this person. Indeed, with Student 26 removed, r 79 compared to the
original r 63. This increase in r should make sense to you spatially if you con-
sider the outlier’s location in Figure 7.1. Without Student 26, the collective “hug” of
the data around the imaginary straight line is a bit tighter. The increase in r also
should make sense to you mathematically if you consider the effect of the outlier’s
absence on the covariance. The numerator of the covariance becomes larger with
the removal of the hefty negative crossproduct for Student 26 (−384; Table 7.2),
which results in a larger covariance and, in turn, a larger r.

Removing an outlier also can reduce a correlation; again, it depends on where
the data point is located in the scatterplot. Although well beyond the scope of this
book, there are formal statistical criteria for making a decision about an outlier
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Figure 7.6 The effects of curvilinearity on the Pearson r.
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(e.g., Acton, 1959). In short, an improved correlation coefficient is not a sufficient
reason for removing (or retaining) an outlier.

Restriction of Range

When we introduced the definition of “variable” back in Chapter 1, we said that a
statistical analysis can be sabotaged by a variable that doesn’t vary sufficiently. Cor-
relation provides a case in point: Variability is to correlation as oxygen is to fire.

Other things being equal, restricted variation in either X or Y will result in a
lower Pearson r than would be obtained were variability greater.

Consider this example. An ideal way for a university admission’s committee to
determine the usefulness of standardized test scores for predicting how well students
will do at that university is this: Record the test scores of all applicants, admit them
all, and at the end of the first year, determine the correlation between test scores and
GPA. In practice, however, correlational research on admissions tests and college
GPA typically is based on the far more select group of students who survived the
screening process, gained admission to the institution, and completed at least one
term of studies. In regard to test scores, then, these students represent a generally
less variable group than the pool of applicants (many of whom are denied
admission). Such restriction of range will have an important effect on the size of r.

Look at Figure 7.7a, a hypothetical scatterplot based on all applicants to a
university—that is, the case of admission decisions made without regard to the test
scores. This depicts a moderate degree of association between test scores and later
GPA. Now suppose that only the applicants with test scores above 60 are admitted.
This is the group to the right of the vertical line in Figure 7.7a. Figure 7.7b shows
the scatterplot that is obtained based only on this more select group of applicants.
(The two axes in this figure have been modified so that they are comparable to
Figure 7.7a.) In Figure 7.7b, the evidence for a relationship between test scores and
subsequent GPA is much weaker; therefore, the Pearson r for these data will be
much lower. If members of the admissions committee use only the restricted group
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Figure 7.7 Relationship when range is (a) unrestricted, and (b) restricted.
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to study the effectiveness of this test, they will underestimate its worth as a screening
device to be used with all applicants.

Thus, the magnitude of r depends on the degree of variability in X and Y as well
as on the fundamental relationship between the two variables. This is an important
principle to keep in mind as you conceptualize research problems. For example, if
your study is limited to eighth-grade students who “did not meet the standard” on
the state achievement test, it may make little sense to then correlate their actual
scores on this test (which will have restricted variability) with other variables of
interest. Similarly, if you are doing research on gifted students, you probably should
think twice before calculating correlations that involve measures of general academic
achievement. And if you are the admissions officer at a highly selective university,
do not be surprised to find that your students’ grades bear little relation to their SAT
or ACT scores.

A careful inspection of variances and standard deviations, as well as scatter-
plots, should alert you to the presence of restricted variability in your data. It is a
good habit to get into!

Context

We have shown how various factors, alone or in concert, can affect the magnitude of
the correlation coefficient. The Pearson r also will be affected by the particular instru-
ments that are used. For instance, the correlation between income and “intelligence”
will differ depending on how the researcher defines and measures the latter construct.
The demographic characteristics of the participants also affect the Pearson r. Given
the same variables measured by the same instruments, r may vary according to age,
sex, SES, and other demographic characteristics of the research participants.

Because of the many factors that influence r, there is no such thing as the corre-
lation between two variables. Rather, the obtained r must be interpreted in full view
of the factors that affect it and the particular conditions under which it was obtained.
That is why good research reports include a careful description of the measures used,
the participants studied, and the circumstances under which the correlations were
obtained. Do likewise!

7.8 Judging the Strength of Association: r2

How strong is the association indicated by a coefficient of a particular size? We have
already mentioned two ways to judge the strength of association: in terms of the
pattern shown by the scatterplot and in terms of r’s theoretical range of 0 to ±1.00.

Reason and prior research provide a third way to judge strength of association.
You cannot judge a correlation in isolation. For example, a common way to evaluate
the “reliability” of some standardized tests is to give the test to a group of students on
two occasions and then correlate the two sets of scores. Within this context, a Pearson
r of .20 is exceedingly small. But the same value no doubt would be considered huge
if based on, say, reading ability and forearm hair density. Always judge the magnitude
of r in view of what you would expect to find, based on reason and prior research.

A fourth way of evaluating the magnitude of r is a bit abstract but very
important. Suppose you obtain an r 50 between SES and reading comprehension
for a random sample of fifth-grade students in your state. This r indicates that some
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of the differences, or variation, in SES among these students are associated with dif-
ferences, or variation, in their reading comprehension scores. That is, these scores
covary: As you move through the range of SES from low to high, reading compre-
hension scores tend to increase as well. Yet this covariation is far from perfect. The
scatterplot for this r would reveal many individual exceptions to the general trend:
Some low-SES students will have relatively high reading comprehension scores, just
as some high-SES students will be relatively low in reading comprehension. These
exceptions indicate that variation in SES cannot by itself “account for” all the varia-
tion in reading comprehension scores. Indeed, some of the variation in reading com-
prehension reflects other factors (e.g., motivation, gender, study habits).

Just how much of the variation in reading comprehension is associated with
variation in SES and how much is associated with other factors? In other words,
what proportion of the variance in SES and reading comprehension is common
variance shared by the two variables? This question is answered by squaring the
correlation coefficient, which provides the coefficient of determination.

The coefficient of determination, r2, is the proportion of common variance
shared by two variables.

In the present example, r2 502 25, indicating that 25% of the variance in read-
ing comprehension is accounted for by variation in SES (and vice versa). That is,
25% of the variance in these two variables is common variance. By calculating the
difference 1 − r2, one sees that 75% of the variance in either variable is associated
with factors entirely unrelated to the other variable. This difference, reasonably
enough, is called the coefficient of nondetermination.

A picture may help clarify this important concept. If the variance in each vari-
able is represented by a circle, the amount of overlap between two circles corre-
sponds to the proportion of common variance. Because r2 0 for the two variables
in Figure 7.8a, there is no overlap. Here, there is no common variance between X
and Y—variation in one variable has nothing to do with variation in the other. In

(a) r2 = 0.0

X Y

(b) r2 = .25

X Y

(c) r2 = 1.00

X Y

Common variance

No common variance Common variance

Figure 7.8 Illustrations of r2 and common variance.
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Figure 7.8b, r2 25 and the two variables therefore show a 25% overlap. If X and Y
correlate perfectly, as in Figure 7.8c, then r2 1 00 and there is perfect overlap.

The coefficient of determination throws additional light on the meaning of the
Pearson r. Correlations are not percentages. For example, a correlation of .50 does
not represent a “50% association” or a “50% relationship.” Indeed, r 50 is con-
siderably less than “half” the strength of association shown by r 1 00 when both
correlations are evaluated as coefficients of determination (.25 vs. 1.00). In fact, a
correlation of .71 would be required for half the variance in one variable to be
accounted for by variation in the other (i.e., 712 50).

r2 as “Effect Size”

You learned earlier that a measure of “effect size” can be calculated to evaluate
the magnitude of the difference between two means (e.g., see Section 6.9). Actu-
ally, effect size is a general term that applies to various research situations, the case
of a mean difference being only one (although historically the most prominent).
The coefficient of determination also is considered a measure of effect size. By
squaring r, we can better communicate the magnitude of association between two
variables—as the amount of shared variance between them. For this reason, it is
good practice to incorporate r2 into the presentation of correlational findings.

7.9 Other Correlation Coefficients

The Pearson r, as we indicated earlier, is by far the most frequently used correlation
coefficient in the behavioral sciences. But situations sometimes arise that call for other
measures of association—for example, when curvilinearity is present or when one or
both variables are dichotomous rather than continuous. We leave the treatment of
these procedures to more advanced textbooks (e.g., Glass & Hopkins, 1996).

7.10 Summary

Determining the extent to which variation in one vari-
able is related to variation in another is important in
many fields of inquiry in the behavioral sciences. Pear-
son r is appropriate when two quantitative variables
are linearly related. Its magnitude is determined by the
degree to which the data points hug an imaginary
straight line, and it varies from r 0 (no linear associa-
tion) to r ±1 00 (all points lie on a straight line).
Strength of association depends on the magnitude of r,
and its algebraic sign indicates whether the two vari-
ables are positively (directly) or negatively (inversely)
related. Because Pearson r takes into account the two
standard deviations, it is not affected by linear transfor-
mations of scores. Thus, r is the same whether raw
scores, standard scores, or percentages are used, or
whether measurement is in the metric system or the
English system.

Many factors influence the magnitude of r. Non-
linearity and restricted range each tend to reduce r.

Discrepant cases, or outliers, also can influence r, and
the direction of the effect—whether r is weakened or
strengthened—is determined by the location of the
outlier in the scatterplot. It is important to inspect
scatterplots for evidence of nonlinearity and outliers,
and to examine the means and standard deviations to
ensure adequate variability. Other conditions, such
as the specific measures used and the characteristics
of the participants, also affect r. Good description of
all these factors is therefore an essential part of a
research report.

One widely used interpretation of the Pearson r
is in terms of r2 (a measure of effect size), which
gives the proportion of variance in one variable that
is accounted for by variation in the other. For
example, if the correlation between two variables is
−.40, then there is 16% common variance: 16% of
the variance in X is accounted for by variation in Y
(and vice versa).
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Reading the Research: Restriction of Range

As in many states, teacher candidates in Massachusetts must pass a standardized
exam to be certified to teach. In the case of failure, candidates may take the test
again. The scatterplot in Figure 7.9 shows the relationship between initial test scores
(April) and subsequent test scores (July) on the Massachusetts Teacher Test (MTT)
for a sample of candidates who took the test twice (having failed in April). In an
independent study of this test, Haney et al. (1999) reported unusually low test-retest
correlations. For example, the correlation in Figure 7.9 is a paltry r 37. As these
authors explain, this is due in part to restriction of range:

This is because people who scored 70 or above “passed” the tests and did
not have to retake them in order to be provisionally certified. . . . [O]ur test-
retest data for the MTT are for people who scored below 70 on the April
tests. This leads to one possible explanation for the unusually low test-retest
correlations, namely attenuation of observed correlation coefficients due to
restriction of range.

In a scatterplot, a tell-tale sign of range restriction is when part of the ellipse
looks like it has been “chopped off.” This clearly is the case in Figure 7.9, where
the upper right end of the ellipse has a clearly definable straight edge—
corresponding to the passing score of 70 on the horizontal axis.
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Figure 7.9 Scatterplot of April (horizontal axis) and July (vertical axis) MTT scores in
writing (r 37).

Source: Haney, W., Fowler, C., Wheelock, A., Bebell, D., & Malec, N. (February 11, 1999). Less truth
than error? An independent study of the Massachusetts Teacher Tests. Education Policy Analysis
Archives, 7(4). Retrieved from http://epaa.asu.edu/ojs/article/view/539.
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Case Study: Money Matters

Data from 253 public school districts were obtained from the Office of Superinten-
dent of Public Instruction in the state of Washington. The data consist of various
student demographic and performance information, all reported at the school district
level. School district, then, was the “unit of analysis.”

We want to examine the relationship between socioeconomic status and aca-
demic achievement in the fourth grade. Socioeconomic status (SES) is defined as the
percentage of students in the district who were eligible for free or reduced-priced
lunch, a variable we will call LUNCH. Academic achievement is defined as the per-
centage of fourth graders in the district who performed at or above the “proficient”
level in mathematics (MATH), reading (READ), writing (WRITE), and listening
(LISTEN) on the fourth-grade exam administered by the state. Our initial focus is on
the relationship between LUNCH and MATH.

As we would expect, the scatterplot (Figure 7.10) shows a moderate, negative asso-
ciation between LUNCH and MATH. That is, districts having fewer low-income
students tend to have more students scoring proficient or above in fourth-grade mathe-
matics. Of course, the converse is true as well: Districts that have more low-income
students tend to have fewer proficient students. Inspection of the scatterplot confirms
that the relationship is linear, with no evidence of outliers or restriction of range.

We calculated r − 61, which is consistent with our visual appraisal. Squaring r
produces the coefficient of determination, or the proportion of variance that is shared
between MATH and LUNCH: − 61 2 37. Thus, over a third of the variance in
MATH scores and LUNCH scores is shared, or common, variance. Although correla-
tion does not imply causation, this amount of shared variance agrees with the well-
known influence that socioeconomic factors have on student achievement.
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Figure 7.10 Scatterplot of district-level LUNCH and MATH scores.
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We also are interested in the relationship between LUNCH and each of the other
achievement variables, as well as the relationships among the achievement variables
themselves. Table 7.6 displays the correlation matrix for these variables, which pre-
sents all possible correlations among LUNCH, MATH, READ, WRITE, and LIS-
TEN. A correlation matrix is “symmetrical,” which means that the correlation
coefficients in the upper right are a mirror image of those in the lower left. For this
reason, only one side is reported (the lower left in this case). The string of 1.00s
along the diagonal simply reflects the perfect correlation between a variable with
itself—admittedly useless information!

The first column of coefficients in Table 7.6 tells us that LUNCH correlates
negatively with each measure of achievement, ranging from a low of r 53
(WRITE) to a high of r − 66 (READ). Again, such a relationship between SES
and academic achievement is not unique to Washington school districts. There is
an accumulation of evidence regarding the strong relationship between community
wealth and student achievement.

The rest of Table 7.6 shows the correlations among the achievement measures.
As you might expect, these correlations are all positive and fairly strong: A district
having a high percentage of proficient students in one subject area (e.g., mathemat-
ics) is likely to have a high percentage of proficient students in another subject area
(e.g., reading). And the converse holds as well.

We were struck by the somewhat higher correlation between READ and MATH
(r 83) in comparison to that between READ and WRITE (r 73). After all, one
would expect that reading and writing would have more in common than reading and
mathematics. An inspection of the scatterplot for READ and WRITE (Figure 7.11)
reveals a suspicious data point in the lower right corner, which, given its location,
would lower r. This data point represents a peculiar combination of scores, indeed—a
district with 90% of its students proficient in reading (READ 90), yet no student
proficient in writing (WRITE 0). Was this an error in data entry? Upon inspection
of the raw data, we discovered that this district enrolled a mere 118 students, and only
10 of them took the fourth-grade test! The raw data showed that, indeed, 9 students
were proficient in reading and none was proficient in writing. Although this result still
puzzles us, it is more understandable given the few students tested.

To see how this unusually small (and puzzling) district influenced the correla-
tion between READ and WRITE, we eliminated this case and recalculated r.
Though higher, the new correlation of r 77 remains lower than that between
READ and MATH (i.e., r 83). It is difficult to explain this oddity from the
information we have available. For example, the scatterplot does not reveal any
restriction of range. Perhaps the answer lies in the reliability of these tests: Writ-
ing assessments tend to be less reliable than other subject area tests. Other things
being equal, correlations are lower when based on less reliable measures.

Table 7.6 Correlation Matrix (n 255 districts)

LUNCH MATH READ WRITE LISTEN

LUNCH 1.00
MATH −.61 1.00
READ −.66 .83 1.00
WRITE −.53 .76 .73 1.00
LISTEN −.58 .63 .78 .57 1.00
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As we observed in Section 7.7, it is important to interpret correlations within
the context in which they have been obtained. Here, for example, school district
is the unit of analysis. A different unit of analysis might very well affect the magni-
tude of these correlations. For example, student-level correlations probably would
be lower than those obtained above. Also, these correlations could change if SES
or academic achievement were defined differently.
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Figure 7.11 Scatterplot of district-level READ and WRITE scores.
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Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1. Give examples, other than those mentioned in this chapter, of pairs of variables you
would expect to show:

(a) a positive association

(b) a negative association

(c) no association at all

2. Why is it important to inspect scatterplots?

3.* (a) Prepare a scatterplot for the data below, following the guidelines presented in this
chapter.

X Y

11 12
9 8
8 10
6 7
4 4
3 6
1 2

(a) What are your impressions of this scatterplot regarding strength and direction of
association?

(b) Do you detect any outliers or evidence of curvilinearity?

(c) Based on visual inspection alone and before proceeding to the next problem, esti-
mate Pearson r from this plot.

4.* (a) Using the data in Problem 3, determine r from both the defining formula and the
calculating formula.

(b) Interpret r within the context of the coefficient of determination.

5.* What is the covariance for the data in Problem 3?

6. (a) Using the data in Problem 3, divide each value of X by 2 and construct a scatter-
plot showing the relationship between X and Y.

(a) How do your impressions of the new scatterplot compare with your impressions
of the original plot?

(b) What is the covariance between X and Y?

(c) How is the covariance affected by this transformation?

(d) What is the Pearson r between X and Y? How does this compare with the initial r
from Problem 4?

(e) What generalizations do these results permit regarding the effect of linear trans-
formations (e.g., halving each score) on the degree of linear association between
two variables?

7.* Suppose you change the data in Problem 3a so that the bottom case is X 1 and Y 12
rather than X 1 and Y 2.

(a) Without doing any calculations, state how (and why) this change would affect the
numerator of the covariance and, in turn, the covariance itself.
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(b) In general, how would this change affect r?

(c) Estimate the new r (before proceeding to Problem 8).

8.* Calculate r from Problem 7.

9. The covariance between X and Y is −72, SX 8 and SY 11. What is the value of r?

10. r − 47, SX 6, and SY 4. What is the covariance between X and Y?

11. For a particular set of scores, SX 3 and SY 5. What is the largest possible value of
the covariance? (Remember that r can be positive or negative.)

12.* An r of .60 was obtained between IQ (X) and number correct on a word-recognition
test (Y) in a large sample of adults. For each of the following, indicate whether or not r
would be affected, and if so, how (treat each modification as independent of the others):

(a) Y is changed to number of words incorrect.

(b) Each value of IQ is divided by 10.

(c) Ten points are added to each value of Y.

(d) You randomly add a point to some IQs and subtract a point from others.

(e) Ten points are added to each Y score and each value of X is divided by 10.

(f) Word-recognition scores are converted to z scores.

(g) Only the scores of adults whose IQs exceed 120 are used in calculating r.

13. Does a low r necessarily mean that there is little “association” between two variables?
(Explain.)

14.* It is common to find that the correlation between aviation aptitude test scores (X) and
pilot proficiency (Y) is higher among aviation cadets than among experienced pilots.
How would you explain this?

15. Some studies have found a strong negative correlation between how much parents help
their children with homework (X) and student achievement (Y). That is, children who
receive more parental help on their homework tend to have lower achievement than kids
who receive little or no parental help. Discuss the possible explanations for why these
two variables would correlate negatively. Although one cannot infer causality from a cor-
relation, which explanation do you find most persuasive?

16.* Consider the situation where there is absolutely no variability in Y.

(a) What would be the standard deviation of Y?

(b) What would be the covariance between X and Y?

(c) What would be the Pearson r? (Don’t respond reflexively!)
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CHAPTER 8

Regression and Prediction

8.1 Correlation Versus Prediction

A high school student’s score on an academic aptitude test, such as the SAT, is related
to that student’s GPA in college. As a general rule, then, the student who does well on
the SAT is a better bet to do well in college than the student who does poorly on the
SAT. As a university admissions officer, what GPA would you predict for a student
who earns, say, a score of 650 on the SAT critical reading scale (SAT-CR)? And what
margin of error should you attach to that prediction? Because the relationship
between SAT-CR and college GPA is far from perfect, any prediction from a
particular score is only a “good bet”—not a “sure thing.” As humorist Will Rogers
once said, “It’s always risky to make predictions, especially about the future.”

This scenario illustrates a problem in prediction: estimating future performance
(e.g., college GPA) from knowledge of current standing on some measure
(e.g., SAT-CR score). You may be wondering how this pertains to the subject of
the last chapter, correlation. Correlation and prediction indeed are closely related:
Without a correlation between two variables, there can be no meaningful prediction
from one to the other. However, although the size of r is indicative of the predictive
potential, the coefficient by itself does not tell you how to make the prediction.

How, then, does one go about the craft of prediction? Let’s take as an example
the prediction of college grades from academic aptitude scores. Look at the scatter-
plot in Figure 8.1. The X variable is the SAT-CR score from the senior year of high
school, and the Y variable is first-year GPA at Fumone University.1 Notice that
a straight line has been fitted to the data and used to obtain a predicted GPA of 2.78
for an SAT-CR score of 650. This line could be used in similar fashion to obtain a
predicted GPA for any other SAT-CR score. When the bivariate trend is reasonably
linear, a line of “best fit” easily can be found and used for purposes of predicting
values of Y from X. Such a line is called a regression line. As shown in Figure 8.1,
the prediction is made by noting the Y value (e.g., 2.78) for the point on the line
that corresponds to the particular value of X (e.g., 650).

For r ±1 00, each case would fall exactly on the regression line, and prediction
would be errorless. But when the correlation is not perfect, as in the present
instance, there necessarily will be prediction error. This is not an error as in “Oops—I
made a mistake in my calculations!” Rather, there simply is a difference between the
actual and predicted values of Y. For example, Katy’s and Jane’s actual GPAs fall
considerably above and below the 2.78 that would have been predicted from their
SAT-CR score of 650. The lower the correlation, the greater the prediction errors.

1The exceedingly small sample (n 12) reflects our desire to keep things simple. By no means should
12 be regarded as an appropriate sample size for this kind of analysis.
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There are, then, two tasks now before you: predicting the value on one variable
from a value on another, and determining the margin of prediction error. We take
up both tasks in the sections that follow.

8.2 Determining the Line of Best Fit

It is all very well to speak of finding the straight line of best fit, but how do you
know when the “best fit” has been achieved? Indeed, “best fit” could be defined
in several ways. Here, we show you a common approach when Pearson r is used
as the measure of association and when one’s purpose is prediction.

First, let’s review the relevant symbols. Two are familiar to you, and one is
new. As you saw above, X represents the score value of the variable that is doing
the predicting. More formally, this variable is called the independent variable, and
convention dictates that you place it on the horizontal axis. We use Y to represent
the actual score value of the variable to be predicted, the dependent variable,
and it is placed on the vertical axis. (Think of the dependent variable as “depend-
ing on” the independent variable: College GPA “depends on” academic aptitude,
among other things.) Finally, the predicted score value of Y is represented by
the symbol Ŷ (“Y-hat”).

The Least-Squares Criterion

As noted earlier, prediction error is the difference between the actual and predicted
values of Y. An equivalent term is residual, which we prefer (because it lacks the con-
notation related to a calculation mistake of some kind):

residual Y − Ŷ
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Figure 8.1 The prediction of first-year GPA (Y) from SAT-CR scores (X).
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This is shown in Figure 8.2 for Katy and Jane. Both students have the same predicted
GPA (Ŷ 2 78) because they have the same SAT-CR score (X 650), but their
actual GPAs (Y) are 3.40 and 2.40, respectively. Thus, their residuals are:

Katy: residual Y − Ŷ 3 40− 2 78 62

Jane: residual Y − Ŷ 2 40− 2 78 38

Notice that the residual is positive for a case above the line and negative for a case
that falls below. The regression line is placed in such a way to minimize residuals—
values of (Y − Ŷ)—for the scatterplot as a whole.

With the line of best fit, the sum of the squared residual for all the cases is as
small as possible. That is, Σ(Y − Ŷ)2 is at a minimum.

You may recognize Σ(Y − Ŷ )2 as a sum of squares, much like the more familiar
expressions Σ(X − X)2 and Σ(Y − Y)2. In the present case, it is the residual sum
of squares. Thus, when the regression line is properly fitted, the residual sum of
squares is smaller than that which would be obtained with any other straight line.
This is known as the least-squares criterion (the least amount of residual sum of
squares).

The Regression Line as a “Running Mean”

If linearity of regression holds, the regression line may be thought of as a
“running mean.”
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Figure 8.2 Residuals for two cases.
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In a sense, each Ŷ is an estimate of the mean of Y values corresponding to a
particular value of X.

This is illustrated in Figure 8.3. The Y of 2.57 is the mean GPA for the entire
sample of 12 cases, whose X scores range from 350 to 750. In contrast, the Ŷ of 2.78
estimates the mean of Y just for those cases where X 650. But, you may point
out, only two cases in our sample have an SAT-CR score of 650 (Katy and Jane),
and their Y scores (3.40 and 2.40) do not average out to 2.78. True enough; the
Ŷ of 2.78 is only an estimated mean. It is what one would expect the mean of Y to be
for a distribution of many, many cases all having SAT-CR scores of 650 rather than
just the two in our sample. Similarly, the Ŷ of 2.31 is an estimated mean of Y scores
where X equals 425. Although our particular sample contains no cases at all
with SAT-CR scores of 425, the regression line gives an estimate of the mean GPA
that would be expected if there were students with that SAT-CR score. With more
realistic sample sizes, of course, there is a greater representation of X values, and
therefore you have greater confidence in the corresponding estimates of Y.

Predicting X from Y

There is a second straight line of best fit for the data of Figure 8.1. Suppose that you
wanted to predict SAT-CR scores from first-year GPA rather than the other way
around. The least-squares criterion would then be applied to minimize prediction errors
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Figure 8.3 The regression line as a “running mean.”
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in SAT-CR rather than those in GPA. (To visualize this, simply switch the axes of
Figure 8.1.) Unless SX SY , the two regression lines will differ. In practice, interest
typically is in predicting in one direction, not in both. For example, it makes little sense
to predict SAT-CR scores from first-year GPA insofar as SAT-CR precedes GPA in
time. Rather, the logical prediction is from the “earlier” variable to the “later” variable.

8.3 The Regression Equation in Terms of Raw Scores

Every straight line has an equation. The location of the regression line in a scat-
terplot is determined, reasonably enough, by the regression equation.

You may recall from your earlier school days that a straight line is defined by
two terms: slope and intercept. The slope, symbolized by b, reflects the angle
(flat, shallow, or steep) and direction (positive or negative) of the regression line.
The intercept, symbolized by a, is the predicted value of Y where X 0.

A predicted value for Y can be obtained for any value of X by using
Formula (8.1):

Regression equation:
raw-score formula

Ŷ a bX 8 1

where

Slope

b r
SY
SX

8 2

and

Intercept

a Y − bX 8 3

Recasting Formula (8.1) in terms of Formulas (8.2) and (8.3), we can expand the
regression equation as:

Let’s see how Formula (8.4) works. We will use it to determine the predicted GPA
for students scoring 650 on the SAT-CR, the prediction illustrated in Figure 8.1.

Regression equation:
expanded raw-score formula

Ŷ Y r
SY
SX

X

intercept

r
SY
SX

slope

X 8 4
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Step 1 Begin with the appropriate summary statistics in Table 8.1, which you
insert in Formulas (8.2) and (8.3) as follows:

b r
SY
SX

50
52

123 2
50 0042 0021

a Y − bX 2 57− 0021 545 8 2 57−1 15 1 42

Step 2 In Formula (8.1), insert the slope and intercept values from Step 1 to
obtain the regression equation for these data:

Ŷ a bX

1 42 0021X

Step 3 The SAT-CR score of 650 is now substituted for X in the equation at Step 2
to find the predicted GPA for this score:

Ŷ 1 42 0021 650

2 78

If you want to make other predictions, you have only to substitute the appro-
priate X value in the regression equation. Let’s verify the prediction involving
X 425 that is shown in Figure 8.3:

Ŷ 1 42 0021X

1 42 0021 425

2 31

To find predicted Y values, one normally uses the regression equation as we
have done here. Predicted Y values also can be obtained from a graph. Plotting
the regression line by hand is easy enough (and doing so with computer software
is still easier):

Step 1 Find Ŷ for two values of X (pick a low value and a high value of X). You
now have two points: X1, Ŷ1 and X2, Ŷ2.

Step 2 Plot these two points on graph paper, using the X and Y axes from the
original scatterplot.

Step 3 Draw a straight line through the two points. As a check, the regression
line must also go through the point whereX and Y intersect.

Table 8.1 Summary Statistics
for Figure 8.1

SAT-CR GPA

X 545 80 Y 2 57
SX 123 20 SY 52

r 50
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Even if you do not intend to derive values of Ŷ from a graph, you may wish
to superimpose the regression line on a scatterplot for illustrative purposes. Figure
8.4 shows the regression line for the association between spatial reasoning and
mathematical ability from Chapter 7 (see Figure 7.1). To plot this line, we began
with the following summary statistics:

Spatial
Reasoning

Mathematical
Ability

X 70 Y 100
SX 9 97 SY 14 83

r 63

For these data, the slope is

b r
SY
SX

63
14 83
9 97

63 1 49 94

and the intercept is

a Y −bX 100− 94 70 100−65 8 34 2

The regression equation therefore is Ŷ 34 2 94X , which we used for plotting
Ŷ values for X1 55 (Ŷ1 85 9) and X2 85 (Ŷ2 114 1) in Figure 8.4. The
two Ŷ values, in turn, were connected by a straight line. As it must, this line goes
through the point of intersection between X and Y. (Question: How do you think
the outlier in the lower right corner affects the placement of this line?)
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Figure 8.4 Plotting the Y-on-X regression line (from Figure 7.1): Ŷ values plotted for
X1 55 and X2 85.
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8.4 Interpreting the Raw-Score Slope

Let’s go back to Formula (8.2) for a moment. From this formula, you can see that as
r goes, so goes b. If r is positive, b will be positive; if r is negative, so too is b. You
also can see that if r 0, b must be zero as well. These similarities aside, r and b
typically will have different values—often markedly so. The exception, again as
you can reason from Formula (8.2), is where SX SY (which is highly unlikely with
raw-score data).

Slope always is interpreted in view of the units of X and Y: For each unit
increase in X, Y changes b units.

In the case of Figure 8.4, for each one-point increase on the spatial reasoning test,
there is a corresponding change of .94 points on the mathematical ability test. The
raw-score slope can be, and often is, greater than ±1.00. Again, it depends on
the underlying scale of the two variables. If in the present example we arbitrarily
doubled each Y score, then SY 2 14 83 29 66 (SX and r remain the same). The
new slope would be:

b 63
29 66
9 97

63 2 97 1 87

That is, for every one-point increase on the spatial reasoning test, there now is
an increase of 1.87 points on the mathematical ability test—twice the original
value of b.

The value of b can look small even when there is an appreciable degree of
association between X and Y. In the Fumone University example, you saw that
b 0021. This may initially strike you as an infinitesimally small value for
a slope, but remember that slope is expressed in terms of the underlying scales of
X and Y. That is, for each SAT-CR point increase (e.g., from 500 to 501), there is
a change of .0021 grade points (from 2.47 to 2.4721). Once you acknowledge
that SAT-CR scores in this sample range from 350 to 750 and college GPA from
1.6 to 3.4, this value of slope doesn’t seem quite as small. For example, a 10-point
increase in SAT-CR scores (e.g., from 500 to 510) would correspond to
a 10 0021 021 grade-point increase (from 2.47 to 2.49), and a 100-point
increase in SAT-CR scores (e.g., from 500 to 600) would correspond to a
100 0021 21 grade-point increase (from 2.47 to 2.68, or from C to B−).
This degree of covariation is more in line with what you might expect between
two variables where r 50.

8.5 The Regression Equation in Terms of z Scores

The regression equation can be stated in z-score form, and when this is done it
yields a very simple—and informative—expression. If you transform the original
values of X and Y to z scores, the regression equation simplifies to:
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Regression equation:
z-score form

zŶ rzX 8 5

where: zŶ is the predicted value of Y expressed as a z score
r is the correlation between X and Y
zX is the z score of X

Look carefully at Formula (8.5): It tells you that the predicted value of zY is a
proportion of zX and that the proportion is equal to r. Data in Table 8.1 permit the
calculation of zX for a student with SAT-CR 650:

zX 650− 545 8 123 2 85

Thus, this person’s SAT-CR score falls .85 standard deviations above the SAT-CR
mean, X . With r 50, you would predict his GPA to be .42 standard deviations
above the GPA mean,Y:

zŶ rzX 50 85 42

It is easy to demonstrate that this formula gives the same result as Formula (8.4).
The value of zYˆ that we just calculated can be converted to a predicted GPA of
2.78, the answer obtained earlier:

Ŷ Y zŶ SY
2 57 42 52

2 78

8.6 Some Insights Regarding Correlation and Prediction

The z-score approach is not usually convenient for practical work in prediction;
Formula (8.4) is much more direct. However, Formula (8.5) is well worth careful
inspection because of the valuable insight it provides regarding the nature of corre-
lation and prediction.

Let’s begin by noticing the prominent position of r in Formula (8.5). The Pearson
r is equal to the slope of the regression line when expressed in z-score terms. To see
that this is so, consider more closely the formula for slope, b r SY SX . When the
data are transformed to z scores, the resulting standard deviations both equal to 1,
and therefore b r. The larger the correlation, the steeper the line slopes upward (or
downward, if a negative r). The interpretation of the standard score slope is the same
as it is for the raw-score slope, except that the “unit” is now a standard deviation:

For each standard deviation increase in X, Y changes by r standard deviations.

In Figure 8.5 we present four regression lines, corresponding to r 1 00,
.50, .25, and 0, respectively. This figure illustrates what happens as you move

from a perfect correlation to a correlation of zero.
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When r ±1.00

Consider the case where r 1 00 (Figure 8.5a). Here, the predicted z score on Y is
identical to the z score on X from which the prediction was made. That is, zŶ
1 00 zX zX . One’s relative standing on X is identical to that person’s relative
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Figure 8.5 Regression for four values of r.
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standing on Y. For each standard deviation increase in X, Ŷ also increases by one
standard deviation. And what if r is perfect but negative? Easy: zŶ 1 00 zX
zX . That is, the predicted value of zY has the same absolute value, but opposite

algebraic sign, as zX.

When r ±1.00

Where r is other than a perfect ±1.00, the predicted Y scores cluster more closely
around the mean of Y. Suppose r 50 (Figure 8.5b). When predicting from a
value of X that is two standard deviations above the mean (i.e., zX 2 00), the
predicted value of Y is only one standard deviation above the mean: zŶ

50 2 00 1 00. Similarly, if zX 1 50, then zŶ 50 1 50 75.
Thus, when r 50, the predicted value of Y is one-half the value of zX. When
r 25 (Figure 8.5c), the predicted value of Y is one-quarter the value of zX. For
example, when predicting from a value of X that is 1.6 standard deviations below the
mean (i.e., zX 1 60), zŶ 25 1 60 40.

This same principle holds for negative values of r, the only difference being that
the algebraic sign of zYˆ is opposite that of zX. If r 50 and zX 1 50, for
example, then zŶ 50 1 50 75.

This tendency to move closer to the mean as one goes from X scores to
predicted Y scores is known as regression toward the mean. Sir Francis Galton
generally is given credit for bringing this phenomenon to light. His most
celebrated study of the “regression effect” (as it is called today) pertained to
human stature, where he observed that tall parents, on average, had offspring
shorter than they were (but still tall, mind you) and that short parents tended to
have offspring somewhat taller than they were (although still rather short). The
height of offspring, Galton demonstrated, “reverted” or “regressed” toward
the mean height of the population. (He earlier observed the same tendency with
regard to the weight of sweet peas, by the way.)

The regression effect is characteristic of any relationship in which the correla-
tion is less than perfect. Regression toward the mean is particularly evident in
educational and psychological interventions where (a) participants initially are
selected because they score low on a pretest, (b) an intervention of some kind
occurs, and (c) a posttest is given to determine the effects of the intervention.
Participants—on average—will appear to gain on the posttest even if there had
been no intervention at all.2 This is because the correlation between pretest and
posttest is less than 1.00 (considerably so, in all likelihood); consequently, partici-
pants generally will be less extreme on the posttest than they were on the pretest.
Stated more formally, when r 1.00, the value of Y will be closer to Y than the
corresponding value of X is to X . How much closer depends on the magnitude of
r, as you can see from Formula (8.5). A key phrase above is “on average.”
Remember that a predicted value is an estimate of the mean value of Y for a
particular value of X, not the one and only value of Y. It is still quite possible for
tall parents to have a child even taller than they, or for a student low on the
pretest to be even lower, relatively speaking, on the posttest.

2Our statement assumes that there are no gains due to practice or maturation.
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When r 0

In the absence of an association between two variables (Figure 8.5d), the predicted
value of Y will always be the mean of Y:

zŶ r zX
0 zX
0

(Remember, a z of zero corresponds to the mean.) This says that when X and Y are
uncorrelated, you will predict the mean of Y for every case, regardless of the value
of X. This is sensible: If r 0, then knowing the person’s standing on X (e.g., num-
ber of freckles) is absolutely irrelevant for predicting that person’s standing on Y
(e.g., annual income). The mean of Y is an intuitively reasonable “prediction” in
this case. Indeed, what more could one say in such a situation?

This also explains why the regression line is horizontal when r 0. (When the
scatterplot is based on z scores, as in Figure 8.5d, the regression line lies directly on
top of the X axis.) No matter what value of X you select, when r 0 the predicted
value of Y will always be the mean of Y:

a Y − bX

Y − 0 X

Y

On a final note, observe in Figure 8.5 that regardless of r, Ŷ Y whenever
X X . If you are average on X, then the best prediction is that you will be average
on Y—regardless of the correlation between X and Y. That is, if zX 0 (i.e., the
mean of X), then zŶ rzX r 0 0. This is why the regression line always passes
through the point whereX and Y intersect.

8.7 Regression and Sums of Squares

The concept of sum of squares, as you saw in Section 8.2, is central to the least-
squares criterion for determining the regression line: The best-fitting line mini-
mizes the residual sum of squares, Σ(Y − Ŷ )2. There actually are three sums of
squares implicated in regression analysis. By understanding these sums of squares
and their interrelationships, you will have a closer and more enduring understand-
ing of regression and prediction.

We begin with Σ(Y − Y)2, the familiar Y sum of squares. Because it centers on
the deviation of each Y score from the mean of Y, Σ(Y − Y)2 reflects total
variation in Y and for this reason is called the total sum of squares. (Y − Y) is
illustrated in Figure 8.6a for the prediction of college GPA from SAT-CR scores.

Within the context of bivariate regression, there are only two reasons for varia-
tion in Y. The first reason is X. In the present case, total variation in first-year
college GPA (Y) is explained, in part, by variation in SAT-CR scores (X). This
variation is captured by the sum of squares, Σ(Ŷ − Y)2, which also is called the
regression sum of squares. The regression sum of squares represents the explained
variation in Y. The heart of this term is (Ŷ − Y), which is the distance between the
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regression line and Y for a given value of X (Figure 8.6b). Whether Σ(Ŷ − Y)2

is large or small thus reflects the strength of the relationship between X and Y
(which is why this term is called the regression sum of squares). When r is large
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(steep slope), many values of Ŷ depart markedly from Y, which, when squared and
summed, result in a large Σ(Ŷ − Y)2. But when r 0, the regression line is flat and
Ŷ Y for all values of X. Consequently, Σ Ŷ−Y 2 0.

The second reason why Y varies is because of relevant, though unidentified,
variables other than X. This variation is represented by the familiar error sum
of squares, Σ(Y − Ŷ )2, which reflects unexplained variation in Y (Figure 8.6c).
Where r ±1 00, prediction is perfect: Y − Ŷ 0, as must be Σ(Y − Ŷ)2. That
is, when r ±1 00, there is no unexplained variation in Y. X explains it all! When
r 0, however, there is considerable discrepancy between the actual and predicted
values of Y, which results in a large Σ Y − Ŷ 2.

Total variation in Y, then, reflects both explained and unexplained variation.
Stated mathematically:

Total variation in Y

Σ Y −Y 2 Σ Ŷ−Y 2 Σ Y − Ŷ 2 8 6

From this, one can determine the proportion of total variation in Y that is
explained variation, which turns out to equal r2, the coefficient of determination
(Section 7.8):

explained variation
total variation

Σ Ŷ−Y 2

Σ Y −Y 2 r2

It follows, therefore, that the square root of this term is equal to r:

Σ Ŷ−Y 2

Σ Y −Y 2 r

As we stated at the outset of this chapter, correlation and prediction are closely
related indeed!

8.8 Residuals and Unexplained Variation

You now know that the residual sum of squares, Σ Y − Ŷ 2, represents variation
in Y that is unexplained by variation in X. But we would do the residual a great
injustice were we to leave it at that, for residuals potentially hold too much mean-
ing just to be consigned to the black box of “unexplained variation.”

Consider again the prediction of first-year college GPA from SAT-CR
scores. Residual variation signifies differences among students in GPA that go
beyond the fact that these students also differ in SAT-CR. Clearly, there are
factors other than academic aptitude (as measured by this particular test) that
influence how well one does in the first year of college. Even though we used only
SAT-CR to predict first-year college GPA, these unidentified factors nonethe-
less are at play and therefore contribute to the total variation of GPA—i.e., to
Σ Y −Y 2. Although these unidentified factors are anonymous insofar as their
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presence is represented only by the residual sum of squares, Σ Y − Ŷ 2,
you should view this residual variation as an invitation to speculate regarding its
possible sources.

For example, although Katy and Jane have identical SAT-CR scores (Figure
8.2), perhaps Katy is more academically motivated than Jane. If so, and because
academic motivation arguably is related to GPA, this would explain (in part)
Katy’s positive residual and Jane’s negative residual. That is, the actual first-year
college GPA for Katy is higher, and for Jane lower, than what you would expect
from a prediction based on SAT-CR alone, and the difference between Katy and
Jane in academic motivation could be one reason why.

This is pure speculation on our part, to be sure. After all, our regression equa-
tion had only one independent variable, SAT-CR. But if your future involves a sec-
ond course in statistics, you may learn about more advanced regression methods
that allow for two or more independent variables. Rather than merely speculate
about possible sources of residual variation, one can include additional variables in
the regression equation (perhaps as a subsequent investigation) and determine whe-
ther there consequently is less residual variation in the dependent variable. If there
is, more is now known about the possible influences on the dependent variable.

8.9 Measuring the Margin of Prediction Error:
The Standard Error of Estimate

We now return to a question we posed in Section 8.1: How does one determine
the margin of error for a particular prediction? Not surprisingly, the residual sum
of squares, Σ(Y − Ŷ )2, is central to this task.

You learned in Chapter 5 that the variance is equal to sum of squares divided
by n and that the square root of the variance gives you the standard deviation.
This knowledge can be applied to the residual sum of squares. Specifically, the
variance of residuals is Σ(Y − Ŷ)2/n. The square root of this expression is the stan-
dard deviation of residuals, which is called the standard error of estimate and sym-
bolized by SY X :

Standard error of estimate

Σ Y −Y 2

Σ Y −Y 2 r 8 7

SY X can be thought of as the “average dispersion” of data points about the regres-
sion line. Stated more formally, SY X is the standard deviation of actual Y scores
about Ŷ , the predicted value.

SY X plays an important role in measuring the margin of prediction error. Let’s
suppose that the Fumone University sample really consists of several hundred
students instead of just the 12 shown in Figure 8.1, but otherwise the results are the
same as presented in Table 8.1. The data in Table 8.1 provide the basis for a

SY X
Σ Y Ŷ 2

n
8 7
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regression equation that allows you to predict, or estimate, the first-year college
GPA of applicants to Fumone.

Take an applicant who scored 650 on the SAT-CR. Although the regression
equation predicts a first-year GPA of 2.78,3 you would not expect this applicant to
obtain exactly that GPA. As you saw earlier, the predicted value is only a “best
estimate” of the mean of the distribution of GPAs for students with an SAT-CR of
650 (Figure 8.3); some of those students will obtain GPAs higher than predicted, and
some lower. If you knew how much higher or lower, you would have a basis for
attaching a “margin of error” to your prediction for this particular applicant. In
short, SY X provides this basis.

Although Formula (8.7) provides for important insight into the nature of the
standard error of estimate, it is awkward to use in practice. You will find this equiv-
alent formula to be decidedly more convenient:

Standard error of estimate
(alternative formula)

SYX SY 1− r2 8 8

You can see from Formula (8.8) that the higher the correlation between
X and Y, the smaller the standard error of estimate. This makes sense, given
our discussion in Section 8.6: When r is low, there will be considerable varia-
tion in actual Y values about the predicted values; but when r is high, the ac-
tual values cluster more closely about the predicted values. Where r ±1 00,
there will be no variation at all about the predicted values of Y, and SY X will
be zero.

Setting Up a Margin of Error

Let’s see how to apply SY X in setting up a margin of error around the predicted
value of 2.78 for the applicant whose SAT-CR score is 650. Formula (8.8) can be
used with the data given earlier to obtain the standard error of estimate:

You now have estimates of both the mean Y 2 78 and standard deviation
SY X 45 of the distribution of GPAs for students having an SAT-CR score of
650. This distribution is assumed to be normal. You know from Chapter 6 that in a
normal distribution, the middle 95% of the cases fall within ±1.96 standard deviations
of the mean.4 Remembering that SY X is a standard deviation (of residuals), you there-
fore would expect that the middle 95% of individuals having a particular X score will

3Ŷ 1 42 0021 650 2 78.
4In case a quick refresher is needed, revisit Problem 8 in Chapter 6.
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obtain Y scores between the limits Ŷ ± 1 96 SYX . For the present example these
limits are:

Lower Limit Upper Limit

Ŷ − 1.96 SY X Ŷ 1.96 SY X

2 78− 1 96 45 1 90 2 78 1 96 45 3 66

The limits are shown in Figure 8.7. For 95% of the students having SAT-CR scores
like this applicant’s (i.e., 650), you would expect their first-year GPAs at Fumone
University to fall between 1.90 and 3.66. In this sense, one can be 95% “confident”
that the applicant’s GPA will fall between these limits. In practical prediction, it is
always desirable to include information about the margin of prediction error. Lack-
ing this information, people often tend to think that performance is “pinpointed” by
the predicted value. As our example shows, that view is wrong.

Using what is known about the normal curve, you also could determine the
limits that correspond to degrees of confidence other than 95%. For 68%, they
would be Ŷ ± (1.00)SY X, and for 99%, Ŷ ± (2.58)SY X. (Can you see from Table A
in Appendix C how we got “1.00” and “2.58”?)

The Relation Between r and Prediction Error

Prediction error is at its maximum when r 0, in which case we have SY X

SY 1− 02 SY . That is, when X is entirely unrelated to Y, there is as much varia-
bility among the residuals (SY X) as there is among the Y scores themselves (SY). In
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Figure 8.7 95% limits for actual GPAs where X 650.
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contrast, the minimum prediction error occurs when r ±1 00, in which case

SYX SY 1− 12 0. In this situation, of course, there is no error in prediction
because all data points fall on the regression line.

What happens to prediction error when, say, r 50? The standard error

of estimate is SYX SY 1− 502 87SY . You might have guessed that a coeffi-
cient of .50 would mean that prediction error would be reduced by half, but in fact
it is .87SY, not .50SY. If 87% of prediction error remains, then a reduction of only
13% has taken place in going from r 0 to r 50. Table 8.2 presents several
values of r, together with the consequences of each for reducing prediction error.
This table offers another way, in addition to those described in Section 7.8, of eval-
uating correlation coefficients of various sizes. If your purpose is prediction, bear in
mind that no substantial reduction in prediction error will be achieved unless r is
quite high. Table 8.2 also shows that increasing the correlation by any given
amount has a more substantial effect for higher values of r than for lower ones.

Assumptions

Several conditions must be met for predictive interpretations of the kind described
above to work well:

1. The relationship between the independent variable, X, and the dependent vari-
able, Y, must be essentially linear. One is predicting from the straight line of best
fit, and those predictions will be off if the relationship is markedly curvilinear.

2. Determining the margin of error requires that the spread of obtained values of Y
about Ŷ be similar for all values of Ŷ . This requirement is known as the
assumption of homoscedasticity. Because SY X is a single value, determined
from the data as a whole, it does not allow for the possibility that variation might
be different at different points in the distribution. Figure 8.8 shows two bivariate
distributions; one is characterized by homoscedasticity, and the other is not. (Not
surprisingly, the term heteroscedasticity is used in reference to the latter
condition.)

3. The limits of error described above (68%, 95%, 99%) are based on the
assumption that Y values are normally distributed about Ŷ .

Fortunately, these assumptions often are close enough to being met that Ŷ and
SY X are reasonably accurate. Significant departures from any one of these condi-
tions can usually be detected by inspecting the scatterplot. This is yet another rea-
son to plot your data!

Table 8.2 Reductions in Prediction Error for
Various Values of r

r Reduction in Prediction Error (%)

1.00 100
.75 34
.50 13
.25 3
.00 0
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We mention one last matter before proceeding: sampling variation. The
regression line is determined by the paired values in a particular sample. A differ-
ent selection of participants will produce a similar, but not identical, result.
A regression line determined from a small sample (like our n of 12) may there-
fore be rather different from the “true” regression line. There are more complex
procedures for computing error limits that take sampling variation into account.
You are wise to count on the procedures we have described here only when
sample size is at least 100.

8.10 Correlation and Causality (Revisited)

The dictum that correlation does not imply causation, which we introduced in the
last chapter (Section 7.6), is just as relevant to the topic of regression and predic-
tion. Arguably more so. Even the seasoned researcher sometimes loses sight of
this important principle when surrounded by the language of regression, rich in
its causal references: the “dependent” variable, which is “predicted” from another
variable, which “explains” variation in the former.

Never forget that behind every regression equation is a measure of associa-
tion (r).

Although Y may follow X in time (as in our example of college GPA and SAT-CR
scores), it is a logical fallacy to conclude that Y therefore is caused by X when
an association between the two is found. Logicians often cite the Latin expression
of this fallacy: post hoc, ergo propter hoc, or, “after this, therefore because of
this.”

Consider the negative correlation between how much parents help their
children with homework (X) and student achievement (Y), which we presented as
an exercise problem at the end of Chapter 7. You would be committing the post
hoc fallacy, as it is more conveniently known, if you had reasoned as follows:

X

Y

XL XM

(a)

XH

Homoscedastic

X

Y

XL XM

(b)

XH

Not homoscedastic
(heteroscedastic)

Figure 8.8 Variability in Y as a function of the value of X: subscripts L, M, and H
represent low, medium, and high, respectively.
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• Parents provide some amount of homework assistance to their kids.

• These kids later take an achievement test.

• Homework assistance and achievement scores correlate negatively.

• Therefore, homework assistance must be hurting achievement.

Equally consistent with this negative correlation is the conclusion that parents
provide homework assistance only when their children are doing poorly in school.
Even though the achievement test was given after the parents provided (or
didn’t provide) homework assistance, kids who did poorly on the test probably
were doing poorly in school all along. And when kids do poorly, parents are
more likely to assist with the homework. We don’t know if our interpretation of
this negative correlation is correct, mind you, for only a controlled experiment
can disentangle cause and effect. Nevertheless, be careful when drawing conclu-
sions from correlational data, and be critical of the conclusions drawn by others.

8.11 Summary

Reading the Research: Regression

Bolon (2001) conducted a regression analysis to show the predictive relationship
between community income and mathematics tests scores in Boston-area schools.
In the analysis we illustrate here, there were two pieces of data for each school:
(a) the per capita income in the school community and (b) the school mean on the
10th-grade mathematics component of the Massachusetts Comprehensive Assess-
ment System (the state test). The predictive relationship between these two
variables is illustrated in Figure 8.9 (Bolon, 2001, Figure 2–6). The regression line
is superimposed and is defined by the equation Ŷ 197 4 1 45 X , where Ŷ is

The equation of the straight line of best fit, Ŷ a
bX, is used to predict Y from knowledge of X when it
can be assumed that residual relationship is a linear
one. The criterion of “best fit” is that residual sum of
squares, Σ(Y− Ŷ )2, is minimized. Among other things,
this “least-squares criterion” means that the resulting
regression line can be considered a “running mean,”
a line that estimates the mean of Y for particular
values of X.

The z-score formula for the regression equation
reveals several characteristics of regression, including
the phenomenon of regression toward the mean. In
practical prediction work, the raw-score formula is
easier to use.

The predicted value of Y, Ŷ , is but an estimated
mean value and is therefore subject to error. On the
assumption of linearity of regression and homosce-
dasticity, the standard error of estimate SY X—the

standard deviation of residuals—provides a good mea-
sure of prediction error. When it is also possible to
assume that the actual scores are normally distributed
about Ŷ , it is possible to establish known limits of pre-
diction error about the regression line. The method
described in this chapter will be reasonably accurate
for large samples (n ≥ 100).

You learned in Chapter 7 that strength of associa-
tion is not ordinarily interpretable in direct proportion
to the magnitude of the correlation coefficient. This is
true for the relation between size of the coefficient (r)
and magnitude of prediction error (SY X). As r rises
from zero toward one, the standard error of estimate
decreases very slowly until r is well above .50.

Finally, regression and prediction do not permit
conclusions regarding cause and effect. Just because Y
can be predicted from X does not mean that Y is
caused by X.
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the school’s predicted mathematics test score and X is the school community’s per
capita income.

Each data point in Figure 8.9 represents a different school. As you see, the
majority of schools fall close to the regression line, which indicates that there is little
unexplained variation in the dependent variable (test scores). In fact, Bolon reports
that r 2 84. That is, a full 84% of the variance in school-level mathematics scores is
explained by variation in community income. (From this, we also can determine that
r 92.) The raw score slope, b 1 45, means that test scores increase roughly
1½ points with every $1000 in per capita income.

Source: Bolon, C. (October 16, 2001). Significance of test-based ratings for metropolitan Boston schools.
Education Policy Analysis Archives, 9(42). Retrieved from http://epaa.asu.edu/ojs/article/view/371.

Case Study: Regression—It’s on the Money

Recall the Chapter 7 case study, where we found negative correlations between the
proficiency percentage in a school district—that is, the percentage of students in
the district who score at or above the proficient level—and the percentage of
students in the district who qualify for free or reduced-priced lunch: r 61 for
MATH and r 66 for READ. Thus, one would expect wealthier districts to gen-
erally have a higher proficiency percentage than their less fortunate counterparts, in
part because of reasons beyond the direct control of the district (e.g., more highly
educated parents, more college-bound students, larger tax base). As a result, a state
sometimes will report a district’s proficiency percentage (or mean score) within the
context of a “comparison band” involving socioeconomically similar districts. In this
sense, a district’s achievement is evaluated not only in absolute terms, but also in
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Figure 8.9 Predicting school-level mathematics scores from community income.

154 Chapter 8 Regression and Prediction

http://epaa.asu.edu/ojs/article/view/371


relation to the range of scores that would be expected among districts of similar so-
cioeconomic status (SES).

Let’s use fourth-grade reading as an example. What is the “expected” profi-
ciency percentage in a school district with, say, 70% of its students eligible for free
or reduced-priced lunch? To answer this question, we began by determining
the predictive relationship between the percentage of students in a district who are
eligible for free or reduced-priced lunch (LUNCH) and the percentage of students
in the district who score at or above the proficient level on the state reading exam
(READ).5 Using computer software, we regressed READ on LUNCH for the
253 districts in our data set. Having inspected the corresponding scatterplot
(Figure 8.10) to check for evidence of nonlinearity and heteroscedasticity, we then
turned to the regression equation itself. You learned in Section 8.3 that the raw score
regression equation takes the form Ŷ a bX . In the present case, Y is READ
(the dependent variable) and X is LUNCH (the independent variable). We obtained
a 81 58 for the intercept and b 49 for the slope. Thus, our regression
equation is READ 81 58− 49 LUNCH . We have superimposed this “line of best
fit” in Figure 8.10.

Recall from Section 8.4 that “for each unit increase in X, Y changes b units.”
Therefore, our raw slope (b 49) tells us that for each additional 1% of students
qualifying for free or reduced-price lunch (a unit increase in LUNCH), the percen-
tage of students who are proficient decreases by roughly half a percentage point (a
change of −.49 units in READ).

More to our present point, however, this regression equation is used to determine
the predicted value of READ for a given value of LUNCH. For example, a
district with 70% of its students eligible for free or reduced-price lunch LUNCH
70 would have a predicted READ of a bX 81 58 49 70 81 58−
34 30 47 28. That is, we would expect, on average, that a district with this SES
level would have roughly 47% of its students scoring proficient (or above) in reading.
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Figure 8.10 Regression line overlaying the scatterplot of READ and LUNCH.

5For the purpose of this case study, we will use LUNCH as an indicator of SES. If more data were
available, we would include additional variables in our indicator, such as the general level of education
and income in the district’s community.
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To obtain the desired comparison band, we used the standard error of estimate (SY X)
to establish a 95% margin of error for each value of LUNCH. From our computer
output, we were informed that SY X 11 24. For LUNCH 70, the 95% margin
of error is Ŷ ± 1 96 SYX 47 28 ± 1 96 11 24 47 28 ± 22 03 25 25
to 69 31. This is the range of READ values that, theoretically, would capture 95%
of all districts having a LUNCH value of 70. Thus, a district with 70% of its students
eligible for free or reduced-priced lunch would be expected to have between 25% and
69% of its students scoring proficient or above on the state reading exam.

Such a range can be established for any value of LUNCH, as Figure 8.11 illus-
trates. School districts that fall outside of these error limits are considered to be
performing either markedly worse or markedly better than expected, given their
SES composition. Again, a district’s achievement is examined relative to districts of
comparable SES.

Consider Districts A and B, both of which have LUNCH values of approxi-
mately 70%. As Figure 8.12 shows, the proficiency percentage for District A (45%)
is pretty much what one would expect among districts having this SES level,
whereas the proficiency percentage for District B (11%) falls below the expected
range. Although low in an absolute sense, the achievement of District B—unlike
District A—also is low relative to similarly impoverished schools.

Now consider the case of District C, where only one-quarter of the students are
eligible for free or reduced-price lunch. The proficiency percentage for this district is
almost identical to District A (47% vs. 45%), but the District C proficiency percen-
tage falls below its comparison band. Although District A and District C are compar-
able in absolute terms (their proficiency percentages are similar), District A’s
performance is more impressive relative to expectation. Because of the advantages
that higher-SES districts generally enjoy, one would expect from District C a higher
reading proficiency than what was achieved by this district.

Finally, consider District D, where 40% of the students are eligible for free or
reduced-price lunch. To be sure, the proficiency percentage for this district (89%)
is high in absolute terms. Moreover, this district’s performance is high relative to
socioeconomically similar districts. Indeed, the proficiency percentage of District D
falls above its comparison band.
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Figure 8.11 95% margin of error for predicting READ from LUNCH with shaded
comparison band shown for LUNCH 70.
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Exercises

Identify, Define, or Explain

Terms and Concepts

District A (LUNCH = 70):

750 25 50

READ

100

750 25 50

READ

District B (LUNCH = 70):

100

750 25 50

READ

District C (LUNCH = 25):

100

750 25 50

READ

District D (LUNCH = 40):

100 Figure 8.12 READ values presented for
four districts, with SES comparison bands.

prediction
correlation and prediction
regression line
prediction error
line of best fit
independent variable
dependent variable
predicted score
residual
residual sum of squares
least-squares criterion
regression equation

slope
intercept
regression toward the mean
total variation
total sum of squares
regression sum of squares
explained variation
unexplained variation
residual variation
standard error of estimate
assumption of homoscedasticity
post hoc fallacy

Exercises 157



Symbols

Ŷ b a zX zY zŶ SY X

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* The scatterplot and least-squares regression line for predicting Y from X is given in the
figure below for the following pairs of scores from a pretest and posttest:

Keith Bill Charlie Brian Mick

Pretest (X) 8 9 4 2 2
Posttest (Y) 10 6 8 5 1

(a) Use a straightedge with the regression line to estimate (to one decimal place) the
predicted Y score (Ŷ ) of each student.

(b) Use the answers from Problem 1a to determine the error in prediction for each
student.

(c) Use the answers from Problem 1b to compute the error sum of squares.

(d) If any other line were used for prediction, how would the error sum of squares
compare with your answer to Problem 1c?

2. The relationship between student performance on a state-mandated test administered
in the fourth grade and again in the eighth grade has been analyzed for a large group of
students in the state. Ellen obtains a score of 540 on the fourth-grade test. From this,
her performance on the eighth-grade test is predicted (using the regression line) to be
550.

(a) In what sense can the value 550 be considered an estimated mean?

(b) Why is it an estimated rather than an actual mean?
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3.* A physical education teacher, as part of a master’s thesis, obtained data on a sizable
sample of males for whom heights both at age 10 and as adults were known. The fol-
lowing are the summary statistics for this sample:

Height at Age 10 Adult Height

X 48 3 Y 67 3
SX 3 1 SY 4 1

r 71

(a) Use the values above to compute intercept and slope for predicting adult height
from height at age 10 (round to the second decimal place); state the regression
equation, using the form of Formula (8.1).

(b) With this regression equation, predict the adult height for the following 10-year-olds:
Jean P. (42.5 in.), Albert B. (55.3 in.), and Burrhus S. (50.1 in.).

(c) Consider Jean’s predicted adult height. In what sense is that value a mean?

4.* The following are the summary statistics for the scores given in Problem 1:

X 5 00 SX 2 97 Y 6 00 SY 3 03 r 62

(a) From these values, compute intercept and slope for the regression equation; state
the regression equation.

(b) Obtain predicted scores for Keith, Bill, Charlie, Brian, and Mick. Compare your
answers with those obtained in Problem 1a; explain any discrepancies.

(c) Compute the mean of the predicted scores and compare with the summary statistics
above. What important generalization (within the limits of rounding error) emerges
from this comparison?

(d) Compute the sum of the residuals for these five individuals, and state the gen-
eralization that this sum illustrates (within the limits of rounding error).

5.* Interpret the slope from Problems 3 and 4.

6. Following are the scores on a teacher certification test administered prior to hiring (X)
and the principal’s ratings of teacher effectiveness after three months on the job (Y) for
a group of six first-year teachers (A–F):

A B C D E F

Test score (X): 14 24 21 38 34 49
Principal rating (Y): 7 4 10 8 13 11

(a) Compute the summary statistics required for determining the regression equation
for predicting principal ratings from teacher certification test scores.

(b) Using values from Problem 6a, calculate the intercept and slope; state the regression
equation.

(c) Suppose that three teachers apply for positions in this school, obtaining scores of 18,
32, and 42, respectively, on the teacher certification test. Compute their predicted
ratings of teacher effectiveness.

(d) If in fact these data were real, what objections would you have to using the equation
from Problem 6b for prediction in a real-life situation?

7.* Suppose X in Problem 6 were changed so that there is absolutely no relationship between
test scores and principal ratings (r 0).
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(a) What would be the predicted rating for each of the three applicants? (Explain.)

(b) What would be the intercept and slope of the regression equation for predicting
principal ratings from test scores (again, if r 0)?

8. (a) On an 8½ × 11 piece of graph paper, construct a scatterplot for the data of Pro-
blem 6. Mark off divisions on the two axes so that the plot will be as large as possi-
ble and as close to square as possible. Plot the data points accordingly, and draw in
the regression line as described in Section 8.3.

(b) Using a straightedge with the regression line, estimate (accurate to one decimal place)
the predicted principal ratings for the three applicants in Problem 6c. Compare these
values with the Ŷ values you calculated earlier from the regression equation.

9.* Gayle falls one standard deviation above the mean of X. What is the correlation between
X and Y if her predicted score on Y falls:

(a) one standard deviation above?

(b) one-third of a standard deviation below?

(c) three-quarters of a standard deviation above?

(d) one-fifth of a standard deviation below?

10. For each condition in Problem 9, state the regression equation in z-score form.

11.* Consider the situation described in Problem 3.

(a) Convert to z scores the 10-year-old heights of Jean, Albert, and Burrhus.

(b) Use the standard-score form of the regression equation to obtain their predicted
z scores for height as adults.

(c) Convert the predicted z scores from Problem 11b back to predicted heights in
inches and compare with the results of Problem 3b.

12. (No calculations are necessary for this problem.) Suppose the following summary statistics
are obtained from a large group of individuals:X 52 0, SX 8 7, Y 147 3, SY 16 9.
Dorothy receives an X score of 52. What is her predicted Y score if:

(a) r 0?

(b) r −.55?
(c) r .38?

(d) r −1.00?
(e) State the principle that emerges from your answers to Problems 12a to 12d.

(f) Show how Formula (8.5) illustrates this principle.

13.* The following data are for first-year students at Ecalpon Tech:

Aptitude Score First-year GPA

X 560 00 Y 2 65
SX 75 00 SY 35

r 50

(a) Calculate the raw-score intercept and slope; state the regression equation.

(b) Val and Mike score 485 and 710, respectively, on the aptitude test. Predict their
first-year GPAs.

(c) Compute the standard error of estimate.

(d) Set up the 95% confidence limits around Val’s and Mike’s predicted GPAs.

(e) For students with aptitude scores the same as Val’s, what proportion would you
expect to obtain a GPA better than the first-year mean?
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(f) For students with aptitude scores the same as Val’s, what proportion would be
expected to obtain a GPA of 2.0 or below?

(g) For students with aptitude scores the same as Mike’s, what proportion would be
expected to obtain a GPA of 2.5 or better?

14. (a) What assumption(s) underlie the procedure used to answer Problem 13b?

(b) Explain the role of each assumption underlying the procedures used to answer
Problems 13d–13g.

(c) What is an excellent way to check and see whether the assumptions are being
appreciably violated?

15. Consider the situation described in Problem 13. By embarking on a new but very ex-
pensive testing program, Ecalpon Tech can improve the correlation between the aptitude
score and GPA to r 55. Suppose the primary concern is the accuracy with which
GPAs of individuals can be predicted. Would the new testing program be worth it?
Perform the calculations necessary to support your answer.

16. At the end of Section 8.3, we asked you to consider how the location of Student 26
would affect the placement of the regression line in Figure 8.4.

(a) Imagine you deleted this case, recalculated intercept and slope, and drew in the new
regression line. Where do you think the new line would lie relative to the original
regression line? Why? (Refer to the least-squares criterion.)

(b) How should the removal of Student 26 affect the magnitude of the intercept? the
slope?

(c) With Student 26 removed, the relevant summary statistics are X 69 45,
SX 9 68, Y 100 83, SY 14 38, r 79. Calculate the new intercept and slope.

(d) As accurately as possible, draw in the new regression line using the figure below
(from which Student 26 has been deleted). How does the result compare with
your response to Problems 16a and 16b?

17. At the end of the section on “setting up the margin of error,” we asked if you can see from
Table A in Appendix C how we got “1.00” and “2.58” for 68% and 99% confidence, re-
spectively. Can you?

140

130

120

110

100

90

80

70

50 55 60 65 70 75 8580 90

Spatial reasoning

M
a
th

e
m

a
ti

ca
l 

a
b

il
it

y

Exercises 161





PART 2

Inferential Statistics



CHAPTER 9

Probability and Probability
Distributions

9.1 Statistical Inference: Accounting for Chance in Sample Results

Suppose the superintendent of your local school district decides to survey tax-
payers to see how they feel about renovating the high school, which would be a
costly project. From a random sample of 100 taxpayers, the superintendent
finds that 70 are in favor of the renovation and the remainder are not. Can the
superintendent conclude from these results that 70% of all taxpayers favor the
renovation? Not necessarily. Random sampling is essentially a lottery-type pro-
cedure, where chance factors dictate who is to be included in the sample. Con-
sequently, the percentages that characterize the sample of 100 taxpayers are
likely to differ somewhat from what characterizes the population of all tax-
payers in this district. The sample figure of 70% should be close, but you
wouldn’t expect it to be identical. Therefore, before placing much faith in the
observed 70%, it would be important to know how accurate this figure might
be. Is it likely to be within one or two percentage points of the true value for
the entire population? Or perhaps by chance alone, did this sample over-
represent taxpayers sympathetic to the proposed renovation, thus throwing off
the results?

Consider the case of Professor Spector, who is conducting an experiment
on the effects of “test familiarity” on the performance of students on the
fourth-grade state achievement test. Using a sample of 50 fourth graders, she
randomly forms two groups: an experimental group n 25 that receives an
overview of basic information concerning this test (length, structure, types of
questions, and so on), and a control group n 25 that receives no overview.
These students then take the state test during its regular administration. Pro-
fessor Spector finds that the performance of experimental-group students, on
average, is higher than that of control-group students: XE 135 and XC 115,
which she determines is equivalent to an effect size of .25 standard deviations.
Should she conclude from these results that test familiarity does in fact improve
test performance, at least as examined in this experiment?

Not necessarily. The two groups were formed by “luck of the draw,” and it
could be that test familiarity has no effect at all. Just by chance, perhaps more of
the “smarter” students ended up in the experimental group than in the control
group. If so, Professor Spector would not expect similar results if the experiment
were conducted on a new sample of fourth graders. Certainly she would want to

164



have a strong case for eliminating the possibility of chance before concluding
that test familiarity improves test performance.

Both of these examples illustrate the following fundamental principle:

Chance factors inherent in forming samples always affect sample results, and
sample results must be interpreted with this in mind.

Over many years, a variety of techniques and associated theory for dealing with
such sampling variation have been developed. Consequently, the “error” caused by
chance factors can be taken into account when conclusions are drawn about the
“true” state of affairs from an examination of sample results. These techniques and
the associated theory make up what is commonly referred to as statistical inference.

In the parent survey, the superintendent wishes to infer the percentage of local
taxpayers that would favor the construction of a new high school, based on the
opinions of only a subset of taxpayers. In her test-familiarity study, Professor Spector
would like to infer what the effect of such familiarity would be, had she tested
its efficacy not on just this particular sample, but on many samples of this kind.
Hence the name statistical inference: In both cases, the problem is to infer what
characteristics would remain if the variation due to “luck of the draw”—sampling
variation—were eliminated.

The key to solving problems of statistical inference is to answer the question,
What kind of sample results can be expected on the basis of chance alone? When
samples are selected in a way that allows chance to operate fully, the techniques of
statistical inference can provide the answer. Chance is usually examined in terms
of probability—the likelihood of a particular event occurring—and the framework
for studying chance and its effects is known as probability theory. In fact, the proce-
dures of statistical inference that we present in subsequent chapters are nothing more
than applications of the laws of probability.

The study of probability can be quite extensive and challenging, as you can
quickly see by perusing the probability chapters in any number of statistics text-
books. Our view is that the propositions you need to know to get on with statistical
inference are both basic and easily understood. In some cases, these propositions
merely formalize what you already know intuitively. In other cases, we will ask you
to think in ways that you may not have thought before. In all cases, however,
you should find nothing in this material that falls beyond your reach. Bear in mind
that if you understand the subject of probability well, the rest of statistical inference
will fall into place much more easily.

9.2 Probability: The Study of Chance

It is easy to lose sight of the degree to which probabilistic reasoning is used in
everyday life. We all live in a world of considerable uncertainty. To make good
decisions and function effectively, you must distinguish among events that are likely
to occur, those that are not, and those that are in between in likelihood. For exam-
ple, you carry an umbrella on mornings when the skies are dark and rain is fore-
cast, but you may decide not to lug it around if the morning sky doesn’t look
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particularly ominous and only a 20% chance of rain is reported. You go to class on
the assumption that the instructor will show up; you don’t drink from a stream
because of the possibility that the water will make you ill; and you step into an ele-
vator with strangers on the assumption that they will not assault you. It would seem
that practically all our decisions involve estimates, conscious or otherwise, of the
probability of various events occurring.1

In these examples, the probability estimates are subjective and consist of little
more than general feelings about how likely something is to occur. To build a foun-
dation for statistical inference, however, it is necessary to treat probability in a more
objective and precise fashion.

9.3 Definition of Probability

You doubtless already have an intuitive feel for how probability works. What is the
probability of flipping a coin once and getting heads? Easy, you say: 50/50, or .50.
Why? Because there are only two possible outcomes when flipping a coin—heads
or tails—and one outcome is no more likely than the other. The probability of
either, then, is the same and equal to .50. Furthermore, unless you are the object
of some cruel hoax, you are unshakable in your certainty that either heads or tails
must occur (probability of 1.00), just as you are firm in your conviction that it is
impossible for both outcomes to occur simultaneously (probability of 0).

Let’s build on this understanding. What is meant, in more objective terms, by
the probability that a particular event will occur? For instance, what is the prob-
ability of obtaining a diamond upon drawing a single card from a well-shuffled deck?
Consider repeating the exact set of circumstances many, many times: drawing a card
from a well-shuffled deck, replacing the card, and reshuffling the deck; drawing a
second card, replacing it, and reshuffling; drawing a third card, and so on. The prob-
ability of the event—obtaining a diamond—is the proportion of times you would
expect to obtain a diamond over the long run if you drew a card many, many times.
We will refer to each repetition of the situation—in this case the draw of a card—as
a sampling experiment.

The probability of an event is the proportion of times that the event would be
expected to occur in an infinitely long series of identical sampling experiments.

In this case, the probability of the event “diamond” is .25. How did we arrive
at .25? Obviously not by spending an eternity drawing card after card from a well-
shuffled deck! Instead, we used our knowledge that a standard deck contains 13
cards in each of four suits—diamonds, hearts, clubs, and spades—for a total of 52
cards. This knowledge is represented in the relative frequency distribution in
Table 9.1. With the assumption that each of the 52 possibilities, or outcomes, is
equally likely, it is reasonable to expect that a diamond would be selected 25% of
the time over the long run: 13 52 1 4 25 (or 25%). This illustrates the basic

1See The Drunkard’s Walk (Mlodinow, 2008) for a delightfully entertaining account of probability and
randomness in everyday life.
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rule for obtaining probabilities in situations where each of the possible outcomes is
equally likely:

If all possible outcomes are equally likely, the probability of the occurrence of
an event is equal to the proportion of the possible outcomes favoring the
event.

In this case, 13, or .25, of the 52 possible outcomes favor the event “diamond.” This
rule, of course, also can be applied to the single toss of a coin: One of the two possi-
ble outcomes favors the event “heads,” and, hence, the probability of obtaining
heads is 1/2, or .50.

A probability, then, is a proportion and, as such, is a number between 0 (pigs
flying) and 1.00 (death and taxes). It is symbolized by p. Probabilities are usually
expressed as decimal fractions (e.g., p 25), although it is sometimes convenient
to leave them in ratio form (e.g., p 1 4).

Table 9.1 is a theoretical distribution insofar as it is based on what is known
about a standard deck of cards. Let’s look at an example involving an empirical
distribution—one based on actual data. Suppose that Dr. Erdley’s undergraduate
class in introductory psychology has 200 students and at the end, she assigns course
grades as shown in Table 9.2. If you were to select at random a student from the
class, what is the probability that the student will have obtained a grade of B? Or,
in terms of our definition, what proportion of times would you expect to obtain a B
student over the long run if you selected a student at random from the class,

Table 9.1 Relative Frequency
Distribution of Suits

Suit f
Relative
Frequency

Diamond 13 .25
Heart 13 .25
Club 13 .25
Spade 13 0.25

52 1.00

Table 9.2 Relative Frequency
Distribution of Grades

Grade f
Relative
Frequency

A 30 .15
B 60 .30
C 80 .40
D 20 .10
F 010 0.05

200 1.00
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replaced him or her, selected a student at random again, and repeated this process
for an unlimited series of sampling experiments? The answer is p 30, because
60 of the 200 equally likely outcomes are characterized by the event B (i.e.,
relative frequency 60 200 30).

9.4 Probability Distributions

The relative frequency distributions in Tables 9.1 and 9.2 each can be considered to
be probability distributions. Each distribution shows all possible outcomes (cards or
students) and identifies the event (suit or letter grade) characterizing each outcome.
The relative frequencies allow you to state the probability of randomly selecting a
card of a particular suit, or a student with a particular grade. Any relative frequency
distribution may be interpreted as a probability distribution.

As you can see, it is easy to answer a probability question when you know
the appropriate probability distribution. And this is equally true with statistical
inference, which will become increasingly apparent as you move through sub-
sequent chapters.

The ability to make statistical inferences is based on knowledge of the prob-
ability distribution appropriate to the situation.

Let’s return to the familiar case of tossing a coin and explore further the nature
of probability and probability distributions, as well as the kinds of questions that can
be asked of each. Suppose you toss the coin four times. What is the probability
of obtaining no heads at all? two heads? three heads? four heads? As with the
deck of cards, you need not toss a coin four times over an infinite number of sam-
pling experiments to answer such questions! Rather, because the behavior of an
unbiased coin is known—that is, pheads ptails 50—the theoretical probability
distribution associated with tossing a coin four times is known. It is known from a
mathematical model, called the binomial expansion, which is appropriate for dichot-
omous (two-value) variables, such as heads/tails, correct/incorrect, or present/absent.

When applied to the case of tossing a coin four times where pheads ptails 50,
the binomial expansion identifies the theoretical probability distribution in Table 9.3.
The first column in this table shows that five possible events are associated with

Table 9.3 The Probability of Tossing a
Coin Four Times: 16 Outcomes
Distributed Across Five Events

Event: Number
of Heads f

Relative
Frequency

0 1 .0625
1 4 .2500
2 6 .3750
3 4 .2500
4 01 0.0625

16 1.0000
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tossing a coin four times: You can obtain no heads, one head, two heads, three
heads, or four heads. If n stands for the number of tosses (4), then the number of
possible events is equal to n 1 5. The frequency ( f) column reports the number
of outcomes associated with a particular event, or, stated less formally, the number
of different ways the event can occur. The total number of different outcomes is 16.

The distribution of these 16 outcomes across the five events shows that some
events are considerably more likely than others. For example, there is only one way
of obtaining no heads at all—getting tails on each of the four tosses (i.e., T,T,T,T)—
so the probability of the event “0 heads” is p0heads 1 16 0625. In other words,
over many, many sampling experiments where n 4, you would expect to obtain no
heads (i.e., all tails) only about 6% of the time. In contrast, there are six different
ways of obtaining two heads: getting two heads and then two tails (H,H,T,T), getting
two tails and then two heads (T,T,H,H), and so on. The probability of the event
“two heads,” then, is p2heads 6 16 375. That is, across many sampling experi-
ments of n 4, you would expect to get two heads about 37% of the time. Common
sense has long told you that, if you toss a coin four times, you are more likely to
obtain two heads than no heads; but the underlying probability distribution clarifies
why—there simply are more ways to obtain two heads than no heads.

Figure 9.1 presents this probability distribution as a histogram, which more
vividly displays its underlying shape. Here, the horizontal axis represents the five pos-
sible events, and the height of each column corresponds to the number of outcomes
associated with the event. We have inserted the actual outcomes (e.g., T,T,T,T) for
illustrative purposes. The relative frequency, or probability, of the event appears
above each column of outcomes. For instance, Figure 9.1 shows all four outcomes
associated with the event, “3 heads,” the probability of which is equal to 4 16 25.

9.5 The OR/addition Rule

Our focus so far has been on single events in isolation. You also can ask about
the probability of two or more events together. For instance, what is the prob-
ability of obtaining no heads or four heads upon flipping a coin four times? To
obtain the total probability for the occurrence of one event or the other,

p = .3750

p = .2500 6/16 p = .2500

4/16 HTTH 4/16
p = .0625 THTH

HTTT HTHT THHH

1/16 THTT TTHH HTHH

TTHT THHT HHTH

TTTT TTTH HHTT HHHT

0 1 2

Number of heads

3

p = .0625

1/16

HHHH

4

Figure 9.1 The probability distribution of tossing a coin four times: 16 outcomes
distributed across five events.
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simply add the two separate probabilities indicated in Figure 9.1: p0heads or 4heads
0625 0625 125. Adding the probabilities of separate events to obtain an
overall probability, as in this example, illustrates a useful principle we will call
the OR/addition rule.

The probability of occurrence of either one event OR another OR another
OR . . . is obtained by adding their individual probabilities, provided the events
are mutually exclusive.

We must emphasize that the rule as stated applies only to mutually exclusive
events. That is, if any one of the events occurs, the remaining events cannot occur.
For instance, upon tossing a coin four times, you obviously cannot obtain both one
head and three tails and two heads and two tails. This simple stipulation can be
easily forgotten in practice, as in the case of the television weather forecaster who,
because there was a 50% chance of rain for both Saturday and Sunday, announced
that there was 100% chance of rain for the coming weekend (Paulos, 1988, p. 4).

Our example above—the probability of obtaining no heads or four heads—is a
rather straightforward application of the OR/addition rule. The language of prob-
ability typically is more subtle. Let’s consider several examples, staying with the
probability distribution shown in Figure 9.1.

What is the probability of obtaining at least three heads?
The condition of “at least three heads” is satisfied if you obtain either three
heads or four heads. The probability of obtaining at least three heads is there-
fore p3heads p4heads 25 0625 3125

What is the probability of obtaining no more than one head?
The reasoning is similar here, although now you are on the other side of the
probability distribution. Because either no heads or one head satisfies this condi-
tion, the probability of obtaining no more than one head is p0heads p1head
0625 25 3125

What is the probability of an event as rare as four heads?
To determine this probability, first you must acknowledge that obtaining four
heads is just as “rare” as obtaining no heads, as the symmetry of Figure 9.1
testifies. Thus, both sides of the probability distribution are implicated by the
language of this question, and, consequently, you must add the separate proba-
bilities. The probability of an event as rare as four heads is p0heads p4heads
0625 0625 125.

What is the probability of an event as extreme as three heads?
This question similarly involves both sides of the probability distribution, insofar
as no heads is just as “extreme” as four heads, and one head is just as extreme as
three heads. (That is, “as rare as” and “as extreme as” are synonymous.) The
probability of an event as extreme as three heads is p0heads p1head p3heads
p4heads 0625 25 25 0625 625.

One-Tailed Versus Two-Tailed Probabilities

These four examples illustrate an important distinction in probability. When deter-
mined from only one side of the probability distribution, the probability is said to be
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a one-tailed probability, as in and . But as you saw in and , the appropriate
probability sometimes calls on both sides of the probability distribution. In these si-
tuations, the probability is said to be a two-tailed probability.2

The relevance of this distinction goes well beyond tossing coins. As you will
learn in chapters to come, the nature of one’s research question determines
whether a one-tailed or a two-tailed probability is called for when conducting tests
of statistical significance.

9.6 The AND/Multiplication Rule

The AND/multiplication rule is applied when you are concerned with the joint
occurrence of one event and another, rather than one or the other. Here, the sepa-
rate probabilities are multiplied rather than added.

You already know, for example, that the probability of tossing a coin four
times and obtaining four heads is pH H H H 0625 Slightly rephrased, this is the
probability of obtaining heads on the first toss and on the second toss and on
the third toss and on the final toss. Because p heads 50 for each toss, the prob-
ability of obtaining heads on every toss is .50× 50× 50× 50 0625

The probability of the joint occurrence of one event AND another AND another
AND . . . is obtained by multiplying their separate probabilities, provided the
events are independent.

Note that the AND/multiplication rule applies only in the case of independent
events. Two events are independent if the probability of occurrence of one remains
the same regardless of whether the other event has occurred. For instance, obtain-
ing heads on the first toss has no bearing on whether heads is obtained on a sub-
sequent toss.3

As another example of the AND/multiplication rule, consider a pop quiz
comprising five multiple-choice items, each item having four options. What is
the probability that an ill-prepared student will randomly guess the correct
answer on all five questions? For any one question, the probability
of guessing correctly is 1 4 25 Therefore, the probability of guess-
ing correctly on the first question and the second question and (etc.) is
25× 25× 25× 25× 25 001 This is unlikely indeed. (To appreciate just how
unlikely this event is, imagine the theoretical student who must endure an eter-
nity of five-item pop quizzes, guessing blindly each time. A probability of .001
means that this poor soul would be expected to get all five items correct on
only 1 out of every 1000 quizzes!)

2You may also encounter the equivalent distinction, “one-sided” versus “two-sided” probability.
3This is true even if you obtained heads on, say, four successive tosses: The likelihood of obtaining
heads on the fifth toss is still .50. If you lose sight of this important principle, we fear you might fall vic-
tim to “the gambler’s fallacy”—the mistaken notion that a series of chance events (e.g., winning noth-
ing at a slot machine after 10 tries) affects the outcome of subsequent chance events (e.g., therefore
being more likely to win something on your 11th try).
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Where Both Rules Apply

Sometimes both the OR/addition and AND/multiplication rules are needed to
determine the probability of an event. There are many examples, some of which
go beyond the scope of this book. But you already have encountered one case in
which both rules operate, even though we did not present it in this light: the prob-
ability of an event that has more than one outcome associated with it. For
example, you know from Figure 9.1 that there are four outcomes associated with
the event “three heads” and that, consequently, p3heads 4 16 25 Within the
context of the OR/addition and AND/multiplication rules, you can recast this
probability as involving two steps:

Step 1 Determine the separate probability for each of the four outcomes.
The AND/multiplication rule is needed here. For example, pH,H,H,T is the
probability of obtaining heads on the first toss and heads on the second toss
and heads on the third toss and tails on the fourth toss. Because
pheads ptails 50 for each toss, pH H H T 50× 50× 50× 50 0625 This
also is the probability for the remaining outcomes: pH H T H 0625,
pH T H H 0625, and pT H H H 0625.

Step 2 Determine the total probability of the event “three heads.”
The total probability requires the OR/addition rule: pH H H T pH H T H

pH T H H pT H H H 0625 0625 0625 0625 25

9.7 The Normal Curve as a Probability Distribution

You may have noticed that Figure 9.1 somewhat resembles the familiar normal
curve, at least in broad brush strokes. In fact, the normal curve can be viewed
as a theoretical probability distribution. As you learned in Chapter 6, the nor-
mal curve is a mathematical model that specifies the relationship between area
and units of standard deviation. The relative frequencies of the normal curve,
like those of the binomial expansion, are theoretical values derived rationally
by applying the laws of probability. If a frequency distribution can be closely
approximated by a normal curve, then the relative frequency, or proportion, of
cases falling between any two points can be determined from the normal
curve table. Moreover, such a relative frequency is equivalent to a probability,
obtained from a table of theoretical values—hence, the normal curve as a theo-
retical probability distribution.

In the three problems that follow, we illustrate the use of the normal curve for
answering questions concerning the probability of events. Although we have
changed the context from a dichotomous variable (a coin toss) to a continuous vari-
able (IQ scores), you should find strong parallels in the underlying reasoning.

Imagine that you have a thumb drive containing scores on the Peabody Picture
Vocabulary Test (PPVT), a measure of receptive vocabulary, for every eighth-grade
student in your state. These scores are normally distributed with a mean of 100 and
a standard deviation of 15 (see Figure 9.2). Further suppose that you can randomly
select a single PPVT score at the stroke of a key. Thus, the chance of being selected
is equal for all scores.
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Problem 1

What is the probability of randomly selecting a PPVT score of 115 or higher?
This problem is illustrated in Figure 9.3. Because the probability of this event

(“a score of 115 or higher”) is equivalent to the corresponding area under the
normal curve, your first task is to determine the z score for a PPVT score of 115:

z
X −X

S
115− 100

15
1 00

Now locate z 1 00 in column 3 of Table A (Appendix C), where you find the
entry .1587. Because your interest is only in the upper end of the distribution (“a score
115 or higher”), a one-tailed probability is called for. Answer: The probability of select-
ing a PPVT score of 115 or higher is .1587, or .16. In other words, if you were to ran-
domly select a PPVT score from this distribution over an unlimited number of
occasions, you would expect to obtain a score of 115 or higher about 16% of the time.4

Problem 2

What is the probability of randomly selecting a PPVT score of 91 or lower?
Because this question is concerned only with scores in the lower end of the

distribution, a one-tailed probability is once again called for. We illustrate this in
Figure 9.4. The needed z score is:

z
91− 100

15
− 60

100 115 130 145857055X:
0 +1.00 +2.00 +3.00–1.00–2.00–3.00z:

Figure 9.2 The normal distribution of scores for the Peabody Picture Vocabulary Test
(PPVT):X 100, S 15.

100X: 115
0z: +1.00

.1587

Probability = shaded area = .1587

Figure 9.3 The normal curve as a
probability distribution: probability
of selecting a student with a PPVT
score of 115 or higher.

4This assumes that the selected score is “replaced” on each occasion.
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Locate z 60 in column 3 of Table A. (Remember, the symmetry of the normal
curve allows you to ignore the negative sign.) The entry is .2743. Answer: The prob-
ability of selecting a PPVT score of 91 or lower is .2743, or .27.

Problem 3

What is the probability of randomly selecting a PPVT score as extreme as 70?
The language of this question (“as extreme as”) calls for a two-tailed probability.

First, obtain the z score for a PPVT score of 70:

z
70− 100

15
− 2 00

Table A tells you that this score marks the point beyond which .0228 of the area
lies, as the left side of Figure 9.5 illustrates. But because a z of 2 00 (a PPVT score
of 130) is just as “extreme” as a z of − 2 00 (a PPVT score of 70), you must apply the
OR/addition rule to obtain the correct, two-tailed probability: 0228 0228 0456.
Answer: The probability of randomly selecting a PPVT score as extreme as 70 is .0456,
or .05.

9.8 “So What?”—Probability Distributions
as the Basis for Statistical Inference

Fortunately, the substantive questions that you will explore through research are
considerably more interesting than coin tossing and card drawing. Nevertheless,
behind every substantive conclusion lies a statistical conclusion (Section 1.4),
and behind every statistical conclusion is a known probability distribution. For
Professor Spector (Section 9.1) to conclude from her test-familiarity results that

100X:
0

91
–.60z:

.2743

Probability = shaded area = .2743

Figure 9.4 Probability of selecting
a student with a PPVT score of 91
or lower.

X: 130
+2.00

100
0

70
–2.00z:

.0228 .0228

Probability = shaded area = .0228 + .0228 = .0456

Figure 9.5 Probability of selecting
a student with a PPVT score as
extreme as 70.
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there “really” is a difference between experimental and control group subjects in test
performance, she must determine the probability of obtaining a difference as large as
her sample result on the basis of chance alone. She does this by making a few calcula-
tions and then consulting the relevant probability distribution. You will see in sub-
sequent chapters how this is done, but the formulas and logic build directly on what
you have learned in this chapter.

9.9 Summary

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

p

Statistical inference is the problem of making conclu-
sions that take into consideration the influence of ran-
dom sampling variation. Random sampling variation
refers to the differences in outcome that characterize
results that vary in accordance with the “luck of
the draw,” where chance factors determine who is to
be included in the sample that is obtained. The key
to solving problems of statistical inference is to answer
the question, “What kind of sample results can be
expected from the operation of chance alone?” This, in
turn, depends on the study of probability.

Probability expresses the degree of assurance in
the face of uncertainty. The probability of an event is
the proportion of times you would expect the event to
occur in an infinitely long series of identical sampling
experiments. If all possible outcomes are equally likely,
the probability of an event equals the proportion of
possible outcomes that fit, or favor, the event.

A theoretical probability distribution is a relative
frequency distribution that shows all possible outcomes
and identifies the event characterizing each outcome. A
theoretical probability distribution is based on a mathe-
matical model, such as the binomial expansion and the

normal curve. Thus, knowing the relevant probability
distribution allows you to state the probability of an
event—obtaining a certain number of heads upon toss-
ing a coin four times, or randomly selecting from a nor-
mal distribution a score as rare as X—without having to
suffer an unlimited number of sampling experiments.

There are two basic rules of probability: the
OR/addition rule and the AND/multiplication rule.
The first states that the probability of occurrence of
event A or B or . . . is the sum of their individual
probabilities, provided that the events are mutually
exclusive. The second states that the probability of
occurrence of events A and B and . . . is the product
of their individual probabilities, provided the events
are independent. For some situations there is more
than one outcome associated with a particular event,
and in such cases both rules are used to arrive at the
final probability.

An important distinction is that between a one-
tailed and a two-tailed probability. A one-tailed prob-
ability is based on only one side of the probability
distribution, whereas a two-tailed probability is based
on both sides.

sample
population
sampling variation
statistical inference
probability theory
sampling experiment
outcomes
probability distributions
probability of an event

theoretical probability distribution
outcomes versus events
OR/addition rule
mutually exclusive events
one-tailed versus two-tailed probability
AND/multiplication rule
independent events
normal curve as a theoretical probability
distribution
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Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* In an education experiment, a group of students is randomly divided into two groups.
The two groups then receive different instructional treatments and are observed for dif-
ferences in achievement. Why would the researcher feel it necessary to apply “statistical
inference” procedures to the analysis of the observations?

2. Imagine that you toss an unbiased coin five times in a row and heads turns up every time.

(a) Is it therefore more likely that you will get tails on the sixth toss? (Explain.)

(b) What is the probability of getting tails on the sixth toss?

3.* Six iPads, three flat-screen TVs, and one laptop are given out as door prizes at a local
club. Winners are determined randomly by the number appearing on the patron’s admis-
sion ticket. Suppose 300 tickets are sold (and there are no no-shows). What is the prob-
ability that a particular patron will win (round to four decimal places, where needed):

(a) a door prize of some kind?

(b) the laptop?

(c) an iPhone?

(d) a flat-screen TV?

4.* The following question is asked on a statistics quiz: If one person is selected at random out of
a large group, what is the probability that he or she will have been born in the month begin-
ning with the letter J? Jack Sprat reasons that because three of the 12 months begin with the
letter J, the desired probability must be equal to 3/12, or .25. Comment on Jack’s reasoning.

5. A student is selected at random from the group of 200 represented in the table below.

Sex of Student

Course
Grade Male Female Total

A 18 12 30
B 30 30 60
C 53 27 80
D 12 8 20
F 7 3 10

f 120 80 200

Using the basic rule given in Section 9.3, determine the probability of selecting:

(a) an F student.

(b) a female.

(c) a female B student.

(d) a male with a grade below C.

6.* Because a grade of F is one of five possible letter grades, why isn’t 1/5, or .20, the
answer to Problem 5a?

7. Suppose you make three consecutive random selections from the group of 200 students
in Problem 5. After each selection, you record the grade and sex of the student selected
and replace him or her back in the group before making your next selection. First,
determine the following three probabilities for a single selection: the probability of a
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male B student, a male A student, a female student. Now, apply the appropriate rule(s) to
these probabilities to determine the probability that:

(a) the first selection is a male with a grade of at least B.

(b) the second selection is a male with a grade of B or a female.

(c) the first selection is a male B student and the second selection is a female.

(d) all three selections are males with a grade of B or better.

8. What is the distinction, if any, between a relative frequency distribution and a probability
distribution? (Explain.)

9.* Two fair dice are rolled.

(a) What is the probability of an even number or a 3 on the first die?

(b) What is the probability of an even number on the first die and a 3 on the second?

10.* In which of the following instances are the events mutually exclusive?

(a) Obtaining heads on the first toss of a coin and tails on the second toss.

(b) Being a male and being pregnant.

(c) As an undergraduate student, being an education major and being a psychology
major.

(d) Obtaining a final grade of A and obtaining a final grade of C for your first course in
statistics.

(e) Obtaining three aces in two consecutive hands dealt each time from a complete,
well-shuffled deck of playing cards.

(f) Disliking rock music and attending a rock concert.

(g) Obtaining a 3 and an even number on a single roll of a die.

(h) Winning on one play of a slot machine and winning on the very next play.

(i) Being 15 years old and voting (legally) in the last national election.

11. For each of the instances described in Problem 10, indicate whether the events are
independent.

12. Events A and B are mutually exclusive. Can they also be independent? (Explain.)

13.* A slot machine has three wheels that rotate independently. When the lever is pulled, the
wheels rotate and then come to a stop, one by one, in random positions. The circum-
ference of each wheel is divided into 25 equal parts and contains four pictures each of six
different fruits and one picture of a jackpot label. What is the probability that the following
will appear under the window on the middle wheel:

(a) a jackpot label?

(b) an orange?

(c) any fruit?

14. Suppose you pull the lever on the slot machine described in Problem 13. What is the
probability that:

(a) either an orange or a lemon or a jackpot label will appear on the middle wheel?

(b) a jackpot label will appear on all three wheels?

(c) cherries will appear on all three wheels?

15.* You make random guesses on three consecutive true–false items.

(a) List the way(s) you can guess correctly on exactly two out of the three items.

(b) What is the probability of guessing correctly on the first two items and guessing
incorrectly on the third item?
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(c) What is the probability of guessing correctly on exactly two out of the three items?

(d) List the way(s) you can guess correctly on all three of the items.

(e) What is the probability of guessing correctly on at least two of the three items?

16. Your statistics instructor administers a test having five multiple-choice items with four
options each. List the ways in which one can guess correctly on exactly four items on this
test. What is the probability of:

(a) guessing correctly on any one of the five items?

(b) guessing incorrectly on any one of the five items?

(c) guessing correctly on the first four items and guessing incorrectly on the fifth item?

(d) obtaining a score of exactly four correct by randomly guessing on each item?

(e) randomly guessing and obtaining a perfect score on the test?

(f) obtaining at least four correct by randomly guessing?

(g) missing all five items through random guessing?

17. You’re back on the slot machine from Problem 13. What is the probability that:

(a) an orange will appear on exactly two of the wheels?

(b) an orange will appear on at least two of the wheels?

(c) a jackpot label will appear on at least one of the wheels?

18.* The verbal subscale on the SAT (SAT-CR) has a normal distribution with a mean of 500
and a standard deviation of 100. Consider the roughly one million high school seniors who
took the SAT last year. If one of these students is selected at random, what is the prob-
ability that his or her SAT-CR score will be:

(a) 460 or higher?

(b) between 460 and 540?

(c) 680 or higher?

(d) as extreme as 680?

(e) The probability is .50 that the student’s SAT-CR score will be between what two
values?

(f) The probability is .10 that the student’s SAT-CR score will fall above an SAT-CR
score of _____?

(g) The probability is .10 that the student’s SAT-CR score will fall below an SAT-CR
score of _____?

19.* Is the probability in Problem 18d a one- or two-tailed probability? (Explain.)

20. Suppose you randomly select two students from the group in Problem 18. What is the
probability that:

(a) the first student falls at least 100 SAT-CR points away from the mean (in either
direction)?

(b) both students obtain SAT-CR scores above 700?

(c) the first student obtains a score above 650 and the second student obtains a score
below 450?

(d) both students fall above 650 or both students fall below 450?

(e) both students obtain scores as extreme as 650?
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CHAPTER 10

Sampling Distributions

10.1 From Coins to Means

Now that you have been introduced to some of the laws of chance, let’s consider
in greater detail the kinds of results that are likely to obtain from random
samples. Remember, a random sample can be thought of, in general terms, as one
for which “chance” does the selecting, as in a lottery. Although the concepts
introduced in this chapter are highly theoretical, they are a simple extension of
what you learned in the preceding chapter. Moreover, they provide the basis for
the procedures that researchers employ to take into account the effects of chance
on sample results—that is, the procedures of statistical inference. We will develop
the various concepts of this chapter within the context of a widely used test, the
Stanford-Binet Intelligence Scale.

The Stanford-Binet is normed so that the mean is 100 and the standard
deviation is 16. Thus, an IQ of 116 for a 10-year-old falls one standard deviation
above the mean of the distribution for all 10-year-olds nationally. Suppose that
you randomly select a sample of n 64 from the national population of IQ scores
of 10-year-olds and, in turn, calculate the mean IQ. You then “replace” this sam-
ple in the population, randomly select a second sample of 64, and again compute
the mean. Let’s further suppose that you repeat this process many, many times.
(Is this sounding familiar?) Chance will be operating here, just as it does when
you flip a coin, draw a card, or select an individual score from a pool of scores.
As a consequence, your sample means will differ by varying amounts from 100,
the mean IQ for the population of all 10-year-olds in the country. Because each
sample was randomly selected from this population, you would expect most of
the sample means to be fairly close to 100. But because of random sampling var-
iation, some sample means might be considerably above or considerably below
this value.

We wish to assure you that in actual practice, you will never have to
repeatedly sample a population as outlined here—even for an assignment in your
statistics class! But let’s pretend you did. What sample means would you expect
if repeated samples were taken? What is the probability of obtaining a sample
mean IQ of, say, 110 or higher? Of 90 or lower? How about a sample mean be-
tween 95 and 105? If random sampling can be assumed, such questions are easily
answered. These answers provide the key to accounting for sampling variation
when making inferences about a larger group from data obtained on a subset of
that group.

Before proceeding, notice the parallels between the questions we just posed
and those you entertained in Chapter 9. Asking about the probability of obtaining
a sample mean of 110 or higher (when you would “expect” a value of 100) is
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analogous to asking about the probability of obtaining three or more heads upon
tossing a coin four times (when you would “expect” only two heads). It also is
analogous to asking about the probability of selecting an individual score of 110 or
higher (when the mean score is 100). Although we have shifted the focus from
coins and individual scores to sample means, the underlying logic is the same.

Let’s now take a closer look at some important concepts associated with random
sampling, after which we will return to our 10-year-olds and explore the concept
of sampling distributions.

10.2 Samples and Populations

We have referred to the terms sample and population, which now we examine
more formally.

A population consists of the complete set of observations or measurements
about which conclusions are to be drawn; a sample is a part of the population.

Note that for statistical purposes, samples and populations pertain to observations,
not individuals (although this will not always be clear from the wording used). For
instance, if your concern is with measured intelligence, you will consider your
sample and the population from which it was selected to consist of IQ scores rather
than of the children from whom the IQ scores were obtained.

Furthermore, a “population” does not necessarily refer to an entire country,
an entire state, or even an entire town. A population simply refers to whatever
group you want to draw inferences about, no matter how large or how small. Thus,
for the aforementioned superintendent conducting the high school renovation
survey, the population is all taxpayers in the community. However, if for some
unfathomable reason the superintendent’s interest had been limited to taxpayers
with blue eyes, then that would have been the population!

Finally, a population may reflect a theoretical set of observations rather than
a “complete set” of observations as defined above. In her test-familiarity experiment,
Professor Spector (Section 9.1) wishes to make inferences about all students who
potentially might receive test-familiarity instruction. Theoretical populations are
typical in experimental research, where participants are randomly assigned to one of
several “treatment” conditions.1

Why is there a need to sample at all? Because in many situations it is too
expensive, impractical, or even impossible to collect every observation in the entire
population. Although the superintendent could assess the opinions of all taxpayers
in the community, considerable time and money is saved by instead surveying
a random sample of 100. And where the researcher’s population is theoretical, as
in the case of Professor Spector, there is no choice but to collect observations on
samples.

1Such assignment of participants to experimental conditions is referred to as randomization, which dif-
fers from the process of randomly selecting participants from a population. We will discuss randomiza-
tion in Chapter 14, where we present a statistical test for experimental designs.
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10.3 Statistics and Parameters

Now that the distinction between samples and populations has been made, we also
need to distinguish between values determined from sample observations and those
determined from the population.

A statistic summarizes a characteristic of a sample; a parameter summarizes a
characteristic of a population.

When you learned that 70% of the polled taxpayers in the local school district
favored the proposed renovation, you were being presented with a statistic. It
summarizes a characteristic of the sample—how these 100 taxpayers feel about the
proposed renovation. This statistic is used as an indicator, or estimate, of the corre-
sponding parameter—the percentage of all taxpayers in the community who favor
the renovation. As you can imagine, a defensible inference from statistic to para-
meter requires a careful understanding of both the sample and the population
about which generalizations are to be made. (More on this in a moment.)

Statistics and parameters are represented by different statistical symbols. The
familiar symbol,X , is actually a statistic—the mean of a sample. The corresponding
parameter, the mean of a population, is denoted by the Greek symbol μ (mu, pro-
nounced “mew”). As for variability, lowercase s represents the sample standard
deviation and σ (sigma), the standard deviation in the population.2 Logically enough,
s2 and σ2 symbolize the sample and population variances, respectively. The Pearson
correlation coefficient provides yet another example, where r denotes the sample
value and ρ (rho, pronounced “row”) the value in the population. Finally, the
sample proportion is denoted by P and the proportion in the population, by π (pi).
In each case, the sample statistic, based on a random sample, is used to estimate the
corresponding population parameter:

10.4 Random Sampling Model

The random sampling model is used to take into account chance factors—sampling
variation—when sample results are being interpreted. In this model, you assume

statistic estimates  parameter

P

r

s2 2

s

X

2In earlier chapters, we used (upper case) S to represent the standard deviation. Now that we must dis-
tinguish between sample and population, we will follow common practice and use (lower case) s to
represent the standard deviation of a sample. As you will see in Chapter 13, the formula for s departs
slightly from that for S.
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that the sample has been randomly selected from the population of interest.
The sample is studied in detail, and on the basis of the sample results (statistics)
and what is known about how chance affects random samples (probability theory),
you make inferences about the characteristics of the population (parameters).

A common problem in statistical inference, which you will encounter in the
next chapter, involves making inferences about μ from X . That is, given a mean
that you have determined from a randomly selected sample, what is your best
estimate of the mean of the corresponding population? Figure 10.1 illustrates the
application of the random sampling model to this problem. This figure easily can be
modified to represent the process of making inferences about σ from s, σ2 from s2,
ρ from r, or any parameter from the corresponding statistic.

Selecting a Random Sample

Just what is meant by a random sample? The definition of a random sample is quite
distinct from popular usage of the term random, which tends to suggest a haphazard
or poorly conceived process.

A random sample is a sample drawn from a population such that each possible
sample of the specified size has an equal probability of being selected.

This is called simple random sampling, which is like a carefully executed lottery.
Suppose you need a random sample of workers at a large paper mill for an investiga-
tion of worker morale. You could write the names of all 1000 employees on slips of
paper, stuff each slip into a small capsule, mix the capsules thoroughly in a large
barrel, and draw out a sample of 50. As you can imagine, such a process is not very
practical for most situations. Fortunately, there are easier ways to select a simple
random sample, including the use of a table of random numbers or computer
software that generates random numbers.

In random sampling, it is necessarily true that every observation (or measure-
ment) in the population has an equal opportunity of being included in the sample, as
would be the case in the sampling of mill workers. In fact, if you know that every
element of the population has not been given an equal chance of inclusion, you
also know that, strictly speaking, the sample cannot be a random sample. This
would be the case in telephone or house-to-house interviews conducted only in the
evening, which automatically eliminate people who hold night jobs.

Statistical inference

Random selection

Statistic

X

Sample of
observations

Entire population
of observations

Parameter
     = ?

Figure 10.1 The random sampling model for making an inference about μ.
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Notice that whether a sample is random depends on how it is selected, not on
the results it produces. You cannot determine whether a sample is random by
merely examining the results; you must know how the sample was obtained.
Although characteristics of random samples tend to be representative of the popu-
lation, characteristics of a particular random sample may not. Again, draw on what
you learned in the preceding chapter. If a coin were flipped four times, a perfectly
representative “sample” would consist of two heads and two tails. Yet it is possible
that chance will return all heads. Representative? No. Random? Yes.

Sometimes it is impractical to select a simple random sample, even with the
help of a computer. In these instances, shortcut methods such as systematic
sampling can be used. For example, you could form your sample of 50 mill work-
ers by selecting every 20th name from an alphabetic list of all 1000 employees.
The sample, though not truly random, might well give results close to those
obtained by random sampling. There are other variations, such as stratified ran-
dom sampling, that tend to increase the accuracy of the sample results beyond
that expected from a simple random sample (e.g., see Babbie, 1995). To keep
things clear and straightforward, we will focus on procedures flowing from simple
random sampling.

10.5 Random Sampling in Practice

Although we will assume random sampling in the remainder of this book, random
sampling in educational research is more ideal than real. When a sample is
randomly selected from a well-defined population, the inference from sample to
population is relatively straightforward. But educational researchers often (perhaps
most of the time) rely on samples that are accessible, also known as convenience
samples. Examples include college students in the department’s subject pool,
members of the community who respond to an advertisement for research
volunteers, and students attending a local school.

The use of convenience samples does not necessarily invalidate the
researcher’s data and statistical analyses, but such samples do call for a more
thorough description of the sample so that the accessible population is better
understood. The accessible population represents the population of individuals
like those included in the sample and treated exactly the same way. In a sense,
one “pretends” that the convenience sample was randomly selected from a
population—even though it really wasn’t. This population, admittedly theoretical,
is the accessible population. It is to this population that statistical inferences or
generalizations are to be made.

Unlike random sampling and related methods in which the population is known
in advance, convenience samples require the researcher (and reader) to identify the
population (i.e., the accessible population) from what is known about the sample.
Because this population can be characterized only after careful consideration of
the sample, it is the researcher’s important responsibility to thoroughly describe the
participants and the exact conditions under which the observations were obtained.
Then, armed with a clear understanding of the accessible population, researcher and
consumer alike are in a position to make judgments about the degree to which
inferences to the accessible population may apply in other situations of interest.
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10.6 Sampling Distributions of Means

We are now ready to return to our 10-year-olds from Section 10.1 and address the
fundamental question in statistical inference: What kinds of sample results are likely
to be obtained as a result of random sampling variation?

You will recall that for the national population of 10-year-olds, the mean
Stanford-Binet IQ score is μ 100 and the standard deviation is σ 16. Suppose that
your first random sample of size n 64 produces a sample mean ofX1 103 70. (The
subscript indicates that this mean is from the first sample.) You record this mean, re-
place the sample in the population, and select a second sample of n 64. This sample
mean is X2 98 58, which you dutifully record. You continue to repeat this
exercise again and again, as illustrated in the top half of Figure 10.2. If you were to
repeat these sampling experiments indefinitely (a theoretical proposition, to be sure),
and if all sample means were cast into a relative frequency distribution, you would
have a sampling distribution of means. We show this in the bottom half of Figure 10.2.

A sampling distribution of means is a probability distribution. It is the relative
frequency distribution of means obtained from an unlimited series of sampling
experiments, each consisting of a sample of size n randomly selected from the
population.

X: 104100

    = 100
    = 16

  
X
 = 100

  
X
 = 2

96 98 102 10694

etc.

Population of IQ scores,
10-year-olds

Sample
1

X1 = 103.70

n = 64 Sample
2

X2 = 98.58

Sample
3

X3 = 100.11

Figure 10.2 Development of the sampling distribution of means for sample size n 64.
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As you see, the sampling distribution of means in Figure 10.2 follows the
normal curve, with sample means clustering around the population mean (μ 100)
and tapering off in either direction. We will explore these properties in a moment.

Of course, it is impossible to actually produce the distribution in Figure 10.2
because an infinity of sampling experiments would be necessary. Fortunately for
us all, mathematicians have been able to derive its defining characteristics—mean,
standard deviation, and shape—and therefore can state what would happen if an
infinite series of random sampling experiments were conducted. And by knowing the
sampling distribution, you are in a position to answer the fundamental question
posed at the beginning of this section: What kinds of sample results are likely to be
obtained as a result of random sampling variation?

10.7 Characteristics of a Sampling Distribution of Means

Any sampling distribution of means can be characterized by its mean, standard
deviation, and shape.

The Mean of a Sampling Distribution of Means

Symbolized by μX, the mean of a sampling distribution of means will be the same
as the mean of the population of scores (μ):

The mean of a sampling
distribution of means

μX μ 10 1

This perhaps agrees with your intuition. By chance, some of the sample means will
fall above μ (perhaps considerably so). But chance plays no favorites. With an infi-
nite number of samples, the sample means falling below μ balance those falling
above, resulting in a mean for the entire distribution of means equal to μ.

The Standard Deviation of a Sampling Distribution of Means

The standard deviation of means in a sampling distribution is known as the stan-
dard error of the mean, symbolized by σX . It reflects the amount of variability
among the sample means—that is, sampling variation. Note that the term standard
error is used in place of standard deviation. This serves notice that σX is the stan-
dard deviation of a special type of distribution—a sampling distribution.

Calculating σX requires only σ and n:

Standard error of the mean

σX
σ
n

10 2

For the example illustrated in the bottom half of Figure 10.2, σ 16 and n 64.
Therefore, the standard error of the mean is

σX
σ
n

16

64

16
8

2
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Several important insights can be gained from a closer look at Formula
(10.2).3 First, σX depends on the amount of variability in the population (σ).
Because σ is in the numerator, a more variable population will result in a larger
standard error of the mean.

Second, σX depends on the size of the samples selected. Consequently, there
is not just a single sampling distribution of means for a given population; rather,
there is a different one for every sample size. That is, there is a family of sampling
distributions for any given population. We show two members of this family in
Figure 10.3, superimposed on the population distribution.

Third, because n appears in the denominator of Formula (10.2), the standard
error of the mean becomes smaller as n is increased. That is, the larger the sam-
ple size, the more closely the sample means cluster around μ (see Figure 10.3).
This, too, should agree with your intuition. For example, chance factors make it
easy for the mean of an extremely small sample of IQs (e.g., n 3) to fall far
above or far below the μ of 100. But in a much larger sample, there is con-
siderably more opportunity for chance to operate “democratically” and balance
high IQs and low IQs within the sample, resulting in a sample mean closer to μ.
Again the parallel in flipping a coin: You would think nothing of obtaining only
heads upon flipping a coin twice (n 2), but you would be highly suspicious if
you flipped the coin 100 times (n 100) and saw only heads.4

The Shape of a Sampling Distribution of Means

According to statistical theory, if the population of observations is normally
distributed, a sampling distribution of means that is derived from that population
also will be normally distributed. Figure 10.3 illustrates this principle as well.

Population
distribution of scores
(mean =    , standard deviation =   )

Sampling distribution of
means based on n = 9
(mean =    , standard error =   /   9)

Sampling distribution of
means based on n = 3
(mean =    , standard error =   /   3)

Figure 10.3 Population of scores and sampling distribution of means for n 3 and n 9.

3Strictly speaking, Formula (10.2) is not quite right if the population is limited and samples are drawn
without replacement (i.e., no individual can appear in a sample more than once). In practice, this is not
a problem when n is less than 5% of the population—which almost always is the case in behavioral
research.
4You’d probably suspect deceit well before the 100th toss! With only five tosses, for example, the prob-
ability of obtaining all heads is only 5× 5× 5× 5× 5 03 (right?).
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But what if the population distribution doesn’t follow the normal curve?
A remarkable bit of statistical theory, the central limit theorem, comes into play:

Sampling distributions of means tend toward a normal shape as the sample size
increases, regardless of the shape of the population distribution from which the
samples have been randomly selected.

With many populations, the distribution of scores is sufficiently normal that little
assistance from the central limit theorem is needed. But even when the popula-
tion of observations departs substantially from a normal distribution, the sampling
distribution of means may be treated as though it were normally distributed if n is
reasonably large. What is “reasonably” large? Depending on the degree of non-
normality of the population distribution, 25 to 30 cases is usually sufficient.

Figure 10.4 illustrates the tendency of sampling distributions of means to
approach normality as n increases. Two populations of scores are shown in Figure
10.4a: one rectangular, the other skewed positively. In Figure 10.4b, the sampling
distributions appear for samples based on n 2. Notice that the shapes of
these distributions differ from those of their parent populations of scores and that
the difference is in the direction of normality. In Figure 10.4c, where n 25, the
sampling distributions bear a remarkable resemblance to the normal distribution.

(a)
Population
of scores

(b)
Sampling distribution
of means (sample size = 2)

(c)
Sampling distribution
of means (sample size = 25)

     X      X

     X      X

Figure 10.4 Illustration of the central limit theorem.
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The importance of the central limit theorem cannot be overstated. Because of the
central limit theorem, the normal curve can be used to approximate the sampling
distribution of means in a wide variety of practical situations. If this were not so, many
problems in statistical inference would be very awkward to solve, to say the least.

10.8 Using a Sampling Distribution of Means to Determine Probabilities

The relevant sampling distribution of means gives you an idea of how typical or
how rare a particular sample mean might be. Inspection of Figure 10.2, for exam-
ple, reveals that a mean of 101 for a random sample of 64 IQs could easily occur,
whereas a sample mean of 106 is highly unlikely. For purposes of statistical infer-
ence, however, more precision is required than is afforded by such phrases as
“could easily occur” and “is highly unlikely.” That is, specific probabilities are
needed. These probabilities are readily found in sampling distributions, for all
sampling distributions are probability distributions: They provide the relative
frequencies with which the various sample values occur with repeated sampling
over the long run.

The four problems that follow illustrate the use of a sampling distribution of
means for answering probability questions fundamental to the kinds that you will
encounter in statistical inference. The logic underlying these problems is identical to
the logic behind the eight problems in Chapter 6, where you used the normal curve
to determine area when a score was known (Section 6.6) and to determine a score
when area was known (Section 6.7). The only difference is that your earlier concern
was with an individual score, whereas now it is with a sample mean. (We encourage
you to revisit the Chapter 6 problems before continuing.)

For each problem that follows, the population is the distribution of Stanford-
Binet IQ scores for all 10-year-olds in the United States (μ 100, σ 16). Assume
that you have ra1ndomly selected a single sample of n 64 from this population of
observations.5

Problem 1

What is the probability of obtaining a sample mean IQ of 105 or higher?
Let’s first clarify this question by recalling that the probability of an event is

equal to the proportion of all possible outcomes that favor the event (Section 9.3).
The question above, then, can be rephrased as follows: What proportion of all pos-
sible samples of n 64 have means of 105 or higher? The sampling distribution of
means provides you with the theoretical distribution of all possible samples
of n 64. Your task is to determine the area in this sampling distribution above
X 105. We present the solution to this problem in three steps.

Step 1 Calculate the standard error of the mean:

σX
σ
n

16

64

16
8

2

5The population of Stanford-Binet IQ scores is reasonably normal. But even if it were not, you are
assured by the central limit theorem that, with n 64, the underlying sampling distribution is—at least
enough to use the normal curve as an approximation of the sampling distribution.
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Step 2 Because you will use the normal curve to approximate the sampling distri-
bution of means, you now must restate the location of the sample mean of
105 as a z score. Recall from Formula (6.1) that a z score is obtained by
subtracting a mean from a score and dividing by a standard deviation:

z
X −X

S

In a sampling distribution of means, the sample mean is the “score,” the
population mean is the “mean,” and the standard error of the mean is
the “standard deviation.” That is:

z score for a sample mean

z
X − μ
σX

10 3

In the present example,

z
X − μ
σX

105− 100
2

2 50

This value of z tells you that the sample mean, X 105, falls two and a
half standard errors above the mean of the population, μ 100 (see
Figure 10.5).

Step 3 Locate z 2 50 in column 3 of Table A (Appendix C), where you find that
the area beyond this value is .0062. Thus, in repeated random sampling
(n 64), the proportion of times you would obtain a sample mean IQ of
105 or higher is .0062. (Stated differently, under these conditions you would
expect to obtain a sample mean of 105 or higher in only 62 of every 10,000
random samples you drew. Unlikely, indeed!) Answer: The probability of
obtaining a sample mean IQ of 105 or higher is .0062.

Problem 2

What is the probability of obtaining a sample mean IQ that differs from the popula-
tion mean by 5 points or more?

This problem, unlike the preceding one, calls for a two-tailed probability
because the sample mean can be at least 5 points below or above μ 100. You

X: 105
+2.50

100
z:

Area = .0062

   
X
 = 100

   
X
 = 2

Figure 10.5 Finding the proportion of sample means that differ from the population mean
beyond a given value.
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already know that z 2 50 for an IQ of 105 and that the area beyond 105 is
.0062. (Note that because σ and n are the same as in Problem 1, σX has not chan-
ged.) Because 95 is as far below μ as 105 is above μ, the z score for 95 is −2.50.
And because the normal curve is symmetric, the area beyond 95 also is .0062 (see
Figure 10.6). To find the required probability, simply employ the OR/addition
rule and double the area beyond 105: 0062 0062 0124. Answer: The prob-
ability of obtaining a sample mean IQ that differs from the population mean by 5
points or more is .0124.

Problem 3

What sample mean IQ is so high that the probability is only .05 of obtaining one as
high or higher in random sampling?

The process is now reversed: You are given the probability and must determine
the sample mean. From Table A, find the z score beyond which only .05 of the area
under the normal curve falls. This is a z of 1.65. The algebraic sign is positive
because you are interested only in the right-hand side of the sampling distribution—
“as high or higher.” (As you see from Table A, the precise z value sits somewhere
between the two tabled values, 1.64 and 1.65. We go with the larger, more conser-
vative, of the two.)

The desired sample mean, then, must be 1.65 standard errors above μ 100.
Now convert the z score back to a sample mean. From Formula (10.3), it follows
thatX μ zσX .

6 Therefore:

X μ zσX

100 1 65 2

100 3 3

103 3

Thus, with unlimited random sampling (n 64) of the population of Stanford-
Binet IQ scores, you would expect only 5% of the sample means to be 103.3 or
higher (see Figure 10.7). Answer: Obtaining a sample mean IQ of 103.3 or higher
carries a probability of .05.

X: 105
+2.50

10095
–2.50z:

Area = .0062Area = .0062

5 IQ
points

5 IQ
points

   
X
 = 100

   
X
 = 2

Figure 10.6 Finding the proportion of sample means that differ from the population mean
by more than a given amount.

6Need help? Multiply both sides of Formula (10.3) by σX , which gives you zσX X − μ. Now add μ to
both sides (and rearrange the terms) to get X μ zσX .
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Problem 4

Within what limits would the central 95% of sample means fall?
If 95% of the sample means are to fall in the center of the sampling distribution,

the remaining 5% must be divided equally between the two tails of the distribution.
That is, 2.5% must fall above the upper limit and 2.5% below the lower limit
(see Figure 10.8). Your first task, then, is to determine the value of z beyond which
.025 of the area under the normal curve is located. From Table A, you find that this
value is z 1 96. Now solve for the lower (XL) and upper (XU) limits:

Answer: The central 95% of sample means fall between 96.08 and 103.92. With a sin-
gle random sample (n 64), the probability therefore is .95 of obtaining a sample
mean between these limits. You may not be surprised to learn that the probability is
.05 of obtaining a sample mean beyond these limits.

10.9 The Importance of Sample Size (n)

As you just saw, the vast majority—95%—of all possible sample means in Problem 4
would be within roughly 4 points of μ when n 64. From Formula (10.2) and Figure
10.3, you know that there would be greater spread among sample means when n is
smaller. Let’s recompute the lower and upper limits of the central 95% of sample
means, but this time based on an unrealistically small sample size of n 4.

+1.96
103.92

0

95%
of means

–1.96
96.08X:

Area = .025Area = .025

z:

   
X
 = 100

   
X
 = 2

Figure 10.8 Finding the centrally
located score limits between which a
given proportion of sample means
will fall.

z: +1.65
103.3

0
X:

Area = .05

   
X
 = 100

   
X
 = 2

Figure 10.7 Finding the value
beyond which a given proportion of
sample means will fall.

zL 1 96

XL μ zLσX
100 1 96 2

100 3 92

96 08

zU 1 96

XU μ zUσX
100 1 96 2

100 3 92

103 92
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Predictably, the standard error of the mean is much larger with this reduc-
tion in n:

σX
σ
n

16

4

16
2

8

Now plug in the new σX to obtain the lower (XL) and upper (XU) limits:

Rather than falling within roughly 4 points of μ (Problem 4), 95% of all possible
sample means now fall between 84.32 and 115.68—almost 16 (!) points to either side
of μ. Again, sample means spread more about μ when sample size is small, and,
conversely, they spread less when sample size is large.

Table 10.1 shows the degree of sampling variation for different values of n
where μ 100 and σ 16. For the largest sample size (n 256), 95% of all possible
sample means will fall fewer than 2 points from μ. This table illustrates an important
principle in statistical inference:

As sample size increases, so does the accuracy of the sample statistic as an
estimate of the population parameter.

We will explore this relationship further in subsequent chapters.

Table 10.1 Sampling Variation Among Means for
Different Values of n (μ 100, σ 16)

n σX
Central 95% of Possible

Sample Means

4
16

4
8 0 84.32 − 115.68

16
16

16
4 0 92.16 − 107.84

25
16

25
3 2 93.73 − 106.27

64
16

64
2 0 96.08 − 103.92

100
16

100
1 6 96.86 − 103.14

256
16

256
1 0 98.04 − 101.96

zL 1 96

XL μ zLσX
100 1 96 8

100 15 68

84 32

zU 1 96

XU μ zUσX
100 1 96 8

100 15 68

115 68
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10.10 Generality of the Concept of a Sampling Distribution

The focus so far has been on the sampling distribution of means. However, the
concept of a sampling distribution is general and can apply to any sample statistic.
Suppose that you had determined the median Stanford-Binet IQ, rather than the
mean, from an unlimited number of random samples of 10-year-olds. The relative
frequency distribution of sample medians obtained for such a series of sampling
experiments would be called, reasonably enough, a sampling distribution of med-
ians. And if you were to compute the Pearson r between the same two variables
in an infinite series of random samples, you would have a sampling distribution of
correlation coefficients. In general terms:

A sampling distribution of a statistic is the relative frequency distribution of that
statistic, obtained from an unlimited series of identical sampling experiments.

Of course, for the sampling experiments to be identical, the sample size must
remain the same and the samples must be selected (with replacement) from the
same population.

For the present, we will continue to develop concepts and procedures of
statistical inference as applied to the problems involving single means. When we
later turn to inferences about other population parameters, such as the difference
between two means or the correlation coefficient, you will find that the general
principles now being developed still apply, though the details may differ.

10.11 Summary

The assumption of random sampling underlies most
inference procedures used by researchers in the beha-
vioral sciences, and it is the random sampling model
that is developed in this book. Even though the sam-
ples used in educational research are often not ran-
domly selected, the application of inference procedures
that assume random sampling can be very useful, pro-
vided the interpretation is done with care.

Three concepts are basic to the random sampling
model:

1. Population—the set of observations about which
the investigator wishes to draw conclusions. Popu-
lation characteristics are called parameters.

2. Sample—a part of the population. Sample charac-
teristics are called statistics.

3. Random sample—a sample so chosen that each
possible sample of the specified size (n) has an
equal probability of selection. When this condi-
tion is met, it is also true that each element of
the population will have an equal opportunity
of being included in the sample.

The key question of statistical inference is, “What
are the probabilities of obtaining various sample
results under random sampling?” The answer to this
question is provided by the relevant sampling distribu-
tion. This could be a sampling distribution of sample
means, medians, correlations, or any other statistic. All
sampling distributions are probability distributions.

The sampling distribution of means is the relative
frequency distribution of means of all possible sam-
ples of a specified size drawn from a given population.
The mean of the sampling distribution of means is
symbolized by μX and is equal to μ. The standard
deviation of this distribution (called the standard
error of the mean) is symbolized by σX and is equal to
σ n. The formula for σX shows that sampling varia-
tion among means will be less for larger samples than
for smaller ones. The shape of the distribution will be
normal if the population is normal or, because of the
central limit theorem, if the sample size is relatively
large. Consequently, the normal curve can be used as
a mathematical model for determining the prob-
abilities of obtaining sample means of various values.
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Reading the Research: Standard Error of the Mean

Baker et al. (2000) reported the mean reading and math scores for subgroups of
eighth-grade Hispanic students from across the nation. For each subgroup mean,
these authors also presented the accompanying standard error (SE). One clearly
sees that larger ns are associated with smaller SEs, and, conversely, smaller ns are
found with larger SEs. For example, the relatively small sample of Cuban students
(n 35) has a SE roughly eight times larger than the SE for the sizable sample of
Mexican students (n 1571). There simply is greater “sampling variation” for
small samples in comparison to large samples. Consequently, the reading and
math means for the smaller sample of Cuban students are less precise estimates of
the population means (i.e., the reading and math performance of all Cuban eighth
graders in the United States) than is the case for the larger sample of Mexican
students. You will see the implications of the standard error of the mean more
clearly in Chapter 12, where we discuss interval estimation.

Case Study: Luck of the Draw

The No Child Left Behind Act (NCLB) requires public schools in each state to
administer standardized tests in the core subject areas of reading and mathematics. By
the 2007–2008 school year, science exams are to be added to the mix. Many states test
in other domains as well. For instance, Missouri and Rhode Island administer assess-
ments in health and physical education, and Kentucky tests in the arts. Several states
administer social studies exams. There are, of course, many benefits of state testing
programs. But they also can be expensive ventures in terms of both time and money.

What if a state desired to expand its assessment program to include an addi-
tional test in, say, the arts? Suppose further that this state, in an effort to minimize
costs and inconvenience, decided to test only a sample of schools each year. That is,
rather than administer this additional test in every school, a random sample of 300
schools is selected to participate in the state arts assessment. The state’s interest here
is not to hold every school (and student) accountable to arts performance standards;
rather, it is to track general trends in statewide performance. Such information could
be used to identify areas of relative strength and weakness and, in turn, guide state-
sponsored reform initiatives. Testing students in a representative sample of schools
(rather than every school) is quite consistent with this goal.

Using this approach, would the mean performance, based on this sample of 300
schools, provide a sound basis for making an inference about the performance of
all schools in the state? What is the likelihood that, by chance, such a sample would
include a disproportionate number of high-scoring (or low-scoring) schools, thereby
misrepresenting the population of all schools?

To explore such questions, we created a data set containing statewide arts
assessment results for 1574 elementary schools. Data were available on the percen-
tage of students performing at the proficient level or above (a variable we call

Source: Baker, B. D., Keller-Wolff, C., & Wolf-Wendel, L. (2000). Two steps forward, one step back:
Race/ethnicity and student achievement in education policy research. Educational Policy, 14(4),
511–529.
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PROFIC). We then calculated the mean and standard deviation of PROFIC, obtain-
ing μ 78 39 and σ 14 07. That is, the average third-grade school in this state had
slightly more than 78% of its third graders scoring proficient or higher, with a
standard deviation of about 14 percentage points. Notice our use of μ and σ,
because we have population data (i.e., all third-grade schools in this state).

Let’s return to our basic question: Is the mean, based on a random sample of
n 300 schools, a sound basis for making an inference about the population
of schools in this state? Because we know that σ 14 07, we can use Formula
(10.2) to determine the standard error of the mean:

σX
σ
n

14 07

300

14 07
17 33

81

This tells us the amount of sampling variation in means that we would expect, given
unlimited random samples of size n 300. Now, because we know that μ 78 39, we
also can determine the central 95% of all sample means that would obtain with re-
peated sampling of this population:

Thus, we see that the lion’s share of random samples—95%—would fall within a
mere point and a half (1.59, to be precise) of the population mean. Stated more
formally, the probability is .95 that the mean performance of a random sample of
300 schools will fall within 1.59 points of the mean performance of all schools. In
this case, a mean based on a random sample of 300 schools would tend to esti-
mate the population of schools with considerable accuracy!

Imagine that the goal in this state is that the statewide average PROFIC score
will be at least 80%. Given μ 78 39, which falls slightly short of this goal, what is
the probability that a random sample of 300 schools nevertheless would result in a
mean PROFIC score of 80% or higher? (This outcome, unfortunately, would lead
to premature celebration.) The answer is found by applying Formula (10.3):

z
X − μ
σX

80 00− 78 39
81

1 99

Although it is possible to obtain a sample mean of 80% or higher (when μ 78 39), it
is highly unlikely: This outcome corresponds to a z score of 1.99, which carries a
probability of only .0233. It is exceedingly unlikely that a random sample of 300
schools would lead to the false conclusion that the statewide goal had been met.

As a final consideration, suppose that a policymaker recommends that only
100 schools are tested, which would save even more money. As you know, redu-
cing n will increase the standard error of the mean: With n 100, the standard
error increases to σX 1 41, and the central 95% of all possible sample means
now extends from 75.63 to 81.15. Witness the tradeoff between precision and cost:
With a smaller sample, one gets a wider range of possible means. Similarly, there

zL 1 96

XL μ zLσX

78 39 1 96 81

78 39 1 59

76 80

zU 1 96

XU μ zUσX

78 39 1 96 81

78 39 1 59

79 98
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would be a greater probability (.0793) of wrongly concluding, on the basis of a
single sample, that the statewide goal of 80% had been met—a fact you can verify
by plugging the new σX into Formula (10.3).

We should emphasize that, because we already know μ, this case study is
rather unrealistic. In actual practice, the state would have only the random sample
of 300 schools and, from this, make a reasoned conclusion about the likely perfor-
mance of all schools—had all schools been tested. But by engaging you in our fan-
tasy, we are able to show you how close such a sample mean would be to the
population mean it is intended to estimate.

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

μX σX XL XU zL zU

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* “The average person on the street is not happy,” or so claimed the newscaster after
interviewing patrons of a local sports bar regarding severe sanctions that had been
imposed on the state university for NCAA infractions.

(a) What population does the newscaster appear to have in mind?

(b) What is the sample in this instance?

(c) Do you believe this sample is representative of the apparent population? If not,
in what ways might this sample be biased?

2. After considering the sampling problems associated with Problem 1, your friend deci-
des to interview people who literally are “on the street.” That is, he stands on a down-
town sidewalk and takes as his population passersby who come near enough that he
might buttonhole them for an interview. List four sources of bias that you believe might
prevent him from obtaining a truly random sample of interviewees.

3.* A researcher conducting a study on attitudes toward “homeschooling” has her assistant
select a random sample of 10 members from a large suburban church. The sample
selected comprises nine women and one man. Upon seeing the uneven distribution of
sexes in the sample, the assistant complains, “This sample can’t be random—it’s almost
all women!”How would you respond to the researcher’s assistant?

sampling variation
sample
population
statistic
parameter
estimate
random sampling model
random sample
simple random sampling

systematic sampling
convenience sample
accessible population
sampling distribution of means
standard error of the mean
central limit theorem
probability distribution
sampling distribution of a statistic
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4. A certain population of observations is bimodal (see Figure 3.10b).

(a) Suppose you want to obtain a fairly accurate picture of the sampling distribution
of means for random samples of size 3 drawn from this population. Suppose also
that you have unlimited time and resources. Describe how, through repeated
sampling, you could arrive at such a picture.

(b) What would you expect the sampling distribution of means to look like for sam-
ples of size 150 selected from this population? State the principle used to arrive
at your answer.

5.* Suppose you did not know Formula (10.2) for σX . If you had unlimited time and
resources, how would you go about obtaining an empirical estimate of σX for samples
of three cases each drawn from the population of Problem 4?

6. Explain on an intuitive basis why the sampling distribution of means for n 2 selected
from the “flat” distribution of Figure 10.4a has more cases in the middle than at the
extremes. (Hint: Compare the number of ways an extremely high or an extremely low
mean could be obtained with the number of ways a mean toward the center could be
obtained.)

7. What are the three defining characteristics of any sampling distribution of means?

8.* What are the key questions to be answered in any statistical inference problem?

9.* Given: μ 100 and σ 30 for a normally distributed population of observations. Sup-
pose you randomly selected from this population a sample of size 36.

(a) Calculate the standard error of the mean.

(b) What is the probability that the sample mean will fall above 92?

(c) What is the probability that the sample mean will fall more than 8 points above
the population mean of 100?

(d) What is the probability that the sample mean will differ from the population
mean by 4 points or more (in either direction)?

(e) What sample mean has such a high value that the probability is .01 of obtaining
one as high or higher?

(f) Within what limits would the central 95% of all possible sample means fall?

10.* Suppose you collected an unlimited number of random samples of size 36 from the
population in Problem 9.

(a) What would be the mean of the resulting sample means?

(b) What would be the standard deviation of the sample means?

(c) What would be the shape of the distribution of sample means? (How do
you know?)

11. A population of peer ratings of physical attractiveness is approximately normal with
μ 5 2 and σ 1 6. A random sample of four ratings is selected from this population.

(a) Calculate σX .
What is the probability of obtaining a sample mean:
(b) above 6.6?

(c) as extreme as 3.8?

(d) below 4.4?

(e) between the population mean and .5 points below the mean?

(f) no more than .5 points away from the population mean (in either direction)?
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(g) What sample mean has such a low value that the probability is .05 of obtaining
one as low or lower?

(h) What are the centrally placed limits such that the probability is .95 that the sam-
ple mean will fall within those limits?

12. Repeat Problem 11h using a sample of size 100.

(a) What is the effect of this larger sample on the standard error of the mean?

(b) What is the effect of this larger sample on the limits within which the central
95% of sample means fall?

(c) Can you see an advantage of using large samples in attempts to estimate the
population mean from the mean of a random sample? (Explain.)

13. Suppose you don’t know anything about the shape of the population distribution of rat-
ings used in Problems 11 and 12. Would this lack of knowledge have any implications
for solving Problem 11? Problem 12? (Explain.)

14.* Suppose for a normally distributed population of observations you know that σ 15,
but you don’t know the value of μ. You plan to select a random sample (n 50) and use
the sample mean to estimate the population mean.

(a) Calculate σX .

(b) What is the probability that the sample mean will fall within 5 points (in either
direction) of the unknown value of μ?

(c) What is the probability that the sample mean will fall within 2 points of μ (in
either direction)?

(d) The probability is .95 that the sample mean will fall within _____ points of μ (in
either direction).

15.* You randomly select a sample (n 50) from the population in Problem 14 and obtain a
sample mean of X 108. Remember: Although you know that σ 15, you don’t know
the value of μ.
(a) Would 107 be reasonable as a possible value for μ in light of the sample mean of

108? (Explain in terms of probabilities.)

(b) In this regard, would 100 be reasonable as a possible value of μ?

16. A population of personality test scores is normal with μ 50 and σ 10.

(a) Describe the operations you would go through to obtain a fairly accurate picture
of the sampling distribution of medians for samples of size 25. (Assume you have
unlimited time and resources.)

(b) It is known from statistical theory that if the population distribution is normal,
then

σMdn
1 253σ

n

What does σMdn stand for (give the name)? In conceptual terms, what is σMdn?

(c) If you randomly select a sample (n 25), what is the probability that the sample
median will fall above 55 (assume a normal sampling distribution)?

(d) For a normal population where μ is unknown, which is likely to be a better esti-
mate of μ: the sample mean or the sample median? (Explain.)
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CHAPTER 11

Testing Statistical Hypotheses
About μ When σ Is Known:
The One-Sample z Test

11.1 Testing a Hypothesis About μ:
Does “Homeschooling” Make a Difference?

In the last chapter, you were introduced to sampling theory that is basic to statistical
inference. In this chapter, you will learn how to apply that theory to statistical
hypothesis testing, the statistical inference approach most widely used by educational
researchers. It also is known as significance testing. We present a very simple
example of this approach: testing hypotheses about means of single populations.
Specifically, we will focus on testing hypotheses about μ when σ is known.

Since the early 1980s, a growing number of parents across the U.S.A. have opted
to teach their children at home. The United States Department of Education estimates
that 1.5 million students were being homeschooled in 2007—up 74% from 1999, when
the Department of Education began keeping track. Some parents homeschool their
children for religious reasons, and others because of dissatisfaction with the local
schools. But whatever the reasons, you can imagine the rhetoric surrounding the
“homeschooling” movement: Proponents treat its efficacy as a foregone conclusion,
and critics assume the worst.

But does homeschooling make a difference—whether good or bad? Marc
Meyer, a professor of educational psychology at Puedam College, decides to con-
duct a study to explore this question. As it turns out, every fourth-grade student
attending school in his state takes a standardized test of academic achievement
that was developed specifically for that state. Scores are normally distributed with
μ 250 and σ 50.

Homeschooled children are not required to take this test. Undaunted, Dr. Meyer
selects a random sample of 25 homeschooled fourth graders and has each child
complete the test. (It clearly would be too expensive and time-consuming to test the
entire population of homeschooled fourth-grade students in the state.) His general
objective is to find out how the mean of the population of achievement scores for
homeschooled fourth graders compares with 250, the state value. Specifically, his
research question is this: “Is 250 a reasonable value for the mean of the homeschooled
population?” Notice that the population here is no longer the larger group of fourth
graders attending school, but rather the test scores for homeschooled fourth graders.
This illustrates the notion that it is the concerns and interests of the investigator that
determine the population.
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Although we will introduce statistical hypothesis testing in the context of this spe-
cific, relatively straightforward example, the overall logic to be presented is general. It
applies to testing hypotheses in situations far more complex than Dr. Meyer’s. In
later chapters, you will see how the same logic can be applied to comparing the
means of two or more populations, as well as to other parameters such as population
correlation coefficients. In all cases—whether here or in subsequent chapters—the
statistical tests you will encounter are based on the principles of sampling and prob-
ability discussed so far.

11.2 Dr. Meyer’s Problem in a Nutshell

In the five steps that follow, we summarize the logic and actions by which Dr. Meyer
will answer his question. We then provide a more detailed discussion of this process.

Step 1 Dr. Meyer reformulates his question as a statement, or hypothesis: The
mean of the population of achievement scores for homeschooled fourth
graders, in fact, is equal to 250. That is, μ 250.

Step 2 He then asks, “If the hypothesis were true, what sample means would be
expected by chance alone—that is, due to sampling variation—if an infinite
number of samples of size n 25 were randomly selected from this popula-
tion (i.e., where μ 250)?” As you know from Chapter 10, this information
is given by the sampling distribution of means. The sampling distribution
relevant to this particular situation is shown in Figure 11.1. The mean of this
sampling distribution, μX, is equal to the hypothesized value of 250, and the
standard error, σX, is equal to

σ n 50 25 10

Step 3 He selects a single random sample from the population of homeschooled
fourth-grade students in his state (n 25), administers the achievement
test, and computes the mean score, X .

Step 4 He then compares his sample mean with all the possible samples of n 25,
as revealed by the sampling distribution. This is done in Figure 11.1, where,
for illustrative purposes, we have inserted two possible results.

Step 5 On the basis of the comparison in Step 4, Dr. Meyer makes one of two deci-
sions about his hypothesis that μ 250: It will be either “rejected” or

XBXA

Sampling distribution
of means (n = 25)

   
X

 = 250

  
X

 = 10

μ

σ

Figure 11.1 Two possible locations
of the obtained sample mean among
all possible sample means when the
null hypothesis is true.
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“retained.” If he obtainsXA, he rejects the hypothesis as untenable, forXA

is quite unlike the sample means that would be expected if the hypothesis
were true. That is, the probability is exceedingly low that he would obtain a
mean as deviant as XA due to random sampling variation alone, given
μ 250. It’s possible, mind you, but not very likely. On the other hand,
Dr. Meyer retains the hypothesis as a reasonable statement if he obtainsXB,
forXB is consistent with what would be expected if the hypothesis were true.
That is, there is sufficient probability thatXB could occur by chance alone if,
in the population, μ 250.

The logic above may strike you as being a bit backward. This is because statis-
tical hypothesis testing is a process of indirect proof. To test his hypothesis,
Dr. Meyer first assumes it to be true. Then he follows the logical implications of
this assumption to determine, through the appropriate sampling distribution, all
possible sample results that would be expected under this assumption. Finally, he
notes whether his actual sample result is contrary to what would be expected. If it
is contrary, the hypothesis is rejected as untenable. If the result is not contrary to
what would be expected, the hypothesis is retained as reasonably possible.

You may be wondering what Dr. Meyer’s decision would be were his sample
mean to fall somewhere between XA andXB. Just how rare must the sample value
be to trigger rejection of the hypothesis? How does one decide? As you will soon
learn, there are established criteria for making such decisions.

With this general overview of Dr. Meyer’s problem, we now present a more
detailed account of statistical hypothesis testing.

11.3 The Statistical Hypotheses: H0 and H1

In Step 1 on the previous page, Dr. Meyer formulated the hypothesis: The mean of
the population of achievement scores for homeschooled fourth graders is equal to
250. This is called the null hypothesis and is written in symbolic form, H0: μ 250.

The null hypothesis, H0, plays a central role in statistical hypothesis testing: It is
the hypothesis that is assumed to be true and formally tested, it is the hypoth-
esis that determines the sampling distribution to be employed, and it is the
hypothesis about which the final decision to “reject” or “retain” is made.

A second hypothesis is formulated at this point: the alternative hypothesis, H1.

The alternative hypothesis, H1, specifies the alternative population condition
that is “supported” or “asserted” upon rejection of H0. H1 typically reflects the
underlying research hypothesis of the investigator.

In the present case, the alternative hypothesis specifies a population condition
other than μ 250.

H1 can take one of two general forms. If Dr. Meyer goes into his investigation
without a clear sense of what to expect if H0 is false, then he is interested in
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knowing that the actual population value is either higher or lower than 250. He is
just as open to the possibility that mean achievement among homeschoolers
is above 250 as he is to the possibility that it is below 250. In this case, he would
specify a nondirectional alternative hypothesis: H1: μ 250.

In contrast, Dr. Meyer would state a directional alternative hypothesis if his
interest lay primarily in one direction. Perhaps he firmly believes, based on pedago-
gical theory and prior research, that the more personalized and intensive nature of
homeschooling will, if anything, promote academic achievement. Here he would hy-
pothesize the actual population value to be greater than 250 if the null hypothesis is
false. The alternative hypothesis would take the form, H1: μ 250. If, on the other
hand, he posited that the population value was less than 250, then the form of the
alternative hypothesis would be H1: μ 250.

You see, then, that there are three specific alternative hypotheses from which
to choose in the present case:

H1: μ 250 (nondirectional)

H1: μ 250 (directional)

H1: μ 250 (directional)

Let’s assume that Dr. Meyer has no compelling basis for stating a directional alter-
native hypothesis. Thus, his two statistical hypotheses are:

H0: μ 250

H1: μ 250

Notice that both H0 and H1 are statements about populations and parameters,
not samples and statistics. That is, both statistical hypotheses specify the population
parameter μ, rather than the sample statistic. Furthermore, both hypotheses are
formulated before the data are examined. We will further explore the nature of H0

and H1 in later sections of this chapter.

11.4 The Test Statistic z

Having stated his null and alternative hypotheses (and collected his data), Dr. Meyer
calculates the mean achievement score from his sample of 25 homeschoolers, which
he finds to beX 272. How likely is this sample mean, if in fact the population mean
is 250? In theoretical terms, if repeated samples of n 25 were randomly selected
from a population where μ 250, what proportion of sample means would be as
deviant from 250 as 272? To answer this question, Dr. Meyer determines the relative
position of his sample mean among all possible sample means that would obtain if
H0 were true. He knows that the theoretical sampling distribution has as its mean the
value hypothesized under the null hypothesis: 250 (see Figure 11.1). And from his
knowledge that σ 50, he easily determines the standard error of the mean, σX , for
this sampling distribution:

σX
σ
n

50
25

50
5

10
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Now Dr. Meyer converts his sample mean of 272 to a z score using Formula
(10.3). Within the context of testing statistical hypotheses, the z score is called a test
statistic: It is the statistic used for testing H0. The general structure of the z-score for-
mula has not changed from the last time you saw it, although we now replace μ with
μ0 to represent the value of μ that is specified in the null hypothesis:

The test statistic z

z
X − μ0
σX

(11 1)

In the present case,

z
X − μ0
σX

272− 250
10

22
10

2 20

The numerator of this ratio, 22, indicates that the sample mean of 272 is 22 points
higher than the population mean under the null hypothesis (μ0 250). When divided
by the denominator, 10, this 22-point difference is equivalent to 2.20 standard
errors—the value of the z statistic, or z ratio. Because it involves data from a single
sample, we call this test the one-sample z test.

Equipped with this z ratio, Dr. Meyer now locates the relative position of
his sample mean in the sampling distribution. Using familiar logic, he then assesses
the probability associated with this value of z, as described in the next section.

11.5 The Probability of the Test Statistic: The p Value

Let’s return to the central question: How likely is a sample mean of 272, given a
population where μ 250? More specifically, what is the probability of selecting
from this population a random sample for which the mean is as deviant as 272?

From Table A (Appendix C), Dr. Meyer determines that .0139 of the area
under the normal curve falls beyond z 2 20, the value of the test statistic for
X 272. This is shown by the shaded area to the right in Figure 11.2. Is .0139 the

X = 228
z = –2.20

X = 272
z = +2.20

(obtained mean)

Area = .0139Area = .0139

Sampling distribution

(n = 25)

   0 = 250

 
X
 = 10

Figure 11.2 Location of Dr. Meyer’s sample mean (X 272) in the sampling distribution
under the null hypothesis (μ0 250).
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probability value he seeks? Not quite. Recall that Dr. Meyer has formulated a
nondirectional alternative hypothesis, because he is equally interested in either
possible result: that is, whether the population mean for homeschoolers is above or
below the stated value of 250. Even though the actual sample mean will fall on only
one side of the sampling distribution (it certainly can’t fall on both sides at once!),
the language of the probability question nonetheless must honor the nondirectional
nature of Dr. Meyer’s H1. (Remember: H1 was formulated before data collection.)
This question concerns the probability of selecting a sample mean as deviant as 272.

Because a mean of 228 (z 2 20) is just as deviant as 272 (z 2 20),
Dr. Meyer uses the OR/addition rule and obtains a two-tailed probability value (see
Figure 11.2). This is said to be a two-tailed test. He combines the probability associ-
ated with z 2 20 (shaded area to the right) with the probability associated with
z 2 20 (shaded area to the left) to obtain the exact probability, or p value, for
his outcome: p 0139 0139 0278. (In practice, you simply double the tabled
value found in Table A.)

A p value is the probability, if H0 is true, of observing a sample result as deviant
as the result actually obtained (in the direction specified inH1).

A p value, then, is a measure of how rare the sample results would be if H0

were true. The probability is p 0278 that Dr. Meyer would obtain a mean as
deviant as 272, if in fact μ 250.

11.6 The Decision Criterion: Level of Significance (α)

Now that Dr. Meyer knows the probability associated with his outcome, what is his
decision regarding H0? Clearly, a sample mean as deviant as the one he obtained is
not very likely under the null hypothesis (μ 250). Indeed, over an infinite number
of random samples from a population where μ 250, fewer than 3% (.0278) of the
sample means would deviate this much (or more) from 250. Wouldn’t this suggest
that H0 is false?

To make a decision about H0, Dr. Meyer needs an established criterion. Most
educational researchers reject H0 when p≤ 05 (although you often will encounter
the lower value .01, and sometimes even .001). Such a decision criterion is called
the level of significance, and its symbol is the Greek letter α (alpha).

The level of significance, α, specifies how rare the sample result must be in
order to reject H0 as untenable. It is a probability (typically .05, .01, or .001)
based on the assumption that H0 is true.

Let’s suppose that Dr. Meyer adopts the .05 level of significance (i.e., α 05).
He will reject the null hypothesis that μ 250 if his sample mean is so far above or
below 250 that it falls among the most unlikely 5% of all possible sample means.
We illustrate this in Figure 11.3, where the total shaded area in the tails represents
the 5% of sample means least likely to occur if H0 is true. The .05 is split evenly
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between the two tails—2.5% on each side—because of the nondirectional, two-
tailed nature of H1. The regions defined by the shaded tails are called regions of
rejection, for if the sample mean falls in either, H0 is rejected as untenable. They
also are known as critical regions.

The critical values of z separate the regions of rejection from the middle region
of retention. In Chapter 10 (Problem 4 of Section 10.8), you learned that the middle
95% of all possible sample means in a sampling distribution fall between z ±1 96.
This also is illustrated in Figure 11.3, where you see that z 1 96 marks the begin-
ning of the lower critical region (beyond which 2.5% of the area falls) and, symmet-
rically, z 1 96 marks the beginning of the upper critical region (with 2.5% of
the area falling beyond). Thus, the two-tailed critical values of z, where α 05, are
z 05 ±1 96. We attach the subscript “.05” to z, signifying that it is the critical
value of z (α 05), not the value of z calculated from the data (which we leave
unadorned).

Dr. Meyer’s test statistic, z 2 20, falls beyond the upper critical value (i.e.,
2 20 1 96) and thus in a region of rejection, as shown in Figure 11.3. This

indicates that the probability associated with his sample mean is less than α, the
level of significance. He therefore rejects H0: μ 250 as untenable. Although it is
possible that this sample of homeschoolers comes from a population where
μ 250, it is so unlikely (p 0278) that Dr. Meyer dismisses the proposition as
unreasonable. If his calculated z ratio had been a negative 2.20, he would have
arrived at the same conclusion (and obtained the same p value). In that case,
however, the z ratio would fall in the lower rejection region (i.e., 2 20 1 96).

Notice, then, that there are two ways to evaluate the tenability of H0. You can
compare the p value to α (in this case, 0278 05), or you can compare the calcu-
lated z ratio to its critical value ( 2 20 1 96). Either way, the same conclusion
will be reached regarding H0. This is because both p (i.e., area) and the calculated z
reflect the location of the sample mean relative to the region of rejection. The

Region of retention

z.05 = –1.96

critical value

z.05 = +1.96

critical value

Area = .025

Sampling distribution
(n = 25)

Area = .025

Region of rejectionRegion of rejection

X = 272
z = +2.20

   0 = 250
   

   
 = 10

X

Figure 11.3 Regions of rejection for a two-tailed test (α 05). Dr. Meyer’s sample mean
(X 272) falls in the critical region ( 2 20 1 96); H0 is rejected and H1 is asserted.
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decision rules for a two-tailed test are shown in Table 11.1. The exact probabilities
for statistical tests that you will learn about in later chapters cannot be easily deter-
mined from hand calculations. With most tests in this book, you therefore will rely
on the comparison of calculated and critical values of the test statistic for making
decisions aboutH0.

Back to Dr. Meyer. The rejection of H0 implies support for H1: μ 250. He
won’t necessarily stop with the conclusion that the mean achievement for the popu-
lation of homeschooled fourth graders is some value “other than” 250. For if 250 is
so far below his obtained sample mean of 272 as to be an untenable value for μ,
then any value below 250 is even more untenable. Thus, he will follow common
practice and conclude that μ must be above 250. How far above 250, he cannot say.
(You will learn in the next chapter how to make more informative statements about
where μ probably lies.)

In Table 11.2, we summarize the statistical hypothesis testing process that
Dr. Meyer followed. We encourage you to review this table before proceeding.

Table 11.1 Decision Rules for a Two-Tailed Test

Reject H0 Retain H0

In terms of p: if p≤ α if p α
In terms of z: if z≤ zα or z≥ zα if z zα or z zα

Table 11.2 Summary of the Statistical Hypothesis Testing Conducted by Dr. Meyer

Step 1 Specify H0 and H1, and set the level of significance (α).

• H0: μ 250
• H1: μ 250
• α 05 (two-tailed)

Step 2 Select the sample, calculate the necessary sample statistics.

• Sample mean:

X 272

• Standard error of the mean, σX :

σX
σ
n

50
25

50
5

10

• Test statistic z:

z
X − μ0
σX

272− 250
10

22
10

2 20

Step 3 Determine the probability of z under the null hypothesis.
The two-tailed probability is p 0139 0139 0278, which is less than .05
(i.e., p≤ α). Of course the obtained z ratio also exceeds the critical z value
(i.e., 2 20 1 96) and therefore falls in the rejection region.

Step 4 Make the decision regarding H0.
Because the calculated z ratio falls in the rejection region (p≤ α),H0 is rejected and
H1 is asserted.
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11.7 The Level of Significance and Decision Error

You have just seen that the decision to reject or retain H0 depends on the
announced level of significance, α, and that .05 and .01 are common values in this
regard. In one sense these values are arbitrary, but in another they are not. The level
of significance, α, is a statement of risk—the risk the researcher is willing to assume
in making a decision about H0. Look at Figure 11.4, which shows how a two-tailed
test would be conducted where α 05. When H0 is true (μ0 μtrue), 5% of all pos-
sible sample means nevertheless will lead to the conclusion that H0 is false. This is
necessarily so, for 5% of the sample means fall in the “rejection” region of the sam-
pling distribution, even though these extreme means will occur (though rarely) when
H0 is true. Thus, when you adopt α 05, you really are saying that you will accept
a probability of .05 that H0 will be rejected when it is actually true. Rejecting a true
H0 is a decision error, and, barring divine revelation, you have no idea when such
an error occurs.

The level of significance, α, gives the probability of rejecting H0 when it is actu-
ally true. Rejecting H0 when it is true is known as a Type I error.

Stated less elegantly, a Type I error is getting statistically significant results when
you shouldn’t.

To reduce the risk of making such an error, the researcher can set α at a lower
level. Suppose you set it very low, say at α 0001. Now suppose you obtain a sample
result so deviant that its probability of occurrence is only p 002. According to your
criterion, this value is not rare enough to cause you to reject H0 (i.e., 002 0001).
Consequently, you retain H0, even though common sense tells you that it probably is
false. Lowering α, then, increases the likelihood of making another kind of error:
retaining H0 when it is false. Not surprisingly, this is known as a Type II error:

A Type II error is committed when a false H0 is retained.

We illustrate the notion of a Type II error in Figure 11.5. Imagine that your null
hypothesis, H0: μ 150, is tested against a two-tailed alternative with α 05. You
draw a sample and obtain a mean of 152. Now it may be that unbeknown to you, the

Reject H0 Reject H0

   0 =   true

.025.025

Sampling distribution

Figure 11.4 Two-tailed test (α 05); 5% of sample z ratios leads incorrectly to the
rejection of H0 when it is true (Type I error).

11.7 The Level of Significance and Decision Error 207



true mean for this population is 154. In Figure 11.5, the distribution drawn with
the solid line is the sampling distribution under the null hypothesis, the one that
describes the situation that would exist if H0 were true (μ0 150). The true distribu-
tion, known only to powers above, is drawn with a dashed line and centers on 154,
the true population mean (μtrue 154). To test your hypothesis that μ 150, you
evaluate the sample mean of 152 according to its position in the sampling distribu-
tion shown by the solid line. Relative to that distribution, it is not so deviant (from
μ0 150) as to call for the rejection of H0. Your decision therefore is to retain the
null hypothesis, H0: μ 150. It is, of course, an erroneous decision—a Type II error
has been committed. To put it another way, you failed to claim that a real difference
exists when in fact it does (although, again, you could not possibly have known).

Perhaps you now see that α 05 and α 01 are, in a sense, compromise values.
These values tend to give reasonable assurance that H0 will not be rejected when it
actually is true (Type I error), yet they are not small enough to raise unnecessarily
the likelihood of retaining a false H0 (Type II error). In special circumstances, how-
ever, it makes sense to use a lower, more “conservative,” value of α. For example, a
lower α (e.g., α 001) is desirable where a Type I error would be costly, as in the
case of a medical researcher who wants to be very certain that H0 is indeed false be-
fore recommending to the medical profession an expensive and invasive treatment
protocol. In contrast, now and then you find researchers adopting a higher, more
“liberal,” value for α (e.g., .10 or .15), such as investigators conducting exploratory
analyses or wishing to detect preliminary trends in their data.

Your reaction to the inevitable tradeoff between a Type I error and a Type II
error may well be “darned if I do, darned if I don’t” (or a less restrained equivalent).
But the possibility of either type of error is simply a fact of life when testing statistical
hypotheses.1 In any one test of a null hypothesis, you just don’t know whether a deci-
sion error has been made. Although probability usually will be in your corner, there
always is the chance that your statistical decision is incorrect. How, then, do you
maximize the likelihood of rejecting H0 when in fact it is false? This question gets at
the “power” of a statistical test, which we take up in Chapter 19.

   0 = 150

Area = .025Area = .025

Hypothesized
sampling distribution

Actual
sampling distribution

X = 152    true = 154

H0:     = 150
H1:     = 150
    = .05

Figure 11.5 H0 is false, butX leads to its retention (Type II error).

1And as Kimball (1957) warned us long ago, there also is a possibility of a third type of error: giving
the correct answer to the wrong question.
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11.8 The Nature and Role of H0 and H1

It is H0, not H1, that is tested directly. H0 is assumed to be true for purposes of
the test and then either rejected or retained. Yet, it is usually H1 rather than H0

that follows most directly from the research question.
Dr. Meyer’s problem serves as illustration. His research question is: “How does

the mean of the population of achievement scores for homeschooled fourth graders
compare with the state value of 250?” Because he is interested in a deviation from
250 in either direction, his research question leads to the alternative hypothesis
H1: μ 250. Or imagine the school superintendent who wants to see whether a ran-
dom sample of her district’s kindergarten students are, on average, lower in reading
readiness than the national mean of μ 50. Her overriding interest, then, necessi-
tates the alternative hypothesis H1: μ 50. (And her H0 would be . . . ?)

If the alternative hypothesis normally reflects the researcher’s primary inter-
est, why then is it H0 that is tested directly? The answer is rather simple:

H0 can be tested directly because it provides the specificity necessary to locate
the appropriate sampling distribution. H1 does not.

If you test H0: μ 250, statistical theory tells you that the sampling distribution
of means will center on 250 (i.e., μX 250). You then can determine where your
sample mean falls in that distribution and, in turn, whether it is sufficiently unlikely
to warrant rejection of H0. In contrast, now suppose you attempt to make a direct
test of H1: μ 250. You assume it to be true, and then identify the corresponding
sampling distribution of means. But what is the sampling distribution of means,
where “μ 250”? Specifically, what would be the mean of the sampling distribution
of means (μX)? You simply cannot say; the best you can do is acknowledge that it is
not 250. Consequently, it is impossible to calculate the test statistic for the sample
outcome and determine its probability. The same reasoning applies to the reading
readiness example. The null hypothesis, H0: μ 50, provides the specific value of 50
for purposes of the test; the alternative hypothesis,H1: μ 50, does not.

The approach of testing H0 rather than H1 is necessary from a statistical
perspective, although it nevertheless may seem rather roundabout—“a ritualized
exercise of devil’s advocacy,” as Abelson (1995, p. 9) put it. You might think of
H0 as a “dummy” hypothesis of sorts, set up to allow you to determine whether
the evidence is strong enough to knock it down. It is in this way that the original
research question is answered.

11.9 Rejection Versus Retention of H0

In some ways, more is learned when H0 is rejected than when it is retained. Let’s
look at rejection first. Dr. Meyer rejects H0: μ 250 (α .05) because the discrep-
ancy between 250 and his sample mean of 272 is too great to be accounted for by
chance sampling variation alone. That is, 250 is too far below 272 to be considered
a reasonable value of μ. It appears that μ is not equal to 250 and, furthermore, that
it must be above 250. Dr. Meyer has learned something rather definite from his
sample results about the value of μ.
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What is learned when H0 is retained? Suppose Dr. Meyer uses α 01 as his
decision criterion rather than α 05. In this case, the critical values of z mark off
the middle 99% of the sampling distribution (with .5%, or .005, in each tail). From
Table A, you see that this area of the normal curve is bound by z ±2 58. His sam-
ple z statistic of 2.20 now falls in the region of retention, as shown in Figure 11.6,
and H0 therefore is retained. But this decision will not be proof that μ is equal to 250.

Retention of H0 merely means that there is insufficient evidence to reject it
and thus it could be true. It does not mean that it must be true, or even that
it probably is true.

Dr. Meyer’s decision to retain H0: μ 250 indicates only that the discrepancy
between 250 and his sample mean of 272 is small enough to have resulted from
sampling variation alone; 250 is close enough to 272 to be considered a reasonable
possibility for μ (under the .01 criterion). If 250 is a reasonable value of μ, then val-
ues even closer to the sample mean of 272, such as 255, 260, or 265 would also be
reasonable. Is H0: μ 250 really true? Maybe, maybe not. In this sense, Dr. Meyer
hasn’t really learned very much from his sample results.

Nonetheless, sometimes something is learned from nonsignificant findings. We
will return to this issue momentarily.

11.10 Statistical Significance Versus Importance

If you have followed the preceding logic, you may not be surprised that sample
results leading to the rejection of H0 are referred to as statistically significant,
suggesting that something has been learned from the sample results. Where
α 05, for example, Dr. Meyer would state that his sample mean fell “signi-
ficantly above” the hypothesized μ of 250, or that the difference between
his sample mean and the hypothesized μ was “significant at the .05 level.”
In contrast, sample results leading to the retention of H0 are referred to as
statistically nonsignificant. Here, the language would be that the sample mean

Area = .005Area = .005

z.01 = –2.58
critical value

z.01 = +2.58
critical value

Sampling distribution
(n = 25)

Region of retention Region of rejectionRegion of rejection

X = 272
z = +2.20

   0 = 250
 

X
 = 10

Figure 11.6 Regions of rejection for a two-tailed test (α 01). Dr. Meyer’s sample mean
(X 272) falls in the region of retention ( 2 20 2 58); H0 is retained.
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“was not significantly above” the hypothesized μ of 250, or that the difference
between the sample mean and the hypothesized μ “was not significant at the
.05 level.”

We wish to emphasize two points about claims regarding the significance
and nonsignificance of sample results. First, be careful not to confuse the statis-
tical term significant with the practical terms important, substantial, meaningful, or
consequential.

As applied to the results of a statistical analysis, significant is a technical term
with a precise meaning: H0 has been tested and rejected according to the deci-
sion criterion, α.

It is easy to obtain results that are statistically significant and yet are so trivial
that they lack importance in any practical sense. How could this happen? Remember
that the fate ofH0 hangs on the calculated value of z:

z
X − μ0
σX

As this formula demonstrates, the magnitude of z depends not only on the size
of the difference between X and μ0 (the numerator), but also on the size of σX
(the denominator). You will recall that σX is equal to σ n, which means that if
you have a very large sample, σX will be very small (because σ is divided by a big
number). And if σX is very small, then z could be large—even if the actual differ-
ence betweenX and μ0 is rather trivial.

For example, imagine that Dr. Meyer obtained a sample mean of X 253
(merely three points different from μ0) but his sample size was n 1200. The cor-
responding z ratio would now be:

z
X − μ0
σX

253− 250
50 1200

3
50 34 64

3
1 46

2 05

Although statistically significant (α 05), this z ratio nonetheless corresponds to a
rather inconsequential sample result. Indeed, of what practical significance is it to
learn that the population mean for homeschoolers in fact may be closer to 253 than
250? In short, statistical significance does not imply practical significance. Although
we have illustrated this point in the context of the z statistic, you will see in sub-
sequent chapters that n influences the magnitude of other test statistics in precisely
the same manner.

Our second point is that sometimes something is learned when H0 is
retained. This is particularly true when the null hypothesis reflects the underlying
research question, which occasionally it does. For example, a researcher may
hypothesize that the known difference between adolescent boys and girls in
mathematics problem-solving ability will disappear when the comparison is based
on boys and girls who have experienced similar socialization practices at home.
(You will learn of the statistical test for the difference between two sample
means in Chapter 14.) Here, H0 would reflect the absence of a difference
between boys and girls on average—which in this case is what the researcher is
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hypothesizing will happen. If in fact this particular H0 were tested and retained,
something important arguably is learned about the phenomenon of sex-based differ-
ences in learning.

11.11 Directional and Nondirectional Alternative Hypotheses

Dr. Meyer wanted to know if his population mean differed from 250 regardless of
direction, which led to a nondirectional H1 and a two-tailed test. On some occasions,
the research question calls for a directional H1 and therefore a one-tailed test.

Let’s go back and revise Dr. Meyer’s intentions. Suppose instead that he
believes, on a firm foundation of reason and prior research, that the homeschooling
experience will foster academic achievement. His null hypothesis remains
H0: μ 250, but he now adopts a directional alternative hypothesis, H1: μ 250. The
null hypothesis will be rejected only if the evidence points with sufficient strength to
the likelihood that μ is greater than 250. Only sample means greater than 250 would
offer that kind of evidence, so the entire region of rejection is placed in the upper tail
of the sampling distribution.

The regions of rejection and retention are as shown in Figure 11.7 (α 05).
Note that the entire rejection region—all 5% of it—is confined to one tail (in this
case, the upper tail). This calls for a critical value of z that marks off the upper
5% of the sampling distribution. Table A discloses that 1.65 is the needed
value. (If his alternative hypothesis had been H1: μ 250, Dr. Meyer would
test H0 by comparing the sample z ratio to z 05 1 65, rejecting H0 where
z≤ 1 65 )

To conduct a one-tailed test, Dr. Meyer would proceed in the same general
fashion as he did before:

Step 1 Specify H0, H1, and α.
• H0: μ 250

• H1: μ 250
• α 05 (one-tailed)

X = 265
z = +1.80

z.05 = +1.65
critical value

Sampling distribution
(n = 36)

Area = .05

   0 = 250
   

X
 = 8.33

Figure 11.7 Region of rejection for a one-tailed test (α 05). Dr. Meyer’s sample mean
(X 265) falls in the critical region ( 1 80 1 65); H0 is rejected and H1 is asserted.
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Step 2 Select the sample, calculate the necessary sample statistics.
(To get some new numbers on the table, let’s change his sample size and
mean.)

• X 265

• σX σ n 50 36 50 6 8 33

• z
X − μ0
σX

265− 250
8 33

15
8 33

1 80

Step 3 Determine the probability of z under the null hypothesis.
Table A shows that a z of 1.80 corresponds to a one-tailed probability
of p 0359, which is less than .05 (i.e., p≤ α). This p value, of course, is
consistent with the fact that the obtained z ratio exceeds the critical z
value (i.e., 1 80 1 65) and therefore falls in the region of rejection,
as shown in Figure 11.7.

Step 4 Make the decision regarding H0.
Because the calculated z ratio falls in the region of rejection p≤ α ,
H0 is rejected and H1 is asserted. Dr. Meyer thus concludes that the
mean of the population of homeschooled fourth graders is greater than
250. The decision rules for a one-tailed test are shown in Table 11.3.

There is an advantage in stating a directional H1 if there is sufficient basis—
prior to data collection—for doing so. By conducting a one-tailed test and hav-
ing the entire rejection region at one end of the sampling distribution, you are
assigned a lower critical value for testing H0. Consequently, it is “easier”
to reject H0—provided you were justified in stating a directional H1. Look at
Figure 11.8, which shows the rejection regions for both a two-tailed test

Table 11.3 Decision Rules for a One-Tailed Test

Reject H0 Retain H0

In terms of p: if p≤ α if p α
In terms of z: if z≤ zα (H1: μ μ0) if z zα (H1: μ μ0)

if z≥ zα (H1: μ μ0) if z zα (H1: μ μ0)

z.05 = +1.96
(two-tailed)

z.05 = –1.96
(two-tailed)

Area = .025

Area = .05
Area = .025

Sampling distribution

z.05 = +1.65
(one-tailed)

   0

Figure 11.8 One-tailed versus two-
tailed rejection regions: the statistical
advantage of correctly advancing a
directional H1.
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(z ±1 96) and a one-tailed test (z 1 65). If you state a directional H1 and
your sample mean subsequently falls in the hypothesized direction relative to
μ0, you will be able to reject H0 with smaller values of z (i.e., smaller differ-
ences between X and μ0) than would be needed to allow rejection with a non-
directional H1. Calculated values of z falling in the cross-hatched area in Figure
11.8 will be statistically significant under a one-tailed test (z 05 1 65) but not
under a two-tailed test (z 05 ±1 96). Dr. Meyer’s latest finding is a case in
point: his z of 1.80 falls only in the critical region of a one-tailed test
(α 05). In a sense, statistical “credit” is given to the researcher who is able to
correctly advance a directional H1.

11.12 The Substantive Versus the Statistical

As you begin to cope with more and more statistical details, it is easy to lose the
broader perspective concerning the role of significance tests in educational
research. Let’s revisit the model that we presented in Section 1.4 of Chapter 1:

Substantive
question

Statistical
question

Statistical
conclusion

Substantive
conclusion

Significance tests occur in the middle of the process. First, the substantive ques-
tion is raised. Here, one is concerned with the “substance” or larger context of the
investigation: academic achievement among homeschooled children, a drug’s
effect on attention-deficit disorder, the influence of rewards on motivation, and so
on. (The substantive question also is called the research question.) Then the sub-
stantive question is translated into the statistical hypotheses H0 and H1, data are
collected, significance tests are conducted, and statistical conclusions are reached.
Now you are in the realm of means, standard errors, levels of significance, test
statistics, critical values, probabilities, and decisions to reject or retain H0. But
these are only a means to an end, which is to arrive at a substantive conclusion
about the initial research question. Through his statistical reasoning and calcula-
tions, Dr. Meyer reached the substantive conclusion that the average academic
achievement among homeschooled fourth graders is higher than that for fourth
graders as a whole.2

Thus, a substantive question precedes the statistical work, and a substantive
conclusion follows the statistical work. We illustrate this in Figure 11.9, using
Dr. Meyer’s directional alternative hypothesis from Section 11.11 as an example.
Even though we have separated the substantive from the statistical in this figure,
you should know that statistical considerations interact with substantive considera-
tions from the very beginning of the research process. They have important implica-
tions for such matters as sample size and use of the same or different individuals
under different treatment conditions. These and related matters are discussed in
succeeding chapters.

2Notice that the statistical analysis does not allow conclusions regarding why the significant difference
was obtained—only that it did. Do these results speak to the positive effects of homeschooling, or do
these results perhaps indicate that parents of academically excelling children are more inclined to
adopt homeschooling?
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11.13 Summary

Substantive question
“Is the mean of the population of achievement
scores for homeschooled fourth graders higher

than the state value of 250?”

Substantive conclusion
“The mean of the population of achievement

scores for homeschooled fourth graders is
greater than the state value of 250.”

Alternative hypothesis: H1:    > 250

Null hypothesis: H0:     = 250

Significance test:    = .05; z.05 = +1.65

             p = .0359; z = +1.80*

Statistical

Substantive

Substantive

Statistical conclusion: H0 rejected (p <   ), H1 supported;

                      conclude    > 250

Figure 11.9 Substantive and statistical aspects of an investigation.

This chapter introduced the general logic of statistical
hypothesis testing (or, significance testing) in the con-
text of testing a hypothesis about a single population
mean using the one-sample z test. The process begins
by translating the research question into two statis-
tical hypotheses about the mean of a population of
observations, μ. The null hypothesis, H0, is a very
specific hypothesis that μ equals some particular value;
the alternative hypothesis, H1, is much broader and
describes the alternative population condition that the
researcher is interested in discovering if, in fact, H0 is
not true. H0 is tested by assuming it to be true and
then comparing the sample results with those that
would be expected under the null hypothesis. The
value for μ specified in H0 provides the mean of the
sampling distribution, and σ n gives the standard
error of the mean, σX . These combine to form the z
statistic used for testing H0.

If the sample results would occur with a prob-
ability ( p) smaller than the level of significance (α),
then H0 is rejected as untenable, H1 is supported, and
the results are considered “statistically significant”

(i.e., p≤ α). In this case, the calculated value of z falls
beyond the critical z value. On the other hand, if p α,
then H0 is retained as a reasonable possibility, H1 is
unsupported, and the sample results are “statistically
nonsignificant.” Here, the calculated z falls in the
region of retention. A Type I error is committed when
a true H0 is rejected, whereas retaining a false H0 is
called a Type II error.

Typically, H1 follows most directly from the
research question. However, H1 cannot be tested
directly because it lacks specificity; support or nonsup-
port of H1 comes as a result of a direct test of H0. A
research question that implies an interest in one direc-
tion leads to a directional H1 and a one-tailed test. In
the absence of compelling reasons for hypothesizing
direction, a nondirectional H1 and a two-tailed test
are appropriate. The decision to use a directional H1

must occur prior to any inspection or analysis of the
sample results. In the course of an investigation, a sub-
stantive question precedes the application of statistical
hypothesis testing, which is followed by substantive
conclusions.
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Reading the Research: z Tests

Kessler-Sklar and Baker (2000) examined parent-involvement policies using a sam-
pleof173 schooldistricts.Prior todrawing inferencesabout thepopulationofdistricts
(n 15 050), the researchers compared the demographic characteristics between
their sample and the national population. They conducted z tests on five of these
demographic variables, the results of which are shown in Table 11.4 (Kessler-Sklar
& Baker, 2000, Table 1). The authors obtained statistically significant differences
between their sample’s characteristics and those of the population. They concluded
that their sample was “overrepresentative of larger districts, . . . districts with
greater median income and cultural diversity, and districts with higher student/
teacherratios”(p.107).

Table 11.4 Demographic Characteristics of Responding
Districts and the National Population of Districts

Demographic Characteristics Respondents National Population

District size N 173 N 15 050
M 2,847 7,523
SD 2,599 4,342
Z −14.16***

Student/teacher ratio N 156 N 14 407
M 17.55 15.9
SD 3.35 5.47
Z 3.77***

Minority children in catchment
area (%) N 173 N 14 228
M 16.70 11.4
SD 16.70 17.66
Z 3.95***

Children who do not speak
English well in catchment area (%) N 173 N 14 458
M 1.86 1.05
SD 2.6 2.6
Z 4.10***

Median income of households
w/children N 173 N 14 227
M $49,730 $33,800
SD $20,100 $13,072
Z 16.03***

**p 01.
***p 001.
Source: Kessler-Sklar, S. L., & Baker, A. J. L. (2000). School district parent involvement policies and
programs. The Elementary School Journal, 101(1), 101–118. © 2000 by the University of Chicago.
All rights reserved.
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Case Study: Smarter Than Your Average Joe

For this case study, we analyzed a nationally representative sample of beginning
schoolteachers from the Baccalaureate and Beyond longitudinal data set (B&B).
The B&B is a randomly selected sample of adults who received a baccalaureate
degree in 1993. It contains pre-graduation information (e.g., college admission
exam scores) as well as data collected in the years following graduation.

Some of the B&B participants entered the teaching force upon graduation. We
were interested in seeing how these teachers scored, relative to the national norms,
on two college admissions exams: the SAT and the ACT. The national mean for
the SAT mathematics and verbal exams is set at μ 500 (with σ 100). The ACT
has a national mean of μ 20 (with σ 5). How do the teachers’ means compare to
these national figures?

Table 11.5 provides the means, standard deviations, and ranges for 476 teachers
who took the SAT exams and the 506 teachers taking the ACT. Armed with these
statistics, we conducted the hypothesis tests below.

SAT-M

Step 1 Specify H0, H1, and α.

Notice our nondirectional alternative hypothesis. Despite our prejudice in
favor of teachers and their profession, we nevertheless believe that should
the null hypothesis be rejected, the outcome arguably could go in either
direction. (Although the sample means in Table 11.5 are all greater than
their respective national mean, we make our decision regarding the form of
H1 prior to looking at the data.)

Step 2 Select the sample, calculate the necessary sample statistics.

H0: μSAT-M 500

H1: μSAT-M 500

α 05 two-tailed

XSAT-M 511 01

σX
σ
n

100
476

100
21 82

4 58

z
X μ0

σX
511 01 500

4 58
2 40

Table 11.5 Means, Standard Deviations, and
Ranges for SAT-M, SAT-V, and the ACT

n X s range0

SAT-M 476 511.01 89.50 280–8000
SAT-V 476 517.65 94.54 230–8000
ACT 506 21.18 4.63 2–310
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Step 3 Determine the probability of z under the null hypothesis.
Table A (Appendix C) shows that a z of 2.40 corresponds to a one-
tailed probability p 0082. This tells us the (two-tailed) probability is
.0164 for obtaining a sample mean as extreme as 511.01 if, in the popula-
tion, μ 500.

Step 4 Make the decision regarding H0.
Given the unlikelihood of such an occurrence, we can conclude with a
reasonable degree of confidence that H0 is false and that H1 is tenable.
Substantively, this suggests that the math aptitude of all teachers (not just
those in the B&B sample) is different from the national average; in all
likelihood, it is greater.

SAT-V

Step 1 Specify H0, H1, and α.

H0: μSAT-V 500

H1: μSAT-V 500

α 05 (two-tailed)

(We again have specified a nondirectional H1.)

Step 2 Select the sample, calculate the necessary sample statistics.

Step 3 Determine the probability of z under the null hypothesis.
Because Table A does not show z scores beyond 3.70, we do not know
the exact probability of our z ratio of 3.85. However, we do know that
the two-tailed probability is considerably less than .05! This suggests there
is an exceedingly small chance of obtaining an SAT-V sample mean
as extreme as what was observed (X 517 65) if, in the population,
μ 500.

Step 4 Make the decision regarding H0.
We reject our null hypothesis and conclude that the alternative hypothesis
is tenable. Indeed, our results suggest that the verbal aptitude of teachers is
higher than the national average.

XSAT-V 517 65

σX
σ
n

100
476

100
21 82

4 58

z
X μ0

σX
517 65 500

4 58
3 85

218 Chapter 11 Testing Statistical Hypotheses About μ When σ Is Known: The One-Sample z Test



ACT

Step 1 Specify H0, H1, and α.
H0: μACT 20

H1: μACT 20

α 05 two-tailed

(We again have specified a nondirectional H1.)

Step 2 Select the sample, calculate the necessary sample statistics.

Step 3 Determine the probability of z under the null hypothesis.
Once again, our z ratio ( 5.36) is, quite literally, off the charts. There is
only the slightest probability of obtaining an ACT sample mean as extreme
as 21.18 if, in the population, μ 20.

Step 4 Make the decision regarding H0.
Given the rarity of observing such a sample mean, H0 is rejected and H1 is
asserted. Substantively, we conclude that teachers have higher academic
achievement than the national average.

School teachers—at least this sample of beginning teachers—indeed appear to
be smarter than the average Joe! (Whether the differences obtained here are
important differences is another matter.)

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

H0 H1 μ0 p α z
zα z 05 z 01 μtrue

XACT 21 18

σX
σ
n

5
506

5
22 49

22

z
X μ0

σX
21 18 20

22
5 36

statistical hypothesis testing
significance testing
indirect proof
null hypothesis
nondirectional alternative hypothesis
directional alternative hypothesis
test statistic
z ratio
one-sample z test
one- versus two-tailed test
exact probability (p value)

level of significance
alpha
region(s) of rejection
critical region(s)
critical value(s)
region of retention
decision error
Type I error Type II error
statistically significant
statistically nonsignificant
statistical significance versus importance
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Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* The personnel director of a large corporation determines the keyboarding speeds, on
certain standard materials, of a random sample of secretaries from her company. She
wishes to test the hypothesis that the mean for her population is equal to 50 words per
minute, the national norm for secretaries on these materials. Explain in general terms
the logic and procedures for testing her hypothesis. (Revisit Figure 11.1 as you think
about this problem.)

2. The personnel director in Problem 1 finds her sample results to be highly inconsistent
with the hypothesis that μ 50 words per minute. Does this indicate that something is
wrong with her sample and that she should draw another? (Explain.)

3.* Suppose that the personnel director in Problem 1 wants to know whether the key-
boarding speed of secretaries at her company is different from the national mean of 50.

(a) State H0.

(b) Which form of H1 is appropriate in this instance—directional or nondirectional?
(Explain.)

(c) State H1.

(d) Specify the critical values, z.05 and z.01.

4.* Let’s say the personnel director in Problem 1 obtainedX 48 based on a sample of size
36. Further suppose that σ 10, α 05, and a two-tailed test is conducted.

(a) Calculate σX .

(b) Calculate z.

(c) What is the probability associated with this test statistic?

(d) What statistical decision does the personnel director make? (Explain.)

(e) What is her substantive conclusion?

5.* Repeat Problems 4a–4e, but with n 100.

6.* Compare the results from Problem 5 with those of Problem 4. What generalization does
this comparison illustrate regarding the role of n in significance testing? (Explain.)

7.* Consider the generalization from Problem 6. What does this generalization mean for
the distinction between a statistically significant result and an important result?

8. Mrs. Grant wishes to compare the performance of sixth-grade students in her district
with the national norm of 100 on a widely used aptitude test. The results for a random
sample of her sixth graders lead her to retain H0: μ 100 (α 01) for her population.
She concludes, “My research proves that the average sixth grader in our district falls
right on the national norm of 100.”What is your reaction to such a claim?

9.* State the critical values for testing H0: μ 500 against H1: μ 500, where

(a) α 01

(b) α 05

(c) α 10
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10.* Repeat Problems 9a–9c, but for H1: 500.

(a) Compare these results with those of Problem 9; explain why the two sets of
results are different.

(b) What does this suggest about which is more likely to give significant results: a two-
tailed test or a one-tailed test (provided the direction specified in H1 is correct)?

11.* Explain in general terms the roles of H0 and H1 in hypothesis testing.

12. Can you make a direct test of, say, H0 75? (Explain.)

13. To which hypothesis, H0 or H1, do we restrict the use of the terms retain and reject?

14. Under what conditions is a directional H1 appropriate? (Provide several examples.)

15.* Given: μ 60, σ 12. For each of the following scenarios, report zα, the sample z ratio,
its p value, and the corresponding statistical decision. (Note: For a one-tailed test,
assume that the sample result is consistent with the form of H1.)

(a) X 53, n 25, α 05 (two-tailed)

(b) X 62, n 30, α 01 (one-tailed)

(c) X 65, n 9, α 05 (two-tailed)

(d) X 59, n 1000, α 05 (two-tailed)

(e) X 54, n 50, α 001 (two-tailed)

(f) Why is the 1-point difference in Problem 15d statistically significant, whereas the
5-point difference in Problem 15c is not?

16.* A researcher plans to test H0: μ 3 50. His alternative hypothesis is H1: 3 50. Com-
plete the following sentences:

(a) A Type I error is possible only if the population mean is _____.

(b) A Type II error is possible only if the population mean is _____.

17. On the basis of her statistical analysis, a researcher retains the hypothesis, H0 : μ 250.
What is the probability that she has committed a Type I error? (Explain.)

18. What is the relationship between the level of significance and the probability of a Type I
error?

19.* Josh wants to be almost certain that he does not commit a Type I error, so he plans to set
α at .00001. What advice would you give Josh?

20. Suppose a researcher wishes to test H0: μ 100 against H1: μ 100 using the .05 level of
significance; however, if she obtains a sample mean far enough below 100 to suggest that
H0 is unreasonable, she will switch her alternative hypothesis to H1: 100 (α .05) with
the same sample data. Assume H0 to be true. What is the probability that this decision
strategy will result in a Type I error? (Hint: Sketch the sampling distribution and put in
the regions of rejection.)
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CHAPTER 12

Estimation

12.1 Hypothesis Testing Versus Estimation

Statistical inference is the process of making inferences from random samples to
populations. In educational research, the dominant approach to statistical inference
traditionally has been hypothesis testing, which we introduced in the preceding
chapter and which will continue to be our focus in this book. But there is another
approach to statistical inference: estimation. Although less widely used by educa-
tional researchers, estimation procedures are equally valid and are enjoying
greater use—increasingly so—than in decades past. Let’s see how estimation dif-
fers from conventional hypothesis testing.

In testing a null hypothesis, you are asking whether a specific condition
holds in the population. For example, Dr. Meyer tested his sample mean
against the null hypothesis that H0 250. Having obtained a mean of 272, he
rejected H0, asserted H1: μ 250, and concluded that μ in all likelihood is
above 250. But questions linger. How much above 250 might μ be? For example,
is 251 a plausible value for μ? After all, it is “above” 250. How about 260, 272
(the obtained mean), or any other value above 250? Given this sample result,
what is a reasonable estimate of μ? Within what range of values might μ reasonably
lie? Answers to these questions throw additional light on Dr. Meyer’s research
question beyond what is known from a simple rejection of H0. Estimation
addresses such questions.

Most substantive questions for which hypothesis testing might be useful can
also be approached through estimation. This is the case with Dr. Meyer’s problem,
as we will show in sections that follow. For some kinds of problems, however,
hypothesis testing is inappropriate and estimation is the only relevant approach.
Suppose the manager of your university bookstore would like to know how much
money the student body, on average, has available for textbook purchases this
term. Toward this end, she polls a random sample of all students. Estimation pro-
cedures are exactly suited to this problem, whereas hypothesis testing would be
useless. For example, try to think of a meaningful H0 that the bookstore manager
might specify. H0: μ $50? H0: μ $250? Indeed, no specific H0 immediately pre-
sents itself. The bookstore manager’s interest clearly is more exploratory: She
wishes to estimate μ from the sample results, not test a specific value of μ as indi-
cated by a null hypothesis.

In this chapter, we examine the logic of estimation, present the procedures for
estimating μ, and discuss the relative merits of estimation and hypothesis testing.
Although we restrict our discussion to estimating the mean of a single population for
which σ is known, the same logic is used in subsequent chapters for more complex
situations and for parameters other than μ.
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12.2 Point Estimation Versus Interval Estimation

An estimate of a parameter may take one of two forms.

A point estimate is a single value—a “point”—taken from a sample and used to
estimate the corresponding parameter in the population.

You may recall from Chapter 10 (Section 10.3) our statement that a statistic is an
estimate of a parameter:X estimates μ, s estimates σ, s2 estimates σ2, r estimates ρ,
and P estimates π. Although we didn’t use the term point estimate, you now see what
we technically had in mind. Opinion polls offer the most familiar example of a
point estimate. When, on the eve of a presidential election, you hear on CNN that
55% of voters prefer Candidate X (based on a random sample of likely voters), you
have been given a point estimate of voter preference in the population. In terms of
Dr. Meyer’s undertaking, his sample mean of X 272 is a point estimate of μ—his
single best bet regarding the mean achievement of all homeschooled fourth graders
in his state. In the next chapter, you will learn how to test hypotheses about μ when
σ is not known, which requires use of the sample standard deviation, s, as a point
estimate of σ.

Point estimates should not be stated alone. That is, they should not be
reported without some allowance for error due to sampling variation. It is a statisti-
cal fact of life that sampling variation will cause any point estimate to be in error—
but by how much? Without additional information, it cannot be known whether
a point estimate is likely to be fairly close to the mark (the parameter) or has a
good chance of being far off. Dr. Meyer knows that 272 is only an estimate of μ,
and, therefore, the actual μ doubtless falls to one side of 272 or the other. But how
far to either side might μ fall? Similarly, the pollster’s pronouncement regarding
how 55% of the voters feel is also subject to error and, therefore, in need of
qualification.

This is where the second form of estimation can help.

An interval estimate is a range of values—an “interval”—within which it can
be stated with reasonable confidence the population parameter lies.

In providing an interval estimate of μ, Dr. Meyer might state that the mean achieve-
ment of homeschooled fourth graders in his state is between 252 and 292 (i.e., 272 ±
20 points), just as the pollster might state that between 52% and 58% of all voters
prefer Candidate X (i.e., 55% ± 3 percentage points).

Of course, both Dr. Meyer and the pollster could be wrong in supposing that
the parameters they seek lie within the reported intervals. Other things being
equal, if wide limits are set, the likelihood is high that the interval will include
the population value; when narrow limits are set, there is a greater chance
the parameter falls outside the interval. For instance, the pollster would be
unshakably confident that between 0% and 100% of all voters in the population
prefer Candidate X, but rather doubtful that between 54.99% and 55.01% do.
An interval estimate therefore is accompanied by a statement of the degree of
confidence, or confidence level, that the population parameter falls within the
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interval. Like the level of significance in Chapter 11, the confidence level is deci-
ded beforehand and is usually 95% or 99%—that is, (1 − α)(100) percent.
The interval itself is known as a confidence interval, and its limits are called
confidence limits.

12.3 Constructing an Interval Estimate of μ

Recall from Chapter 6 that in a normal distribution of individual scores, 95% of the
observations are no farther away from the mean than 1.96 standard deviations
(Section 6.7, Problem 8). In other words, the mean plus or minus 1.96 standard
deviations—or, X ± 1 96S—captures 95% of all scores in a normal distribution.
Similarly, in a sampling distribution of means, 95% of the means are no farther away
from μ than 1.96 standard errors of the mean (Section 10.8, Problem 4). That is,
μ± 1 96σX encompasses 95% of all possible sample means in a sampling distribution
(see Figure 12.1). So far, nothing new.

Now, if 95% of means in a sampling distribution are no farther away from
μ than 1 96σX , it is equally true that for 95% of sample means, μ is no farther away
than 1 96σX . That is, μ will fall in the interval, X ± 1 96σX , for 95% of the means.
Suppose for each sample mean in Figure 12.1 the statement is made that μ lies within
the rangeX ± 1 96σX . For 95% of the means this statement would be correct (those
falling in the nonshaded area), and for 5% it would not (those falling in the shaded
area). We illustrate this in Figure 12.2, which displays the interval, X ± 1 96σX , for
each of 20 random samples (n 100) from the population on which Figure 12.1 is
based. With σ 20, the standard error is σX σ n 20 10 2 0, which results in the
interval X ± 1 96 2 0 , or X ± 3 92. For example, the mean of the first sample is
X1 102, for which the interval is 102 ± 3.92, or 98.08 to 105.92. Notice that
although the 20 sample means in Figure 12.2 vary about the population mean
(μ 100)—some means below, some above—μ falls within the interval X ± 1 96σX
for 19 of the 20 samples. For only one sample does the interval fail to capture μ: Sam-
ple 17 gives an interval of 105 ± 3.92, or 101.08 to 108.92 (which, you’ll observe, does
not include 100).

100

95% of sample means 2.5% of sample means2.5% of sample means

μX

94 96 98 102 104 106

σX = = 2.00
100

20

μ – 1.96 σX μ + 1.96 σX

Distribution of
sample means

Figure 12.1 Distribution of sample means based on n 100, drawn from a population
where μ 100 and σ 20; 95% of all sample means fall in the interval μ± 1 96 σX .

224 Chapter 12 Estimation



All of this leads to an important principle:

In drawing samples at random, the probability is .95 that an interval con-
structed with the rule,X ± 1 96σX , will include μ.

This fact makes it possible to construct a confidence interval for estimating μ—an
interval within which the researcher is “95% confident” μ falls. This interval, you
might suspect, isX ± 1 96σX :

Rule for a 95% confidence
interval (σ known)

X ± 1 96σX 12 1

90 91 92 93 94 95 96 97 98 99 100

Sample means

101 102 103 104 105 106 107 108 109 110

μ = 100

X1

X2

X3

X4

X6

X7

X9

X8

X11

X12

X10

X13

X14

X15

X17

X16

X19

X18

X20

X5

Figure 12.2 The intervalX ± 1 96σX for each of 20 random samples drawn from a population
with μ 100. The population mean, μ, falls in the interval for 19 of the 20 samples.
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For an illustration of interval estimation, let’s return to Dr. Meyer and his
mean of 272, which he derived from a random sample of 25 homeschooled fourth
graders. From the perspective of interval estimation, his question is, “What is the
range of values within which I am 95% confident μ lies?” He proceeds as follows:

Step 1 σX is determined:

σX σ n 50 5 10 remember n 25 and σ 50

Step 2 X and σX are entered in Formula (12.1):

X ± 1 96σX 272± 1 96 10 272± 19 6

Step 3 The interval limits are identified:

252 4 lower limit and 291 6 upper limit

Dr. Meyer therefore is 95% confident that μ lies in the interval 272± 19.6, or
between 252.4 and 291.6. He knows that if he selected many, many random
samples from the population of homeschoolers, intervals constructed using the
rule in Formula (12.1) would vary from sample to sample, as would the values
of X . On the average, however, 95 of every 100 intervals so constructed would
include μ—hence Dr. Meyer’s confidence that his interval contains μ. From his
single sample, then, he is reasonably confident that the mean achievement score
of all homeschooled fourth graders in his state is somewhere roughly between
252 and 292.

A note on interpretation. When intervals are constructed according to the rule
X ± 1 96, one says that the probability is .95 that an interval so constructed will
include μ. However, once the specific limits have been established from a given
sample, the obtained interval either does or does not include μ. At this point, then,
the probability is either 0 or 1.00 that the sample interval includes μ. Consequently, it
would be incorrect for Dr. Meyer to say that the probability is .95 that μ is between
252.4 and 291.6. It is for this reason that the term confidence, not probability, is pre-
ferred when one is speaking of a specific interval.

12.4 Interval Width and Level of Confidence

Suppose that one prefers a greater degree of confidence than is provided by
the 95% interval. To construct a 99% confidence interval, for example, the only
change is to insert the value of z that represents the middle 99% of the under-
lying sampling distribution. You know from Chapter 11 that this value is
z 2 58, the value of z beyond which .005 of the area falls in either tail (for a
combined area of .01). Hence:

Rule for a 99% confidence
interval (σ known)

X ± 2 58σX 12 2

226 Chapter 12 Estimation



Dr. Meyer is 99% confident that the mean achievement score of homeschooled
fourth graders in his state falls in the interval,

X ± 2 58σX 272± 2 58 10 272± 25 8

or between 246.2 and 297.8.
Notice that this interval is considerably wider than his 95% confidence interval.

In short, with greater confidence comes a wider interval. This stands to reason, for a
wider interval includes more candidates for μ. So, of course Dr. Meyer is more con-
fident that his interval has captured μ! But there is a tradeoff between confidence and
specificity: If a 99% confidence interval is chosen over a 95% interval, the increase in
confidence must be paid for by accepting a wider—and therefore less informative—
interval.

This discussion points to the more general expression of the rule for construct-
ing a confidence interval:

General rule for a confidence
interval (σ known)

X ± zασX 12 3

Here, zα is the value of z that bounds the middle area of the sampling distribution that
corresponds to the level of confidence. As you saw earlier, zα 1.96 for a 95% con-
fidence interval (because this value marks off the middle 95% of the sampling
distribution). Similarly, zα 2 58 for a 99% confidence interval because it bounds the
middle 99%.

Thus, there is a close relationship between the level of significance (α) and the
level of confidence. Indeed, as we pointed out earlier, the level of confidence is equal
to (1 − α)(100) percent. Sometimes the terms level of confidence and level of sig-
nificance are used interchangeably. It is best to reserve the former for interval
estimation and confidence intervals, and the latter for hypothesis testing.

12.5 Interval Width and Sample Size

Sample size is a second influence on the width of confidence intervals: A larger n
will result in a narrower interval. Dr. Meyer’s 95% confidence limits of 252.4 and
291.6 were based on a sample size of n 25. Suppose that his sample size instead
had been n 100. How would this produce a narrower confidence interval?

The answer is found in the effect of n on the standard error of the mean:
Because σX σ n, a larger n will result in a smaller standard error. (You may
recall that this observation was made earlier in Section 11.10, where we discussed
the effect of sample size on statistical significance.) With n 100, the standard error is
reduced from 10 to σX 50 10 5. The 95% confidence interval is now
X ± 1 96σX 272± 1 96 5 272± 9 8, resulting in confidence limits of 262.2 and
281.8. By estimating μ from a larger sample, Dr. Meyer reduces the interval width
considerably and, therefore, provides a more informative estimate of μ. The
relationship between n and interval width follows directly from what you learned in
Chapter 10, where we introduced the standard error of the mean (Section 10.7).
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Specifically, the larger the sample size, the more closely the means in a sampling
distribution cluster around μ (see Figure 10.3).

The relationship between interval width and n suggests an important way to
pin down estimates within a desired margin of error: Use a large sample! We will
return to this observation in subsequent chapters when we consider interval esti-
mation in other contexts.

12.6 Interval Estimation and Hypothesis Testing

Interval estimation and hypothesis testing are two sides of the same coin. Suppose
that for a particular set of data you conducted a two-tailed test α 05 of a null
hypothesis concerning μ and you constructed a 95% confidence interval for μ. You
would learn two things from this exercise.

First, you would find that if H0 was rejected, the value specified in H0 would fall
outside the confidence interval. Let’s once again return to Dr. Meyer. His statistical
hypotheses were H0: μ 250 and the two-tailed H1: μ 250. His sample mean,
X 272, corresponded to a z statistic of 2.20, which led to the rejection of H0 (Sec-
tion 11.6). Now compare his decision about H0 to the 95% confidence interval,
272 ± 19.6 (Section 12.3). Notice that the resulting interval, 252.4 to 291.6, does not
include 250 (the population mean under the null hypothesis). Testing H0 and
constructing a 95% confidence interval thus lead to the same conclusion: 250 is not
a reasonable value for μ (see Figure 12.3). This holds for any value falling outside
the confidence interval.

Second, you would find that if H0 was retained, the value specified in H0

would fall within the confidence interval. Consider the value, 255. Because it falls
within Dr. Meyer’s 95% confidence interval, 252.4 to 291.6, 255 is a reasonable

X = 272
z = +2.20
reject H0

μ0 = 250
σX = 10

z.05 = +1.96
critical value

z.05 = –1.96
critical value

Hypothesis
testing

252.4 291.6

   X  ±  1.96σX
272   ±  (1.96)(10)
272   ±  19.6

Interval
estimation

Figure 12.3 Hypothesis testing and interval estimation: The null hypothesis, H0: μ 250, is
rejected (α 05, two-tailed), and the value specified in H0 falls outside the 95% confidence
interval for μ.
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value for μ (as is any value within the interval). Now imagine that Dr. Meyer tests
his sample mean, X 272, against the null hypothesis, H0: μ 255 (we’ll continue
to assume that σ 50). The corresponding z statistic would be:

z
X − μ0
σX

272− 255
10

17
10

1 70

Because 1 70 1 96, H0 is retained. That is, 272 is not significantly different
from 255, and 255 therefore is taken to be a reasonable value for μ (see Figure 12.4).
Again you see that conducting a two-tailed test of H0 and constructing a 95%
confidence interval lead to the same conclusion. This would be the fate of any H0

that specifies a value falling within Dr. Meyer’s confidence interval, because any
value within the interval is a reasonable candidate for μ.

A 95% confidence interval contains all values of μ that, had they been speci-
fied in H0, would have led to retaining H0 at the 5% level of significance
(two-tailed).

Naturally enough, the relationships that we have described in this section also
hold for the 99% level of confidence and the .01 level of significance. That is, any H0

involving a value of μ falling outside the 99% confidence limits would have been
rejected in a two-tailed test α 01 , and, conversely, any H0 involving a value of μ
falling within the 99% confidence limits would have been retained.

The equivalence between interval estimation and hypothesis testing holds
exactly only for two-tailed tests. For example, if you conduct a one-tailed test
α 05 and H0 is just barely rejected (e.g., z 1 66), a 95% confidence inter-
val for μ will include the value of μ specified in the rejected H0. Although there
are procedures for constructing “one-tailed” confidence intervals (e.g., Kirk,
1990, p. 431), such confidence intervals seldom are encountered in research
reports.

μ0 = 255

σX = 10

252.4 291.6

Interval
estimation

z.05 = –1.96 z.05 = +1.96

X = 272

z = +1.70
retain H0

   X ± 1.96σX
272 ± (1.96)(10)
272 ± 19.6

Hypothesis
testing

Figure 12.4 Hypothesis testing and interval estimation: The null hypothesis, H0: μ 255, is
retained (α 05, two-tailed), and the value specified in H0 falls within the 95% confidence
interval for μ.
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12.7 Advantages of Interval Estimation

Which approach should be used—hypothesis testing or interval estimation?
Although hypothesis testing historically has been the favored method among edu-
cational researchers, interval estimation has a number of advantages.

First, once you have the interval estimate for, say, a 95% level of confidence,
you automatically know the results of a two-tailed test of any H0 (at α 05). You
can think of a 95% confidence interval as simultaneously testing your sample mean
against all possible null hypotheses: H0’s based on values within the interval would
be retained, and H0’s based on values outside the interval would be rejected. In
contrast, a significance test gives only the result for the one H0 tested.

Second, an interval estimate displays in a straightforward manner the influence of
sampling variation and, in particular, sample size. Remember that for a given level of
confidence, large samples give narrow limits and thus more precise estimates, whereas
small samples give wide limits and relatively imprecise estimates. Inspecting the inter-
val width gives the investigator (and reader) a direct indication of whether the
estimate is sufficiently precise, and therefore useful, for the purpose at hand.

Third, in hypothesis testing, it is easy to confuse “significance” and “importance”
(see Section 11.10). This hazard essentially disappears with interval estimation. Sup-
pose an investigator obtains a mean of 102 from an extraordinarily large sample and
subsequently rejects the null hypothesis, H0: μ 100, at the .000001 level of sig-
nificance. Impressive indeed! But let’s say the 95% confidence interval places μ
somewhere between 100.2 and 100.8, which is unimpressively close to 100. Interval
estimation, arguably more than hypothesis testing, forces researchers to come to
terms with the importance of their findings.

Fourth, as we mentioned at the outset, interval estimation is the logical
approach when there is no meaningful basis for specifying H0. Indeed, hypothesis
testing is useless in such instances.

The advantages of interval estimation notwithstanding, hypothesis testing is the
more widely used approach in the behavioral sciences. Insofar as the dominance of
this tradition is likely to continue, researchers should at least be encouraged to add
confidence intervals to their hypothesis testing results. Indeed, this is consistent with
current guidelines for research journals in both education (American Educational
Research Association, 2006) and psychology (Wilkinson, 1999). For this reason, as
we present tests of statistical hypotheses in the chapters that follow, we also will fold
in procedures for constructing confidence intervals.

12.8 Summary

Estimation is introduced as a second approach to
statistical inference. Rather than test a null hypothesis
regarding a specific condition in the population (e.g.,
“Does μ 250?”), the researcher asks the more
general question, “What is the population value?”

Either point estimates or interval estimates can be
obtained from sample data. A point estimate is a single
sample value used as an estimate of the parameter
(e.g., as an estimate of μ). Because of chance sampling

variation, point estimates inevitably are in error—by
an unknown amount. Interval estimates, on the other
hand, incorporate sampling variation into the estimate
and give a range within which the population value is
estimated to lie.

Interval estimates are provided with a specified
level of confidence, equal to (1− α)(100) percent
(usually 95% or 99%). A 95% confidence interval
is constructed according to the rule, X ± 1 96σX ,
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Reading the Research: Confidence Intervals

Using a procedure called meta-analysis, Gersten and Baker (2001) synthesized the
research literature on writing interventions for students with learning disabilities.
Gersten and Baker first calculated the mean effect size across the 13 studies they
examined. (Recall our discussion of effect size in Section 5.8, and the correspond-
ing case study.) The mean effect size was .81. This indicated that, across the
13 studies, there was a performance difference of roughly eight-tenths of a stan-
dard deviation between students receiving the writing intervention and students in
the comparison group.

These researchers then constructed a 95% confidence interval to estimate the
mean effect size in the population. (This population, an admittedly theoretical
entity, would reflect all potential studies examining the effect of this particular
intervention.) Gersten and Baker concluded: “The 95% confidence interval was
0.65–0.97, providing clear evidence that the writing interventions had a significant
positive effect on the quality of students’ writing” (p. 257).

Note that the mean effect size (.81) is located, as it should be, halfway between
the lower and upper limits of the confidence interval. The actual effect size in the
population could be as small as .65 or as large as .97 (with 95% confidence). Never-
theless, this range is consistent with the researchers’ statement that there is “clear
evidence” of a “positive effect.”

Source: Gersten, R., & Baker, S. (2001). Teaching expressive writing to students with learning
disabilities: A meta-analysis. The Elementary School Journal, 101(3), 251–272.

Case Study: Could You Give Me an Estimate?

Recall from the Chapter 11 case study that beginning teachers scored significantly
better on college admissions exams than the average test-taker. We determined this
using the one-sample z test. Hypothesis testing, however, does not determine how
much better these nascent educators did. For the present case study, we used con-
fidence intervals to achieve greater precision in characterizing this population of
beginning teachers with respect to performance on the college admissions exams.

whereas a 99% confidence interval derives from the
rule, X ± 2 58σX . Once an interval has been con-
structed, it either will or will not include the population
value; you do not know which condition holds. But in
the long run, 95% (or 99%) of intervals so constructed
will contain the parameter estimated. In general, the
higher the level of confidence selected, the wider
the interval and the less precise the estimate. Greater
precision can be achieved at a given level of confidence
by increasing sample size.

Hypothesis testing and interval estimation are clo-
sely related. A 95% confidence interval, for example,
gives the range of null hypotheses that would be

retained at the .05 level of significance (two-tailed).
Interval estimation also offers the advantage of directly
exhibiting the influence of sample size and sampling
variation, whereas the calculated z associated with
hypothesis testing does not. Interval estimation also
eliminates the confusion between a statistically sig-
nificant finding and an important one. Although
many researchers in the behavioral sciences appear to
favor hypothesis testing, the advantages of interval esti-
mation suggest that the latter approach should be
much more widely used. Toward that end, you are
encouraged to report confidence intervals to accom-
pany the results of hypothesis testing.
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In the previous chapter, Table 11.5 showed that the 476 teachers taking the
SAT-M and SAT-V obtained mean scores of 511.01 and 517.65, respectively.
Because the SATs are designed to have a national standard deviation of 100, we
know σ 100 for each exam. From this, we proceeded to calculate the standard
error of the mean:

σX
σ
n

100
476

10
21 82

4 58

We then used Formula (12.1) to construct a 95% confidence interval for each mean.
For μSAT-M: 511 01± 1 96 4 58 , or 502.03 to 519.99. And for μSAT-V: 517 65 ±
1 96 4 58 , or 508.67 to 526.63.

Each interval was constructed in such a manner that 95% of the intervals so
constructed would contain the corresponding mean (either μSAT-M or μSAT-V) for the
population of teachers. Stated less formally, we are 95% confident that the mean
SAT-M score for this population lies between 502 and 520 and, similarly, that the
mean SAT-V score for this population lies between roughly 509 and 527. (Notice
that neither confidence interval includes the national average of 500. This is
consistent with our statistical decision, in the Chapter 11 case study, to reject H0: μ
500 for both SAT-M and SAT-V. In either case, “500” is not a plausible value of μ
for this population of teachers.)

We proceeded to obtain the 95% confidence interval for μACT. You saw ear-
lier that the ACT mean was X 21 18 for these beginning teachers (Table 11.5).
Knowing that σ 5 and n 506, we determined that

σX
σ
n

5
506

5
22 49

22

and then applied Formula (12.1) to our sample mean: 21 18± 1 96 22 , or 20.75 to
21.61. Stated informally, we are 95% “confident” that μACT for the population of
beginning teachers falls between 20.75 and 21.61. (Again, note that this confidence
interval does not include the value 20, which is consistent with our earlier decision
to reject H0: μ 20.)

What if we desired more assurance—more than “95% confidence”—that each
interval, in fact, captured the population mean? Toward this end, we might decide to
construct a 99% confidence interval. This additional confidence has a price, however:
By increasing our level of confidence, we must accept a wider interval. Table 12.1
shows the three 99% confidence intervals, each of which was constructed using
Formula (12.2):X ± 2 58σX . For comparison purposes, we also include the 95% con-
fidence intervals. As you can see, the increase in interval width is rather minor, given
the gain in confidence obtained. This is because the standard errors are relatively
small, due in good part to the large ns.

Table 12.1 Comparisons of 95% and
99% Confidence Intervals

Measure

95%
Confidence
Interval

99%0
Confidence0
Interval0

SAT-M 502 to 520 499 to 5230
SAT-V 508 to 527 505 to 5290
ACT 20.75 to 21.61 20.61 to 21.750
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There is an interesting sidebar here. In contrast to the 95% confidence interval
for SAT-V, the 99% confidence interval for this measure includes the national
average of 500. That is, we would conclude with 99% confidence that “500” is a plau-
sible value for μSAT-V (as is any other value in this interval). The implication? Were
we to conduct a two-tailed hypothesis test using the .01 level of significance, the
results would not be statistically significant (although they were at the .05 level).

Exercises

Identify, Define, or Explain

Terms and Concepts

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* The national norm for third graders on a standardized test of reading achievement is a
mean score of 27 σ 4 . Rachel determines the mean score on this test for a random
sample of third graders from her school district.

(a) Phrase a question about her population mean that could be answered by testing
a hypothesis.

(b) Phrase a question for which an estimation approach would be appropriate.

2.* The results for Rachel’s sample in Problem 1 isX 33 10 n 36 .

(a) Calculate σX .

(b) Construct the 95% confidence interval for her population mean score.

(c) Construct the 99% confidence interval for her population mean score.

(d) What generalization is illustrated by a comparison of your answers to Problems
2b and 2c?

3.* Explain in precise terms the meaning of the interval you calculated in Problem 2b.
Exactly what does “95% confidence” refer to?

4. Repeat Problems 2a and 2b with n 9 and then with n 100. What generalization is
illustrated by a comparison of the two sets of answers (i.e., n 9 versus n 100)?

5. Consider Problem 4 in Chapter 11, whereX 48, n 36, and σ 10.

(a) Construct a 95% confidence interval for μ.
(b) Construct a 99% confidence interval for μ.

6. Construct a confidence interval for μ that corresponds to each scenario in Problems 15a
and 15c–15e in Chapter 11.

7. The interval width is much wider in Problem 6a than in Problem 6d. What is the princi-
pal reason for this discrepancy? Explain by referring to the calculations that Formula
(12.1) entails.

estimation
point estimate
interval estimate
confidence level

confidence interval
confidence limits
95% confidence interval
99% confidence interval
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8.* The 99% confidence interval for μ is computed from a random sample. It runs from 43.7
to 51.2.

(a) Suppose for the same set of sample results H0: μ 48 were tested using α 01
(two-tailed). What would the outcome be?

(b) What would the outcome be for a test of H0: μ 60?

(c) Explain your answers to Problems 8a and 8b.

9.* (a) If a hypothesized value of μ falls outside a 99% confidence interval, will it also fall
outside the 95% confidence interval for the same sample results?

(b) If a hypothesized value of μ falls outside a 95% confidence interval, will it also
fall outside the 99% confidence interval for the same sample results?

(c) Explain your answers to Problems 9a and 9b.

10. For a random sample,X 83 and n 625; assume σ 15.

(a) Test H0: μ 80 against H1: 80 α 05 . What does this tell you about μ?
(b) Construct the 95% confidence interval for μ. What does this tell you about μ?
(c) Which approach gives you more information about μ? (Explain.)
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CHAPTER 13

Testing Statistical Hypotheses
About μ When σ Is Not Known:
The One-Sample t Test

13.1 Reality: σ Often Is Unknown

We introduced hypothesis testing (Chapter 11) and estimation (Chapter 12)
by considering the simple case in which the population standard deviation, σ,
is known. This case is simple (which is why we began there), but it also is
unrealistic. As it turns out, σ often is not known in educational research. That’s
the bad news. The good news is that the general logic of hypothesis testing (and
estimation) remains the same. Although the statistical details change somewhat
when σ is not known, you shouldn’t find these changes difficult to accommodate.
In short, the general sequence of events is similar to what transpires when σ is
known (Table 11.2):

• Specify H0 and H1, and set the level of significance (α).
• Select the sample and calculate the necessary sample statistics.

• Determine the probability of the test statistic.

• Make the decision regarding H0.

In this chapter, we describe the process of testing statistical hypotheses about μ
when σ is unknown. Data from the following scenario will be used to illustrate the
various concepts and procedures that we introduce.

Suppose that Professor Coffey learns from a national survey that the aver-
age high school student in the United States spends 6.75 hours each week
exploring particular Web sites on the Internet. The professor is interested in
knowing how Internet use among students at the local high school compares
with this national average. Is local use more than, or less than, this average?
Her statistical hypotheses are H0: μ 6 75 and H1: μ 6 75, and she sets her
level of significance at α 05. Given her tight budget for research, Professor
Coffey randomly selects a sample of only 10 students.1 Each student is asked to
report the number of hours he or she spends exploring these Web sites on the
Internet in a typical week during the school year. The data appear in Table 13.1,
from which you can determine the sample mean to be X ΣX n 99 10 9 90
hours of Internet use per week.

1This small n merely reflects our desire to simplify the presentation of data and calculations. Professor
Coffey, of course, would use a larger sample for a real study of this kind.
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13.2 Estimating the Standard Error of the Mean

Now, if σ were known, Professor Coffey simply would proceed with the one-sample z
test. That is, she would make her decision about H0 based on the probability asso-
ciated with the test statistic z (Formula 11.1):

z
X − μ0
σX

But because σ is not known, Professor Coffey cannot compute σX (which you
will recall is equal to σ n). And because she cannot compute σX, she cannot
compute z. However, she can estimate σ from her sample data. The estimated σ, in
turn, can be used for estimating σX, which then can be used for calculating the
appropriate test statistic. As you will soon learn, this test statistic is very similar to
the z ratio.

First, the matter of estimating σ. You might think Formula (5.2)

S
Σ(X −X)2

n

would be the best estimate of the population standard deviation, σ. As we fore-
shadowed in Chapter 5 (Section 5.9), S tends to be slightly too small as an

Table 13.1 Data From Professor Coffey’s Survey on Internet Use

Student

Number of Hours
in Typical Week

(X) (X − X)2

A 6 15.21
B 9 .81
C 12 4.41
D 3 47.61
E 11 1.21
F 10 .01
G 18 65.61
H 9 .81
I 13 9.61
J 8 3.61

n 10 X 9 90 SS Σ X −X 2 148 90

s SS n− 1

148 90 9

16 54

4 07
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estimate of σ. But by replacing n with n− 1 in the denominator, a better estimate
is obtained. We use lower-case s to denote this estimate:

Estimate of the population
standard deviation

s
Σ(X −X)2

n− 1

SS
n− 1

(13 1)

Because of its smaller denominator, s (Formula 13.1) will be slightly larger than S
(Formula 5.2). Although the difference in the computed values of s and S often will
be quite small—particularly when n is large—we will use s in all inference problems
to follow.

The final column of Table 13.1 shows the calculation of s from Professor Coffey’s
data (s 4 07). The standard error of the mean now can be estimated by substitut-
ing s for σ. That is:

Estimated standard
error of the mean

sX
s
n

(13 2)

Applied to Professor Coffey’s sample values, sX is:

sX
s
n

4 07

10

4 07
3 16

1 29

The standard error of the mean, sX, is the estimated standard deviation of all
possible sample means, based on samples of size n 10 randomly drawn from this
population. Notice that we use the symbol sX (not σX) for the standard error of the
mean, just as we use s (not σ) for the standard deviation. This convention serves as
an important reminder that both s and sX are estimates, not the “true” or popula-
tion values.

13.3 The Test Statistic t

When σ is not known, a test statistic other than z must be used. The test statistic
in this case is t, and its formula bears a striking resemblance to z:

The test statistic t

t
X − μ0
sX

(13 3)
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Calculated from Professor Coffey’s sample values, the test statistic t, or t ratio,2 is

t
X − μ0
sX

9 90− 6 75
1 29

3 15
1 29

2 44

The only difference between the computation of t and z is that sX is substituted
for σX in Formula (13.3). Conceptually, the two formulas also are quite similar: Each
represents the difference between the sample mean (X) and the population value
under the null hypothesis (μ0), in units of the standard error of the mean (sX or σX).
Thus, the difference between Professor Coffey’s sample mean and μ0 is almost 2.5
standard errors.

Conceptual similarity aside, the aforementioned difference between t and z—
the substitution of sX for σX—is statistically an important one. The t ratio requires
two statistics from the sample data (X and sX), whereas z requires only one (X).
With repeated random samples of size n, the sample-to-sample variability of t will
therefore reflect sampling variation with respect to both X and sX. In contrast,
sampling variation of z reflects variability with respect only to X .

What all this means is that the sampling distribution of t departs from the nor-
mally distributed z, particularly for small samples. Consequently, the familiar criti-
cal values of z, such as ±1.96, are generally inappropriate for evaluating the
magnitude of a t ratio. That is, the rejection regions that these normal curve
values mark off, when applied to the sampling distribution of t, do not generally
correspond to the announced level of significance (e.g., α 05). Although no great
harm will be done when samples are large (say, n≥ 30), the inaccuracy will be
substantial when samples are relatively small, as in the case of Professor Coffey.

How, then, are critical values for t obtained? The basis for the solution to
this problem was provided in the early 1900s by William Sealy Gosset, whose
contribution to statistical theory “might well be taken as the dawn of modern
inferential statistical methods” (Glass & Hopkins, 1996, p. 271). Gosset, a statistician
who worked for the Guinness Brewery of Dublin, demonstrated that the sampling
distribution of t actually is a “family” of probability distributions, as we will show
in Section 13.5. Because Gosset wrote under the pseudonym “Student,” this
family of distributions is known as Student’s t distribution. Gosset’s work ulti-
mately led to the identification of critical values of t, which, as you will soon learn,
are summarized in an easy-to-use table. For samples of size n, you simply read off
the correct critical value, compare it to the calculated t ratio, and then make your
decision regarding H0. (See Coladarci, 2010, for a light characterization of Gosset
the man and his statistical contribution.)

13.4 Degrees of Freedom

Before continuing with the discussion of Student’s t distribution, we must introduce
an important notion—that of degrees of freedom.

Degrees of freedom, df, is a value indicating the number of independent pieces
of information a sample of observations can provide for purposes of statistical
inference.

2The t ratio is unrelated to the “T score,” the standard score you encountered in Chapter 6.
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In calculating t, you must use information from the sample to compute s (the esti-
mate of σ) and, in turn, sX (the estimate of σX). How many independent pieces of
information does the sample provide for this purpose?

The answer is found in the fact that s and thus sX are based on the deviations
of sample observations about the sample mean. This is confirmed by looking back
at Formula (13.1):

s
Σ(X −X)2

n− 1

Suppose you have a sample of three observations: 2, 2, 5. The sample mean
equals 3, and the deviations about the mean are −1, −1, and 2. Are these three
deviations—the basic information on which s is based—independent of one another?
No, for there is a restriction on the deviation scores: They must always sum to
zero. That is, Σ(X −X) 0. So, if you know that two of the deviation scores are
−1 and −1, the third deviation score gives you no new independent information—
it has to be 2 for all three deviations to sum to 0. No matter what order you
take them in, the last deviation score is always completely determined by, and thus
completely dependent on, the other deviation scores. For your sample of three
scores, then, you have only two independent pieces of information—or degrees of
freedom—on which to base your estimates s and sX. Similarly, for a sample of 20
observations, there would be only 19 degrees of freedom available for calculating s
and sX—the 20th deviation score would be completely determined by the other 19.

In general terms, the degrees of freedom available from a single sample for calcu-
lating s and sX is n − 1. In Professor Coffey’s case, where n 10, there are 10− 1 9
degrees of freedom (i.e., df 9). Situations in subsequent chapters feature estimates
based on more than one sample or involving more than one restriction. In such situa-
tions, this rule for determining degrees of freedom is modified.

13.5 The Sampling Distribution of Student’s t

What is the nature of Student’s t distribution, and how are critical values obtained?
Let’s begin with the first part of this question.

When random samples are large, s is a fairly accurate estimate of σ. There-
fore, sX will be close to σX, and t consequently will be much like z. In this case,
the distribution of t is very nearly normal.3 On the other hand, when n is small,
values of sX vary substantially from σX. The distribution of t may then depart
importantly from that of normally distributed z. Figure 13.1 shows how. Note
especially that when df is small (i.e., small sample size), the curve describing t has
considerably more area, or “lift,” in the tails. As we will show, this additional lift
has an important consequence:

To find the critical values of t corresponding to the level of significance (e.g., .05),
you must move farther out in the distribution than would be necessary in the
distribution of the normally distributed z.

3The sampling distribution of means is assumed to follow the normal curve.
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Figure 13.1 also illustrates that the t distribution is a family of distributions,
one member for every value of df. The amount by which the t distribution differs
from the normal curve depends on how much s varies from sample to sample, and
this in turn depends on the degrees of freedom (i.e., amount of information) used
to calculate s. For very small samples of n 5, chance sampling variation will
result in values of s that may vary considerably from σ. Thus, the t distribution for
df 5− 1 4 differs considerably from the normal curve. On the other hand, the
larger the sample, the more the degrees of freedom, and the more accurately s
estimates σ. Figure 13.1 shows that even for samples as small as 13 (df 12), the t
distribution roughly approximates the normal curve. For very large samples, say
n≥ 200, the t distribution is practically indistinguishable from the normal curve.
Indeed, for infinitely large samples (df ), the t distribution and the normal
curve are one and the same.

Obtaining Critical Values of t

A table of Student’s t distribution appears in Table B (Appendix C), which is
used for determining the critical values of t. We have reproduced a portion of this
table in Table 13.2 for the present discussion.

The format of Table B is different from that of the normal curve (Table
A). The normal curve table reports areas for every value of z between 0 and
3.70, from which you can determine exact probabilities. In contrast, Table B
reports only critical values and for selected areas (i.e., rejection regions). Fur-
thermore, there are separate entries according to df. Let’s take a closer look.

The figures across the top two rows of Table 13.2 give, respectively, the area
in one tail of the distribution (for a directional H1) and in both tails combined (for
a nondirectional H1). The figures in the body of the table are the critical values of
t, each row corresponding to the degrees of freedom listed in the leftmost column.
For instance, each of the values in the row for df 9 is the value of t beyond
which fall the areas listed at the top of the respective column. This is shown in
Figure 13.2 for the two shaded entries in that row. You see that .025 of the area
falls beyond a t of 2.262 (either or −) in one tail of the sampling distribution,

(Identical to normally
distributed z)

df =
df = 12
df = 4

Figure 13.1 The distribution of Student’s t for three levels of degrees of freedom.
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and thus .05 of the area falls outside of the area bounded by t 2 262 and
2.262 in the two tails combined. Similarly, .005 falls beyond a t of 3.250

(either or −) in one tail, and .01 therefore falls beyond t values of −3.250 and
3.250 in both tails combined.

+2.262
+3.250–3.250

0–2.262

Area = .005Area = .005

Area = .025Area = .025

t:

Figure 13.2 Areas under Student’s t distribution when df 9.

Table 13.2 Portions of Table B: Student’s t Distribution

Area in Both Tails

.20 .10 .05 .02 .01

Area in One Tail

df .10 .05 .025 .01 .005

1 3.078 6.314 12.706 31.821 63.657
2 1.886 2.920 4.303 6.965 9.925
• • • • • •

• • • • • •

• • • • • •

9 1.383 1.833 2.262 2.821 3.250
• • • • • •

• • • • • •

• • • • • •

60 1.296 1.671 2.000 2.390 2.660
• • • • • •

• • • • • •

• • • • • •

120 1.289 1.658 1.980 2.358 2.617
• • • • • •

• • • • • •

• • • • • •

1.282 1.645 1.960 2.326 2.576
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The critical t value, or tα, that is appropriate for testing a particular hypothesis
about μ thus depends on the form of H1, level of significance, and degrees of free-
dom. Consider these examples, referring back to Table 13.2 as necessary:

(In Table 13.2, what is tα for Professor Coffey?)
You will notice that Table B does not list values of t for every possible value

of df. If the correct number of degrees of freedom does not appear in this appen-
dix, the conservative practice is to use the closest smaller value that is listed. For
example, if you have 33 df, go with the tabled value of df 30 (not df 40).

13.6 An Application of Student’s t

Let’s now apply the one-sample t test, as it is often called, to Professor Coffey’s
problem. To clarify this process, we present her actions in a series of steps, some
of which reiterate what you have encountered in this chapter so far.

Step 1 Specify H0 and H1, and set the level of significance (α).
Professor Coffey’s null hypothesis is H0: μ 6 75, her alternative hypothesis
is H1: μ 6 75, and she has set α 05. She will conduct a two-tailed test be-
cause she is interested in knowing whether Internet use at the local high
school deviates from the national average in either direction (i.e., her H1

is nondirectional).

Step 2 Select the sample, calculate the necessary sample statistics.
There are three sample statistics: the mean, X 9 90; the estimated stan-
dard error of the mean, sX 1 29; and the t ratio, t 2 44.

Step 3 Determine the critical values of t.
With a nondirectional H1, an alpha level of .05, and 9 degrees of free-
dom, the critical values of t are ±2.262 (see Table 13.2). These values
mark off the combined region of rejection in the two tails of Student’s
t distribution (df 9). We illustrate this in Figure 13.3, where the sha-
ded portions represent 5% of the area of this sampling distribution.

Step 4 Make the decision regarding H0.
The calculated t falls in the region of rejection (i.e., 2 44 2 262), also
illustrated in Figure 13.3. Consequently, Professor Coffey rejects the null
hypothesis that μ 6 75 for her population (all high school students at the
local high school), concluding that Internet use appears to exceed 6.75
hours per week for this population.

• H1 nondirectional α 05 and df 60 t 05 ± 2 000

• H1 nondirectional α 01 and df 120 t 01 ± 2 617

• H1 directional α 05 and df 9 t 05 1 833 (if H1: μ μ0)
t 05 1 833 (if H1: μ μ0)

• H1 directional α 01 and df 9 t 01 2 821 (if H1: μ μ0)
t 01 2 821 (if H1: μ μ0)
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Suppose Professor Coffey had instead formulated the directional alternative
hypothesis, H1: μ 6 75. In this case, the entire 5% of the rejection region would
be placed in the right-hand tail of the sampling distribution, and the correct criti-
cal value would be t 05 1 833 (df 9). This is shown in Figure 13.4. Because
2 262 1 833, Professor Coffey would reject H0 here as well. (Perhaps you

were expecting this. If t falls beyond a two-tailed critical value, surely this same t
will fall above the smaller one-tailed critical value!)

For comparison, we also include in Figure 13.3 the location of the normal curve
critical values (z.05) of ±1.96; similarly, Figure 13.4 includes the normal curve critical
value of 1.65. Notice that these values do not mark off the region of rejection in a

Region of retention Region of rejection

X = 9.90

t = +2.44

Area = .05

Normal curve value

+1.65

α = .05 (one-tailed)

μ0 = 6.75

sX = 1.29

t.05 = +1.833

Figure 13.4 One-tailed decision strategy based on Student’s t distribution when df 9.

Region of retentionRegion of rejection Region of rejection

X = 9.90

t = +2.44

Area = .025Area = .025
Normal curve values

of ± 1.96

α = .05 (two-tailed)

μ0 = 6.75

sX = 1.29

t.05 = –2.262 t.05 = +2.262

Figure 13.3 Professor Coffey’s problem: Two-tailed decision strategy based on Student’s t
distribution when df 9.
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t distribution with 9 degrees of freedom. As we noted earlier, the critical t values will
always be more extreme (numerically larger) than critical z values, because you
must go farther out in the tails of the t distribution to cut off the same area. Again,
this is because of the greater lift, or area, in the tails of Student’s t. For Professor
Coffey’s data, the critical t values (±2.262) are substantially larger than those
obtained from the normal curve (±1.96). This is to be expected from such a small
sample. However, if you compare the values in the rows for 60 and 120 df in Table
13.2 with those in the bottom row for df (i.e., the normal curve), you see little
difference. This is consistent with our earlier point that when large samples are
used, normal curve values are close approximations of the correct t values.

13.7 Assumption of Population Normality

It’s easy to think that it is the sampling distribution of means that departs from nor-
mality and takes on the shape of Student’s t distribution when s is used to estimate σ.
This is not so. It is not the sample mean you look up in Table B; rather, the position
of the sample mean is evaluated indirectly through use of the t statistic. It is the posi-
tion of t that is evaluated directly by looking in Table B, and it is the sampling dis-
tribution of t—which is determined only in part by X—that follows Student’s
distribution. In fact, sample t ratios follow Student’s t distribution exactly only when
the sampling distribution of means itself is perfectly normal. That is:

Sample t ratios follow Student’s t distribution exactly only if the samples have
been randomly selected from a population of observations that itself has the
normal shape.

If a sample is drawn from a population that is not normal, values from Table B
will, to some degree, be incorrect. As you might suspect, however, the central limit
theorem (Section 10.7) will help out here. Remember that as sample size is
increased, the sampling distribution of means approaches normality even for nonnor-
mal populations. As a consequence, the sampling distribution of t approaches Stu-
dent’s t distribution. As a practical matter, the values in Table B will be fairly
accurate even for populations that deviate considerably from normality if the sample
size is reasonably large, say n≥ 30. However, when samples are small (e.g., n 15),
you are well advised to examine the sample data for evidence that the popula-
tion departs markedly from a unimodal, symmetrical shape. If it does, a t test
should not be used. Fortunately, there are a variety of alternative techniques that
make few or no assumptions about the nature of the population. (We briefly describe
some of these in the epilogue.)

13.8 Levels of Significance Versus p Values

In the one-sample z test (Chapter 11), the exact probability of the z ratio is
obtained from the normal curve table. For instance, if z 2 15, Table A (Appen-
dix C) informs you that the two-tailed probability is p 0158 0158 0316.
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In contrast, exact probabilities are not obtained when you conduct a t test (at least
by hand)—although you do have a pretty good idea of the general magnitude of
p. Suppose you are testing H0: μ 100 and, for a sample of 25 observations, you
obtain t 1 83. The t distribution for 24 df reveals that a t of 1.83 falls
between the tabled values of 1.711 and 2.064. This is shown in Figure 13.5, where
both one-tailed and two-tailed (in parentheses) areas are indicated. Thus, if you
had adopted H1: μ 100, the p value would be somewhere between .025 and .05;
for H1: μ 100, the p value would be between .05 and .10. Following this logic,
Professor Coffey knows that because her t ratio falls between 2.262 and 2.821, the
two-tailed p value is between .02 and .05.

Exact probabilities are easily obtained if you use computer software packa-
ges for conducting t tests (and other statistical tests). Nonetheless, investigators
often do not report their sample p values as exact figures. Instead, they may
report them relative to the landmarks of .05 and .01—and sometimes .10 and
.001. If a result is statistically significant (i.e., H0 is rejected), the p value typi-
cally is reported as falling below the landmark, whereas if the result is non-
significant it is reported as falling above the landmark. Several examples are
provided in Table 13.3.

The terminology used by some researchers in describing their results can be
confusing, tending to blur the distinction between p value and level of sig-
nificance. For instance, an investigator may report that one set of results was
“significant at the .05 level,” a second set was “significant at the .001 level,” and a

Table 13.3 Exact Versus Reported Probability Values

Reported p Value

Investigator Considers the Results to Be:

Exact p Value “Statistically Significant” “Not Statistically Significant”0

.003 p .01 p .001
.02 p .05 p .01
.08 p .10 p .05
.15 — p .10

t = +1.83

Area = .05 (two-tailed area = .10)Area = .05

Area = .025 Area = .025 (two-tailed area = .05)

μ0 = 100

ttabled = +1.711

ttabled = +2.064

Figure 13.5 Determining the p value for a t ratio when df 24.
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third “did not reach significance at the .10 level.” Does this mean that α 05,
α 001, and α 10, respectively, were used for evaluating the three sets of
results? Almost assuredly not. This is just a way of reporting three p values:
p 05, p 001, and p 10. Chances are the level of significance the
investigator had in mind, though not explicitly stated, would be the same for eval-
uating all three sets of results (say α 05). Of course, any ambiguity is removed
simply by stating α at the outset.

13.9 Constructing a Confidence Interval for μ When σ Is Not Known

You learned that when σ is known, a confidence interval for μ is constructed by
using Formula (12.3): X±zασX . For a 95% confidence interval, zα 1 96, whereas
zα 2 58 for a 99% confidence interval. (Remember, σX is the standard error of
the mean and is computed directly from σ.)

Formula (12.3) requires two modifications for use when σ is not known: sX is
substituted for σX, and tα for zα.

General rule for a confidence
interval for μ (σ not known)

X±tαsX (13 4)

Recall that the level of confidence, expressed as a percentage, is equal to (1 − α)(100).
In Formula (13.4), tα is the tabled value of t that includes the middle (1 − α)(100) per-
cent of the area of Student’s distribution for df n− 1. For example, let’s say α 05
and df 60. Table 13.2 informs you that 2.000 is the value of t beyond which lies 5%
of the area in the two tails combined. Thus, with 60 df, the middle 95% of Student’s dis-
tribution falls in the range of t 05 ±2 000.

Suppose that Professor Coffey wishes to construct a 95% confidence interval
for μ, given her sample mean. (Again, this is good practice.) Professor Coffey’s
question now is, “What is the range of values within which I am 95% confident μ
lies?” She inserts the appropriate values for X , t.05, and sX into Formula (13.4):

X±tαsX 9 90±(2 262)(1 29) 9 90±2 92

Professor Coffey is 95% confident that μ falls in the interval, 9.90 ± 2.92. In terms
of her initial question, she is reasonably confident that the average high school stu-
dent at the local high school spends between 6.98 hours (lower limit) and 12.82
hours (upper limit) exploring Web sites on the Internet each week. (The width
of this interval—almost 6 hours—reflects the exceedingly small size of Professor
Coffey’s sample.)

Notice that the lower limit of this 95% confidence interval does not include
6.75, the value that Professor Coffey earlier had specified in her null hypothesis
and subsequently rejected at the .05 level of significance (Section 13.6). This illus-
trates that interval estimation and hypothesis testing are “two sides of the same
coin,” as we pointed out in Section 12.6.
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13.10 Summary

Reading the Research: One-Sample t Test

In an evaluative study of its curriculum, the Psychology Department at Ursuline Col-
lege compared the performance of its graduates against the national norm on a stan-
dardized test in psychology. The researchers used a one-sample t test to evaluate the
null hypothesis that the mean performance of their graduates was not significantly dif-
ferent from the nationwide average of 156.5. “The analysis revealed that our
departmental mean (M 156 11, SD 13 02) did not significantly differ from the
national mean (t(96) 292, p 771)” (Frazier & Edmonds, 2002, p. 31). As is
sometimes the case in published studies, the authors reported the exact probability
(.771) rather than α. Clearly, the p value is far greater than either .05 or .01. (Accord-
ingly, the t ratio fails to exceed the critical t values for either level of significance: t 05
±1 98 or t 01 ±2 62.) Thus, there was insufficient evidence to reject the null hypoth-
esis of no difference. In other words, the test performance of graduates from this de-
partment, on average, does not appear to differ from that of the national norm.

Source: Frazier, T. W., & Edmonds, C. L. (2002). Curriculum predictors of performance on the Major
Field Test in Psychology II. Journal of Instructional Psychology 29(1), 29–32.

Case Study: Like Grapes on the Vine

David Berliner, education researcher at Arizona State University, once maintained
that it can take up to eight years for teachers to fully develop expertise in teaching

When σ is not known, the t statistic is used in place of
the z statistic for testing hypotheses about μ. The two
look quite similar, except that sX is substituted for σX
in the formula for t (X − μ0) sX : The denominator,
sX , is an estimate of the standard error of the mean, σX .
Because t involves the calculation of two statistics from
the sample data—both X and sX —the sampling dis-
tribution of t is not precisely normal, particularly for
small samples. Consequently, normal curve critical val-
ues, such as ±1.96, are generally inappropriate for eval-
uating calculated values of t.

A proper evaluation can be made by using Table
B, a special table of t values that makes allowance
for the fact of estimation. Development of this table
is owed to the contribution of William Gosset, a statis-
tician who published under the pseudonym “Student.”
You enter this table with the number of degrees of
freedom (df ) associated with the estimated quantity.
The df is determined by the number of independent
pieces of information the sample of observations
can provide for purposes of statistical inference. For
inference involving single means, df n− 1. The
consequence of using this table is that the critical

values of t will lie in a more extreme position than the
corresponding values of normally distributed z. How
much more depends on the degrees of freedom (hence
on n): The smaller the df, the more extreme the
critical values of t. Student’s distribution of t therefore
is not one distribution but a family of distributions,
each member corresponding to a specific number of
degrees of freedom. Using Student’s distribution does
not relieve the researcher of the requirement that the
sampling distribution of means is close to normal in
shape. If sample size is large enough, the central limit
theorem will help out here, but for small n’s the
sample data should be inspected for marked
nonnormality.

In research practice, it is not uncommon to find
that no explicit α level has been stated. Many
researchers choose instead to report p values relative
to traditional landmark values, such as .05 and .01.

A confidence interval for μ can be constructed
with the rule, X±tαsX , where tα marks off the middle
area of the t distribution (with df n− 1) that corre-
sponds to the level of confidence. As in the formula
for the t statistic, sX is substituted for σX .
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(Scherer, 2001). For this case study, we examined how a sample of 628 public school
teachers from the western United States stacked up in this regard. Specifically, does
the average teacher stay in the profession that long? The data are courtesy of the
National Center for Education Statistics Schools and Staffing Survey.4 The informa-
tion for this particular sample was collected in the mid-1990s.

We tested whether the mean experience in this sample of teachers was sig-
nificantly greater than eight years. In other words, was there evidence that the aver-
age teacher in the western United States had taught long enough, given Berliner’s
criterion, to fully develop expertise in teaching? Accordingly, our null hypothesis
was H0: μYEARS 8. (Although Berliner specified “up to” eight years, our H0

reflected the more conservative premise of “at least” eight years.) Because we wan-
ted to know whether the mean was greater than eight years, we adopted the direc-
tional alternative hypothesis, H1: μYEARS 8. We set alpha at .05. From Table B in
Appendix C, we determined the one-tailed critical value (df 627): t 05 1 658.

If the mean experience of this sample of teachers was greater than eight years for
reasons likely not due to random sampling variation, this would be evidence that the
corresponding population of teachers, on average, had indeed mastered their craft
(given Berliner’s criterion). In the absence of a statistically significant difference, we
would conclude that this population of teachers on average had insufficient time in the
field to fully develop expertise in teaching (again, given Berliner’s criterion).

The mean years of experience for this sample of teachers wasX 8 35, which is
modestly higher than the criterion value of eight years (Table 13.4). However, the
results from a one-sample t test indicate that random sampling variation can account
for this difference (Table 13.5): The obtained t ratio of 1.003 fell short of the critical
value ( 1.658), and, consequently, the null hypothesis was retained. The experience
level of this sample of teachers was not significantly greater than eight years. Accord-
ing to Berliner, then, this population of teachers (teachers in the western United
States at the time of this survey) on average had not been in the field long enough to
fully develop expertise in teaching.

You will notice that Table 13.5 also reports the one-tailed exact p value (.158)
provided by the statistical software we used. Of course, we reach the same deci-
sion regarding H0 if we compare this p value to alpha. Specifically, because p α
(i.e., .158 05), there is insufficient evidence to reject the null hypothesis. (When
using a computer to conduct statistical analyses, you will find that the decision to
reject or retain H0 requires only that you compare the reported p value to alpha.
No comparison between the test statistic and critical value is necessary.)

Table 13.4 Years of Experience0

n X s sX

628 8.35 8.80 .35

Table 13.5 One-Sample t Test (H0: μYEARS 8)

Mean
Difference t df

p Value
(One-Tailed)

.35 1.003 627 .158

4National Center for Education Statistics, U.S. Department of Education (http://nces.ed.gov).
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We decided to repeat this statistical test, but separately for teachers at the
elementary (K–8) and secondary (9–12) levels. The particulars remained the same.
That is, H0: μYEARS 8, H1: μYEARS 8, α 0 5, and t 05 1 658 (one-tailed).
Table 13.6 shows that the mean experience for elementary teachers (8.83 years)
was greater than that for secondary educators (7.84 years). Although this is an
intriguing comparison, our purpose here is not to compare elementary and second-
ary teachers. Rather, it is to compare each sample mean to the single value speci-
fied in the null hypothesis: 8 years. (Methods for testing the significance of the
difference between two sample means are addressed in Chapters 14 and 15.)

The analysis of secondary teachers resulted in statistical nonsignificance
(Table 13.7): the obtained t ratio (−.314) is less than the critical value (1.658), and,
therefore, the exact p value (.377) is greater than alpha (.05). H0 was retained. This
outcome should not surprise you, insofar as the secondary teachers’ sample mean was
actually less than the value under the null hypothesis. With the one-tailed alternative
hypothesis,H1: μYEARS 8, the result would have to be statistically nonsignificant.

In contrast, the elementary teachers’ mean of 8.83 was significantly higher than
eight years (t 1 697, p 046). From our analyses, then, it would appear that the
population of elementary teachers, on average, had sufficient time in the field to fully
develop expertise, whereas secondary teachers had not.

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

s sX t tα t.05 df

estimated standard deviation
estimated standard error of the mean
t ratio
Student’s t distribution
degrees of freedom
family of distributions

critical values of t
one-sample t test
t distribution versus z distribution
normality assumption
“landmark” p values
confidence intervals for μ

Table 13.7 One-Sample t Tests (H0: μYEARS 8),
Separately for Elementary and Secondary Teachers

Mean
Difference t df

p Value
(One-Tailed)

Elementary .83 1.697 324 .046
Secondary −.16 −.314 302 .377

Table 13.6 Years of Experience Among
Elementary and Secondary Teachers

n X s sX

Elementary 325 8.83 8.79 .49
Secondary 303 7.84 8.78 .51
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Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Ben knows that the standard deviation of a particular population of scores equals 16.
However, he does not know the value of the population mean and wishes to test the
hypothesisH0: μ 100. He selects a random sample, computes X , s, and sX, and proceeds
with a t test. Comment?

2. When would S (Formula 5.2) and s (Formula 13.1) be very similar? very different?
(Explain.)

3.* A random sample of five observations is selected. The deviation scores for the first four
observations are −5, 3, 1, and −2.
(a) What is the fifth deviation score?

(b) Compute SS and sX for the sample of all five observations.

4. You select a random sample of 10 observations and compute s, the estimate of σ. Even
though there are 10 observations, s is really based on only nine independent pieces of
information. (Explain.)

5. Why is the t distribution a whole family rather than a single distribution?

6.* Suppose that df 3. How do the tails of the corresponding t distribution compare with
the tails of the normal curve? Support your answer by referring to Tables A and B in
Appendix C (assume α 10, two-tailed).

7. Comment on the following statement: For small samples selected from a normal popu-
lation, the sampling distribution of means follows Student’s t distribution.

8.* Compute the best estimate of σ and σX for each of the following samples:

(a) percentage correct on a multiple-choice exam: 72, 86, 75, 66, 90

(b) number of points on a performance assessment: 2, 7, 8, 6, 6, 11, 3

9. From Table B, identify the value of t that for df 15:

(a) is so high that only 1% of the t values would be higher

(b) is so low that only 10% of the t values would be lower

10.* From Table B, identify the centrally located limits, for df 8, that would include:

(a) 90% of t values

(b) 95% of t values

(c) 99% of t values

11. From Table B and for df 25, find the proportion of t values that would be:

(a) less than t −1 316

(b) less than t 1 316

(c) between t −2 060 and t 2 060

(d) between t −1 708 and t 2 060

12.* For each of the following instances, locate the regions of rejection and the sample results
on a rough distribution sketch; perform the test; and give final conclusions about the
value of μ.
(a) H0: μ 10, H1: μ 10, α 10, sample: 15, 13, 12, 8, 15, 12

(b) Same as Problem 12a except α 05
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(c) H0: μ 50, H1: μ 50, α 0 5, sample: 49, 48, 54, 44, 46

(d) H0: μ 20, H1: μ 20, α 01, sample: 11, 19, 17, 15, 13, 22, 12, 22, 10, 17

13. The task in a particular concept-formation experiment is to discover, through trial
and error, the correct sequence in which to press a row of buttons. It is determined
from the nature of the task that the average score obtained by random guessing
alone would be 20 correct out of a standard series of trials. The following are the
scores for a sample of volunteer college students: 31, 24, 21, 25, 32. You wish to
determine whether such subjects do better, on the average, than expected by just
guessing.

(a) Set up H0 and H1.

(b) Determine t.05.

(c) Perform the statistical test.

(d) Draw final conclusions.

14.* Consider the data in Problem 8a. Suppose the researcher wants to test the hypothesis
that the population mean is equal to 72; she is interested in sample departures from this
mean in either direction.

(a) Set up H0 and H1.

(b) Determine t.05.

(c) Perform the statistical test.

(d) Draw final conclusions.

15. Using the data in Problem 8b, an investigator tests H0: μ 11 25 against H1: μ 11 25.

(a) Determine t.01.

(b) Perform the statistical test.

(c) Draw final conclusions.

16.* The following are the times (in seconds) that a sample of five 8-year-olds took to com-
plete a particular item on a spatial reasoning test:X 12 3 and s 9 8. The investigator
wishes to use these results in performing a t test ofH0: μ 8.

(a) From the sample results, what makes you think that the proposed t test may be
inappropriate?

(b) If any other sample were drawn, what should be done differently so that a t test
would be appropriate?

17.* For each of the following sample t ratios, report the p value relative to a suitable “land-
mark” (as discussed in Section 13.8). Select among the landmarks .10, .05, and .01, and
assume that the investigator in each case has in mind α 05.

(a) H1: μ 100, n 8, t 2 01

(b) H1: μ 60, n 23, t 1 63

(c) H1: μ 50, n 16, t 2 71

(d) H1: μ 50, n 16, t 2 71

(e) H1: μ 2 5, n 29, t 2 33

(f) H1: μ 100, n 4, t 7 33

18. Repeat Problem 17, this time assuming that the investigator has in mind α 01.
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19. Translate each of the following statements into symbolic form involving a p value:

(a) “The results did not reach significance at the .05 level.”

(b) “The sample mean fell significantly below 50 at the .01 level.”

(c) “The results were significant at the .001 level.”

(d) “The difference between the sample mean and the hypothesized μ was not statis-
tically significant (α 05).”

20.* Suppose α 0 5 and the researcher reports that the sample mean “approached
significance.”

(a) What do you think is meant by this expression?

(b) Translate the researcher’s statement into symbolic form involving a p value.

21. The expression “p 001” occurs in the results section of a journal article. Does this
indicate that the investigator used the very conservative level of significance α 001 to
test the null hypothesis? (Explain.)

22.* Fifteen years ago, a complete survey of all undergraduate students at a large university
indicated that the average student smokedX 8 3 cigarettes per day. The director of the
student health center wishes to determine whether the incidence of cigarette smoking at
his university has decreased over the 15-year period. He obtains the following results (in
cigarettes smoked per day) from a recently selected random sample of undergraduate
students:X 4 6, s 3 2, n 100.

(a) Set up H0 and H1.

(b) Perform the statistical test (α 05).

(c) Draw the final conclusions.

23. Suppose the director in Problem 22 is criticized for conducting a t test in which there is
evidence of nonnormality in the population.

(a) How do these sample results suggest population nonnormality?

(b) What is your response to this critic?

24.* From the data in Problems 8a and 8b, determine and interpret the respective 95%
confidence intervals for μ.

25. How do you explain the considerable width of the resulting confidence intervals in
Problem 24?
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CHAPTER 14

Comparing the Means of Two
Populations: Independent Samples

14.1 From One Mu (μ) to Two

Do children in phonics-based reading programs become better readers than
children in meaning-based programs? Do male and female high school students
differ in mathematics ability? Do students who received training in test-taking
strategies obtain higher scores on a statewide assessment than students who did
not receive such training? These questions lead to an important way of increas-
ing knowledge: studying the difference between two groups of observations. In
each case you obtain two samples, and your concern is with comparing the two
populations from which the samples were selected. This is in contrast to making
inferences about a single population from a single sample, as has been our focus
so far. Nonetheless, you soon will be comforted by discovering that even though
we have moved from one μ to two, the general logic of hypothesis testing
has not changed. In the immortal words of Yogi Berra, it’s like déjà vu all
over again.

Before we proceed, we should clarify what is meant by the phrase independent
samples. Two samples are said to be independent when none of the observations in
one group is in any way related to observations in the other group. This will be
true, for example, when the samples are selected at random from their populations
or when a pool of volunteers is divided at random into two “treatment” groups. In
contrast, the research design in which an investigator uses the same individuals in
both groups, as in a before-after comparison, provides a common example of
dependent samples. (We will deal with dependent samples in Chapter 15.)

Let’s look at an experiment designed to study the effect of scent on memory,
which Gregory is conducting as part of his undergraduate honors thesis. He
selects 18 volunteers and randomly divides them into two groups. Participants in
Group 1 read a 1500-word passage describing a person’s experience of hiking the
Appalachian Trail. The paper on which the passage appears has been treated with
a pleasant, unfamiliar fragrance so that there is a noticeable scent as Group 1 parti-
cipants read about the hiker’s adventure. One week later, Gregory tests their recall
by having them write down all that they can remember from the passage. They do
so on a sheet of paper noticeably scented with the same fragrance. Group 2 partici-
pants are subjected to exactly the same conditions, except that there is no notice-
able fragrance at any time during the experiment. Finally, Gregory determines for
each participant the number of facts that have been correctly recalled from the
passage (e.g., the weather was uncharacteristically cooperative, there was a close
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encounter with a mother bear and her cubs) and then computes the mean for
each group:

Group 1 (scent present):X1 23

Group 2 (scent absent):X2 18

On average, participants in Group 1 recalled five more facts from the passage
than did participants in Group 2. Does this sample difference necessarily mean
that there is a “true” difference between the two conditions—that is, a difference
between the means, μ1 and μ2, of the two theoretical populations of observations?
(These two populations would comprise all individuals, similar in characteristics to
those studied here, who potentially could participate in the two conditions of this
experiment.) If so, it would support the substantive conclusion that memory is
facilitated by scent. But you cannot be sure simply by inspecting X1 and X2,
because you know that both sample means are affected by random sampling var-
iation. You would expect a difference between these sample means on the basis
of chance alone even if scent had no effect on memory at all. As always in statis-
tical inference, the important question is not about samples, but rather about the
populations that the samples represent.

To determine whether the difference between two sample means, X1 −X2, is
large enough to indicate a difference in the population, μ1 − μ2, you use the same
general logic as for testing hypotheses about means of single populations. The
application of this logic to the problem of comparing the means of two populations
is the main concern of this chapter, and we will use Gregory’s experiment as
illustration.

14.2 Statistical Hypotheses

Gregory’s interest in the influence of scent on memory leads to the research
question: Does the presence of a noticeable scent, both while reading a passage
and later while recalling what had been read, affect the amount of information
recalled? If it does, the mean of the population of scores obtained under the
Group 1 condition (scent present) should differ from that obtained under
the Group 2 condition (scent absent). This becomes the alternative hypothesis,
H1: μ1 − μ2 0. Although Gregory wants to know if there is a difference, he will
formally test the null hypothesis that there is no difference (μ1 − μ2 0). As you
saw in Chapter 11, he does this because the null hypothesis has the specificity
that makes a statistical test possible. Thus Gregory’s statistical hypotheses are:

H0: μ1 − μ2 0 (scent has no effect on recall)

H1: μ1 − μ2 0 (scent has an effect on recall)

In comparisons of two populations, the specific hypothesis to be tested typi-
cally is that of no difference, or H0: μ1 − μ2 0. The nondirectional alternative,
H1: μ1 − μ2 0, is appropriate in Gregory’s case, for he is interested in knowing
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whether the difference in treatment made any difference in the response variable
(scores on the recall test).1 That is, an effect of scent in either direction is of inter-
est to him. If he were interested in only one direction, the alternative hypothesis
would take one of two forms:

H1: μ1 − μ2 0 (interested in only a positive effect of scent)

or

H1: μ1 − μ2 0 (interested in only a negative effect of scent)

From here on, the test of H0: μ1 − μ2 0 follows the same logic and general pro-
cedure described in Chapters 11 and 13 for testing hypotheses about single means.
Gregory adopts a level of significance, decides on sample size, and selects the sam-
ple. He then compares his obtained sample difference,X1 −X2, with the sample dif-
ferences that would be expected if there were no difference between the population
means—that is, ifH0: μ1 − μ2 0 were true. This comparison is accomplished with a t
test, modified to accommodate a difference between two sample means. If the sam-
ple difference is so great that it falls among the very rare outcomes (under the null
hypothesis), then Gregory rejectsH0 in favor ofH1. If not,H0 is retained.

14.3 The Sampling Distribution of Differences Between Means

The general notion of the sampling distribution of differences between means is
similar to the familiar sampling distribution of means, which provides the basis for
the one-sample tests described in Chapters 11 and 13. Suppose that the presence of
scent has absolutely no effect on recall (μ1 − μ2 0) and that, just for perverse fun,
you repeat Gregory’s experiment many, many times. For the pair of samples
described earlier, Gregory obtained X1 23 and X2 18, giving a difference
between means of 5. The experiment is repeated in an identical manner but with a
new random selection of participants. Again the two means are calculated, and the
difference between them is determined. Let’s say this time the mean score for the
scent-present group is lower than that for the scent-absent group: X1 −X2 2.
A third pair of samples yields the sample difference, X1 −X2 0 18 (barely any
difference at all). If this procedure were repeated for an unlimited number of
sampling experiments, the sample differences thus generated form the sampling dis-
tribution of differences between means (Figure 14.1). To summarize:

A sampling distribution of differences between means is the relative frequency
distribution of X1 −X2 obtained from an unlimited series of sampling experi-
ments, each consisting of a pair of samples of given size randomly selected
from the two populations.

Properties of the Sampling Distribution of Differences Between Means

When we introduced the sampling distribution of means in Chapter 10, you saw
that such a distribution is characterized by its mean, standard deviation, and shape

1The response variable also is called the dependent variable.
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(Section 10.7). This is equally true with a sampling distribution of differences between
means, as we now will show.

The sampling distribution in Figure 14.1 describes the differences betweenX1

andX2 that would be expected, with repeated sampling, if H0: μ1 − μ2 0 were true.
Now, if the means of the two populations are the same and pairs of samples are
drawn at random, sometimes X1 will be larger than X2 (a positive value for
X1 −X2) and sometimes X2 will be larger than X1 (a negative value for X1 −X2).
This, of course, is because of sampling variation. But over the long run, the positive
differences will be balanced by the negative differences, and the mean of all
the differences will be zero. We will use μX1−X2

to signify the mean of this sampling
distribution. Thus:

Mean of a sampling distribution
of differences between means
when H0: μ1 − μ2 0 is true

μX1−X2
0 (14 1)

This is shown at the bottom of Figure 14.1.
The standard deviation of this sampling distribution is called the standard error

of the difference between means. This standard error reflects the amount of

0

μX1 – X2

etc.

μ1 = μ2
Population X1:
Scent present

Sample pair 1 Sample pair 2 Sample pair 3

Population X2:
Scent absent

X1 – X2 = +5 X1 – X2 = –2 X1 – X2 = +0.18

+–

X1 – X2:

Figure 14.1 The development of a sampling distribution of differences between means of
independent populations.
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variability that would be expected among all possible sample differences. It is given
in the following formula:

Standard error of the
difference between means

σX1−X2
σ2
X1

σ2
X2

(14 2)

Formula (14.2) shows that the standard error of the difference between two sample
means depends on the (squared) standard error of each sample mean involved—
that is, σX1

and σX2
. Now, remember from Formula (10.2) that σX σ n. By

squaring each side of this expression, you see that σ2
X

σ2 n. Formula (14.2) there-
fore can be expressed in terms of the two population variances, σ21 and σ22:

Standard error of the
difference between means
(using population variances)

σX1−X2

σ21
n1

σ22
n2

(14 3)

Formula (14.3) shows that σX1−X2
is affected by the amount of variability in each

population (σ21 and σ22) and by the size of each sample (n1 and n2). Because of the
location of these terms in the formula, more variable populations lead to larger
standard errors, and larger sample sizes lead to smaller standard errors.

Finally, the sampling distribution will be normal in shape if the distribution of
observations for each population is normal. However, the central limit theorem
applies here, just as it did earlier for the sampling distributions of single means.
Unless the population shapes are most unusual, sampling distributions of differ-
ences between means will tend toward a normal shape if n1 and n2 are each at least
20 to 30 cases (there is no sharp dividing line).

14.4 Estimating σX1 X2

As you will recall, the population standard deviation (σ) in one-sample studies is
seldom known, and consequently you must compute an estimated standard error of
the mean (sX) from the sample results. Not surprisingly, the situation is similar
when two samples are involved: The population standard deviations, σ1 and σ2,
frequently are unknown, so you must obtain an estimated standard error of the dif-
ference between means, sX1−X2

.
How is this done? An important assumption underlying the test of a differ-

ence between two means is that the population variances are equal: σ21 σ22. This
is called the assumption of homogeneity of variance. A logical extension of this
assumption is the use of a combined, or “pooled,” variance estimate to represent
both σ21 and σ22, rather than making separate estimates from each sample. It is the
pooled variance estimate, s2pooled, that you use to determine sX1−X2

. The first task,
then, is to calculate s2pooled.
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Calculating s2pooled

To understand how to combine the two sample variances (s21 and s22) as one (s2pooled),
let’s first examine the nature of a variance estimate. Remember: The variance is the
square of the standard deviation. You calculate it just like a standard deviation
except that the last step—taking the square root—is omitted. You saw in Formula
(13.1) that the sample standard deviation is:

s SS
n− 1

Square each side and you have the variance estimate:

s2 SS
n− 1

In the present situation, you have two variance estimates (s21 and s22), and a single
variance estimate is required (s2pooled). To obtain this single estimate, simply combine
the sums of squares from both samples and divide by the total degrees of freedom:

Pooled variance estimate
of σ21 and σ22

s2pooled
SS1 SS2
n1 n2 − 2

(14 4)

The pooled variance is an “average” of the two sample variances, where each vari-
ance is weighted by its df. This can be seen most easily from the following formula,
which is equivalent to Formula (14.4) (and particularly convenient if s21 and s22
already are at hand):

s2pooled
(n1 − 1)s21 (n2 − 1)s22

n1 n2 − 2

Notice that each variance in the numerator is weighted by n− 1 degrees of freedom,
and the sum of the two weighted variances is then divided by the total degrees of
freedom. The total df shows that one degree of freedom is “lost” for each sample
variance. This is more easily seen by the equality, n1 n2 − 2 (n1 − 1) (n2 − 1).

Calculating sX1−X2

If you replace s2pooled for each of the population variances in Formula (14.3), you have
a formula for sX1−X2

:

sX1−X2

s2pooled
n1

s2pooled
n2

which is equivalent to:

sX1−X2
s2pooled

1
n1

1
n2
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Now substitute Formula (14.4) for s2pooled:

Estimate of σX1−X2

sX1−X2

SS1 SS2
n1 n2 − 2

1
n1

1
n2

(14 5)

It is now time to introduce the t test for independent samples, which we will then
apply to the data from Gregory’s experiment.

14.5 The t Test for Two Independent Samples

Recall the structure of the one-sample t test: It is the difference between the sample
result (X) and the condition specified in the null hypothesis (μ0), divided by the stan-
dard error (sX):

t
X − μ0
sX

The t test for independent samples has the same general structure. It, too, compares
the sample result (X1 −X2) with the condition specified under the null hypothesis
(μ1 − μ2), dividing the difference by the standard error (sX1−X2

). Expressed formally:

t
(X1 −X2)− (μ1 − μ2)

sX1−X2

Because the null hypothesis typically is μ1 − μ2 0, the formula above simplifies to:

t test for two
independent samples

t X1 −X2

sX1−X2

(14 6)

This t ratio will follow Student’s t distribution with df n1 n2 − 2, provided sev-
eral assumptions are met. We have alluded to these assumptions, but it is helpful
to reiterate them at this point.

The first assumption is that the two samples are independent. That is, none of
the observations in one group is in any way related to observations in the other
group. (As you will learn in Chapter 15, the dependent-samples t test has a slightly
different standard error.)

The second assumption is that each of the two populations of observations is
normally distributed. Here, of course, the central limit theorem helps out, as it did
when we were making inferences about single means (Chapter 13). Consequently,
when each sample is larger than 20 to 30 cases, considerable departure from popu-
lation normality can be tolerated.
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Finally, it is assumed that the two populations of observations are equally vari-
able (σ21 σ22). Earlier we referred to this as the assumption of homogeneity of var-
iance, out of which arises the calculation of a pooled variance estimate (s2pooled).
Research has shown that violation of this assumption is not problematic unless the
population variances are quite different, the two sample sizes also are quite differ-
ent, and either n1 or n2 is small. Therefore, when samples are small, you should
look carefully at the data for skewness or large differences in variability. Here, the
eyeball is a powerful tool: If you cannot see a problem by such inspection, then it
probably won’t matter. But if sample size is small and departure from the condi-
tions specified seems to be substantial, you should consider “nonparametric” or
“distribution-free” techniques that involve few or no assumptions about the popu-
lation distributions (see epilogue).

14.6 Testing Hypotheses About Two Independent Means: An Example

Now let’s carry through on Gregory’s problem. Does the presence of a noticeable
scent, both while reading a passage and later while recalling what had been read,
affect the amount of information recalled? Again, we emphasize that the overall logic
involved in testing H0: μ1 − μ2 0 is the same as that for all significance tests in this
text. You assume H0 to be true and then determine whether the obtained sample
result is sufficiently rare—in the direction(s) specified in H1—to cast doubt on H0.
To do this, you express the sample result as a test statistic (t, in the present case),
which you then locate in the theoretical sampling distribution. If the test statistic falls
in a region of rejection, H0 is rejected; if not, H0 is retained. With this in mind, we
now proceed with Gregory’s test.

Step 1 Formulate the statistical hypotheses and select a level of significance.
Gregory’s statistical hypotheses are:

H0: μ1 − μ2 0

H1: μ1 − μ2 0

He must now select his decision criterion, which we will assume is α 05.

Step 2 Determine the desired sample size and select the sample.
To simplify computational illustrations, we limited Gregory’s samples to
nine participants each. In practice, one must decide what sample size is
needed. Having too few participants makes it difficult to discover a differ-
ence where one exists, which increases the chances of a Type II error; too
many is wasteful and costly. (You will learn more about how to choose
sample size in Chapter 19.)

Step 3 Calculate the necessary sample statistics.
The raw data and all calculations are given in Table 14.1. Gregory begins by
computing the mean and sum of squares for each group (the row at ).
The pooled variance estimate, s2pooled, is calculated at , which is followed
by the calculation of sX1−X2

( ). Finally, Gregory computes the t ratio,
obtaining t 2 19 ( ) which has 9 9− 2 16 degrees of freedom ( ).
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Notice that we also presented the sample variance and standard de-
viation for each group at (in brackets), even though neither is required
for subsequent calculations. We did this for three reasons. First, good
practice requires reporting s1 and s2 along with the outcome of the test,
so you’ll need these later. Second, knowing the separate variances—s21
and s22—allows you to easily confirm the reasonableness of the value you
obtained for s2pooled. Because it is a weighted average of s21 and s22, s

2
pooled

must fall between these two values (right in the middle, if n1 n2). If it
does not, then a calculation error has been made. Gregory’s s2pooled
(23.50) happily rests between 22.25 and 24.75, the values for s21 and s22,
respectively. Third, extreme differences between s21 and s22 might suggest

Table 14.1 Test of the Difference Between Means of Two Independent Samples

Group 1
(Scent Present)

n = 9

Group 2
(Scent Absent)

n = 9

X (X −X1)2 X (X −X2)2

25 4 20 4
23 0 10 64
30 49 25 49
14 81 13 25
22 1 21 9
28 25 15 9
18 25 19 1
21 4 22 16
26 9 17 1

X1 209 9
23

SS1 Σ(X −X1)
2

198

X2 162 9
18

SS2 Σ(X −X2)
2

178

s2pooled
SS1 SS2
n1 n2 − 2

198 178
9 9− 2

376
16

23 50

s21
SS1
n1 − 1

198
9− 1

24 75 s1 24 75 4 97

s22
SS2
n2 − 1

178
9− 1

22 25 s2 22 25 4 72

sX1 −X2
s2pooled

1
n1

1
n2

23 50 1
9

1
9

23 50 2
9

47
9

2 28

t X1 −X2

sX1−X2

23− 18
2 28

5
2 28

2 19

df n1 n2 − 2 9 9− 2 16

t 05 ± 2 12

Statistical decision: reject H0: μ1− μ2 0
Substantive conclusion: The presence of scent improves memory.
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differences between the population variances, σ21 and σ22, thereby casting
doubt on the assumption of homogeneous variances. (Gregory’s sample var-
iances seem fine in this regard.)

Step 4 Identify the region(s) of rejection.
To identify the rejection region(s), you first identify the critical t value(s), tα.
Remember that there are three things to consider when selecting critical
values from Table B (Appendix C): H1, α, and df (see Section 13.5). With a
two-tailed H1, α 05, and df 16, Gregory has all the information he
needs for finding tα. He locates df 16 in the first column of Table B and
moves over to the column under “.05” (in both tails), where he finds
the entry 2.120. Thus, t 05 ± 2 12 ( )—the values of t beyond which
the most extreme 5% of all possible sample outcomes fall (in both tails
combined) if H0 is true. The regions of rejection and the obtained sample t
ratio are shown in Figure 14.2.

Step 5 Make statistical decision and form conclusion.
Because the obtained t ratio falls in a rejection region (i.e., 2 19 2 12),
Gregory rejects the H0 of no difference ( ). The difference between the
two means is statistically significant (α 05). Because the mean recall score
for Group 1 (scent-present) is higher than the mean for Group 2 (scent-ab-
sent), Gregory draws the substantive conclusion that, under these condi-
tions, scent would appear to improve memory ( ).

14.7 Interval Estimation of μ1−μ2

The logic underlying interval estimation of μ1 − μ2 is basically the same as that for
estimation of μ. The form of the estimate for independent samples is:

Rule for a confidence
interval for μ1 − μ2

(X1 −X2) ± tαsX1−X2
(14 7)

Region of rejectionRegion of rejection Region of retention

0 t = +2.19t:

t.05 = –2.120 t.05 = +2.120

Area = .025Area = .025

Student’s t distribution

df = 16

Figure 14.2 Testing H0: μ1 − μ2 0 against H1: μ1 − μ2 0 α 05 .
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Formula (14.7) is structurally equivalent to X ± tαsX (Formula 13.4), the con-
fidence interval for μ presented in Section 13.9. We’re simply replacing X with
X1 −X2 and sX with sX1−X2

. As before, tα is the tabled value of t for which the
middle (1− α)(100) percent of the area of Student’s distribution is included within
the limits −t to t. Now, however, df n1 n2 − 2 rather than n− 1.

Suppose Gregory, consistent with good practice, followed up his test of
H0: μ1− μ2 0 by constructing a 95% confidence interval for μ1− μ2. His question
is, “What is the range of values within which I am 95% confident μ1− μ2 lies?” He
already has all the ingredients:

• X1 −X2 5

• sX1−X2
2 28

• t 05 2 12

He now substitutes these in Formula (14.7):

5 ± (2 12)(2 28) 5 ± 4 83

Gregory is 95% confident that μ1 − μ2 falls in the interval, 5 ± 4 83. That is, he
is reasonably confident that the effect of scent on memory in the population—
the “true” effect—is somewhere between 0.17 (lower limit) and 9.83 (upper
limit) additional facts recalled. He doesn’t know for sure, of course. But he does
know that if his experiment were repeated many times and an interval was
constructed each time using Formula (14.7), 95% of such intervals would include
μ1 − μ2.

Note that Gregory’s 95% confidence interval does not span zero, the value he
specified in H0 and then rejected in a two-tailed test. Whether approached through
hypothesis testing or interval estimation, zero (no difference) would not appear to
be a reasonable value for μ1 − μ2 in this instance.

Also note the large width of this confidence interval. This should be expected,
given the small values for n1 and n2. The “true” effect of scent on memory could
be anywhere between negligible (less than one additional fact recalled) and sub-
stantial (almost 10 additional facts). As you saw in Section 12.5, one simply needs
larger samples to pin down effects.

With a 99% confidence interval, of course, the interval is wider still—so wide,
in fact, that the interval now spans zero. This confidence interval, which requires
t 01 2 921, is:

5 ± (2 921)(2 28) 5 ± 6 66

−1 66 (lower limit) to 11 66 (upper limit)

Thus, with 99% confidence, Gregory concludes that the true effect of scent on
memory is somewhere between (a) small and negative and (b) much larger and
positive—including the possibility that there is no effect of scent whatsoever.
This is shown in Figure 14.3.

Consistent with this 99% confidence interval, Gregory would have retained
H0: μ1 − μ2 0 had he adopted α 01 (two-tailed). That is, the sample t ratio is less
than t.01, and, thus, zero is a reasonable possibility for μ1 − μ2 (at the .01 level of
significance).

14.7 Interval Estimation of μ1−μ2 263



14.8 Appraising the Magnitude of a Difference:
Measures of Effect Size for X

_
1−X
_
2

When you reject the null hypothesis regarding a difference between two means,
you are concluding that you have a “true” difference. But how large is it?
Unfortunately, “statistically significant” frequently is mistaken for “important,”
“substantial,” “meaningful,” or “consequential,” as you first saw in Section 11.10.
But even a small (and therefore possibly unimportant) difference between two
means can result in rejection of H0 when samples are large. This is because of the
influence that sample size has on reducing the standard error, sX1−X2

. Recall
the location of n1 and n2 in the standard error:

sX1−X2
s2pooled

1
n1

1
n2

When sample sizes are humongous, the term (1 n1 1 n2) is a very small proportion
indeed. Consequently, the product of s2pooled and (1 n1 1 n2)—hence sX1−X2

—is
much smaller than when sample sizes are meager (in which case the aforementioned
proportion is relatively large). Now, because sX1−X2

is the denominator of the t
ratio, a smaller standard error for a given mean difference will result in a larger
value of t (unless X1 −X2 is zero). Other things being equal, then, larger samples
are more likely to give statistically significant results.

Let’s consider a quick illustration. Recall from the preceding section that
Gregory’s obtained t ratio, with df 16, would fail to reach statistical significance at
α .01. Suppose we somehow cloned each participant in Gregory’s sample so that
each score now appears twice: that is, df 18 18− 2 34. As Table 14.2 shows, this
act of mischief does not change either mean, andX1 −X2 therefore remains 5. You
also see that the pooled variance changes only slightly. But doubling the number of
cases reduces sX1−X2

by almost one-third: from 2.28 to 1.57. As a consequence, the
sample t ratio increases from 2.19 to 3.18. With 34 df, the critical t values

–5 0 +5 +10 +15

Possible values of μ1 – μ2

μ1 < μ2 (scent reduces memory)

99% confidence interval for  μ1 – μ2

μ1 > μ2 (scent improves memory)

μ1 = μ2 (scent makes no difference)

–1.66 +11.66

Figure 14.3 The 99% confidence interval for the true difference in mean recall scores in
the scent experiment.
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are ± 2 750 (α 01), putting the new t ratio comfortably in the region of rejection.
The difference between means is now statistically significant at the .01 level, whereas
with 16 df, the same difference was not.

With large enough samples, any obtained difference (other than zero) can be
“statistically significant.” Such an outcome does not imply that the difference is
large or important. Rather, it means that the difference in the population prob-
ably is not zero.

Our advice to you is simple: Look at the results carefully. Upon rejecting H0,
note how much difference there is between the two sample means. This is important
to do in any case, but particularly when samples are large and even trivial differences
can be statistically significant.

The magnitude of a difference is not always self-evident. Probably no one will
disagree that “40” is substantial if it represents the difference between two cities in
mean summer temperature (40 Fahrenheit), and that this same figure is negligible if
it represents the difference between men and women in mean annual income ($40).
But unlike temperature and dollars, many variables in educational research lack the
familiar meaning necessary to conclude whether, statistical significance aside, a given
difference between means is large, small, or somewhere in between. For instance,
what is your opinion of the 5-point difference that Gregory obtained?

To help you appraise the magnitude of a difference between means, we offer
two measures of effect size, the first of which you encountered earlier.

Expressing a Mean Difference Relative to the Pooled Standard
Deviation: d

In Sections 5.8 and 6.9, you saw that a difference between two means can be eval-
uated by expressing it relative to the pooled standard deviation. This is a popular
measure of effect size for a difference between means.

Table 14.2 The Effects of Doubling the Number of
Observations: 16 df Versus 34 df

df= 9+ 9− 2=16 df= 18+ 18− 2=34

X1 23 23
X2 18 18

X1 −X2 5 5
s2pooled 23.50 22.12
sX1−X2

2.28 1.57
t 5/2.28 2.19 5/1.57 3.18

t.01 ±2.921 ±2.750
decision retain H0 reject H0
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Following common practice, we use the symbol d when estimating this effect
size from sample data:

Effect size: d

d X1 −X2

SS1 SS2
n1 n2 − 2

X1 −X2

spooled
(14 8)

The pooled standard deviation in the denominator, spooled, is simply the square
root of s2pooled, the familiar pooled variance estimate (Formula 14.4). For Gregory’s
data, spooled 23 50 4 85. Thus,

d X1 −X2

spooled
5

4 85
1 03

The difference between these two means corresponds to 1.03 standard deviations.
In other words, the mean number of facts recalled in Group 1 is roughly one stan-
dard deviation higher than the mean in Group 2. A difference of d 1 03 is illus-
trated in Figure 14.4a, where you see a substantial offset between the two
distributions. Indeed, if normal distributions are assumed in the population, it is
estimated that the average scent-present participant falls at the 85th percentile of

1.03 standard deviations

X2 = 18 X1 = 23

X2 = 18 X1 = 23

35%

85%

spooled = 4.85

d = = +1.0323 – 18
4.85

50%

(a)

(b)
Figure 14.4 Illustrating effect
size: d 1 03.
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the scent-absent distribution—35 percentile points beyond what would be expected
if there were no effect of scent on memory whatsoever. We show this in Figure 14.4b.
(You may find it helpful to review Section 6.9 for the logic and calculations under-
lying Figure 14.4b.)

As you saw in Section 5.8, one convention is to consider d 20 as small,
d 50 as moderate, and d 80 as large (Cohen, 1988). In this light, too, the pres-
ent finding is impressive. Again, however, always take into account the method-
ological and substantive context of the investigation when making a judgment about
effect size. And remember, any sample difference is subject to sampling variation.
When sample size is small (as in the present case), d could be appreciably different
were the investigation to be repeated.

Expressing a Mean Difference in Terms of Explained Variance ( ω̂2)

A second measure of effect size for Gregory’s obtained difference is expressed as the
proportion of variation in recall scores that is accounted for, or explained,
by “variation” in group membership (i.e., whether a participant is in Group 1 or Group
2). This follows the general logic of association that we introduced in Chapter 7,
where you saw that the proportion of “common variance” between two variables is
equal to r2 (see Section 7.8). In the case of a difference between two means, one
variable—group membership—is dichotomous rather than continuous. Here, ω̂2

(“omega squared”) is analogous to r2 and is calculated from Formula (14.9):

Effect size: ω̂2

ω̂2 t2 − 1
t2 n1 n2 − 1

(14 9)

For Gregory, t 2 19 and n1 n2 9. Now enter these values in Formula (14.9):

ω̂2 t2 − 1
t2 n1 n2 − 1

2 192 − 1
2 192 9 9− 1

4 80− 1
4 80 17

3 80
21 80

17

Thus, Gregory estimates that 17% of the variation in recall scores is accounted for by
variation in group membership. In other words, the experimental manipulation of
scent explains 17% of the variance in recall scores.2 While this amount of explained
variance is far from trivial, a full 83% of variation in recall scores is due to differ-
ences among participants that have nothing to do with the experimental manipula-
tion (such as one’s comprehension skills, long-term memory, and motivation).

In summary, there are various ways to appraise the magnitude of a difference
between two means. Hypothesis testing and interval estimation address the
inferential question regarding the corresponding difference in the population, but
both can fall short of providing meaningful information about whether the obtained
difference is large or important. In contrast, d and ω̂2 can be quite helpful in this

2Where the absolute value of t is less than one, ω̂2 is negative and therefore meaningless. In such
situations, ω̂2 is set to zero. By the way, the “hat” (ˆ) over this term signifies it as an estimate of the po-
pulation parameter, ω2.
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regard. For this reason, we recommend that you consider one or both effect sizes in
your own work.

14.9 How Were Groups Formed? The Role of Randomization

Gregory had randomly divided his 18 volunteers into two groups of nine each.
The random assignment of participants to treatment conditions is called
randomization:

Randomization is a method for dividing an available pool of research partici-
pants into two or more groups. It refers to any set of procedures that allows
“chance” to determine who is included in what group.

Randomization provides two important benefits. The first is a statistical benefit: in
a randomized sample, you can apply the rules that govern sampling variation and
thus determine the magnitude of difference that is more than can reasonably be
attributed to chance. This, as you know, is of vital importance for making statistical
inferences.

The second benefit of randomization is that it provides experimental control
over extraneous factors that can bias the results. Where experimental control is
high, a researcher can more confidently attribute an obtained difference to the
experimental manipulation. In short, the “why” of one’s results is much clearer
when participants have been randomly assigned to treatment conditions.

Imagine that Gregory had assigned to the scent-present condition the nine parti-
cipants who volunteered first, the remainder being assigned to Group 2. The two
groups might well differ with regard to, say, interest in the topic of memory, eager-
ness to participate in a research investigation, or perhaps even an underlying need to
be needed. Any one of these factors could affect motivation to perform, which
in turn could influence the results Gregory subsequently obtains. The effect of the
factor he is studying—the presence or absence of scent—would be hopelessly con-
founded with the effects of the uncontrolled, extraneous factors associated with
group assignment.

In contrast, randomization results in the chance assignment of extraneous
influences among the groups to be compared. Eager versus reluctant, able versus
less able, interested versus bored, rich versus poor—the participants in the various
groups will tend to be comparable where randomization has been employed.
Indeed, the beauty of randomization is that it affords this type of experimental
control over extraneous influences regardless of whether they are known by the
researcher to exist. As a result, the investigator can be much more confident that
the manipulated factor (e.g., scent) is the only factor that differentiates one group
from another and, therefore, the only factor that reasonably explains any
group difference subsequently obtained. We emphasize that the random assignment
of participants to treatment groups does not guarantee equality with regard to extra-
neous factors, any more than 50 heads are guaranteed if you toss a coin 100 times.
But randomization tends toward equality, particularly as sample size increases.
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When Randomization Is Not Possible

In many instances, randomization is either logically impossible or highly unrealistic.
Suppose you wish to compare groups differing on such characteristics as sex, polit-
ical party, social class, ethnicity, or religious denomination. Or perhaps your interest
is in comparing bottle-fed and breast-fed infants (say, on a measure of maternal
attachment). You certainly cannot randomly assign participants to the “treatment
condition” male or female, Democrat or Republican, and so on. And it is arguably
unlikely that mothers will agree to be randomly assigned to a particular method of
feeding their newborns. Rather, you take individuals “as they are.”

In such cases, you lose a considerable degree of control of extraneous factors,
and determining the “why” of the results is not easy. This is because when groups
are formed in this fashion, they necessarily bring along other characteristics as well.
For example, males and females differ in biology and socialization; Democrats and
Republicans differ in political ideology and economic/demographic characteristics;
and the two groups of mothers likely differ in beliefs and behaviors regarding mo-
therhood beyond the decision to breast-feed or bottle-feed their children. In
each instance, then, the announced comparison is confounded with uncontrolled,
extraneous factors.

Field-based educational research typically involves already formed groups, as
can be found in achievement comparisons of schools that have adopted, say, differ-
ent instructional programs or school-improvement initiatives. Randomization can be
unfeasible in such research, and the investigator must be sensitive to extraneous in-
fluences here as well. For example, perhaps the schools that adopted an innovative
curriculum also have more motivated teachers, higher levels of parent involvement,
or more students from higher socioeconomic backgrounds. Any one of these factors
can influence achievement—beyond any effect that the innovative curriculum may
have.

Separating out the relative influence of confounding factors requires great
care, and when it can be done, procedures are required that go beyond those
offered in an introductory course in statistics. None of this is to say that only stud-
ies that permit randomization should be conducted. Quite the contrary, for such a
restriction would rule out the investigation of many important and interesting
research questions. Nevertheless, in the absence of randomization, one must use
considerable care in the design, analysis, and interpretation of such studies.

14.10 Statistical Inferences and Nonstatistical Generalizations

Most statistical inference procedures, including those covered in this text, are
based on the random sampling model described in Section 10.4. That is, they
assume that the sample observations have been randomly selected from the popu-
lation of interest. If the sample has been selected in this way, the procedures per-
mit inferences about characteristics (such as means) of the defined population.
These inferences are statistical inferences, based directly on the laws of probability
and statistics, and their function is to take chance sampling variation into account.

The investigator, however, usually wishes to generalize beyond the original
population that was sampled. Thus, when you have at hand the results of a parti-
cular investigation performed at a particular time under particular conditions using
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participants of a particular type who were selected in a particular way, you attempt
to apply the outcome more broadly. As we showed in Section 10.5, this involves a
close analysis of the participants and conditions of the investigation, and a rea-
soned argument regarding the characteristics of the accessible population and
broader populations to which your results may apply. Generalizations of this sort
are nonstatistical in nature; insofar as they involve judgment and interpretation,
they go beyond what statistics can show.

What are the implications of this for educational research? In effect, although
statistical inference procedures can account for random sampling variation in the
sample results, they do not provide any mathematically based way of generalizing
from, or making inferences beyond, the type of participants used and the exact set
of conditions at the time. This does not mean that broader generalizations cannot
properly be made; indeed, they should be made. Rather, it means that statistics
does not provide a sufficient basis for making them. This type of generalization
must also be based on knowledge and understanding of the substantive area,
as well as on judgment of the similarity of new circumstances to those that char-
acterized the original study. Statistical inference is a necessary first step toward
the broader generalization.

This chapter is concerned with examining a difference
between the means of two independent groups. Two
groups are independent if none of the observations in
one group is related in any way to observations in the
other group. The general logic and procedure of a two-
sample test are quite similar to those characterizing
tests of hypotheses about single means: The investigator
formulates the statistical hypotheses, sets the level of
significance, collects data, calculates the test statistic,
compares it to the critical value(s), and then makes a
decision about the null hypothesis.

The test statistic t is given in the formula,
t X1 −X2 sX1−X2

. An important assumption is that
the population distributions are normal in shape. But
because of the central limit theorem, the sampling dis-
tribution of differences between means can be con-
sidered to be reasonably close to a normal distribution
except when samples are small and the two distribu-
tions are substantially nonnormal. An additional
assumption is that the population variances are equal
(σ21 σ22), which leads to the calculation of a pooled
variance estimate (s2pooled) used for calculating the stan-
dard error (sX1−X2

). Once calculated, the t ratio is eval-
uated by reference to Student’s t distribution, using
df n1 n2 − 2. A (1− α)(100) percent confidence
interval for μ1−μ2 can be estimated with the rule,
X1 −X2 ± tαsX1−X2

.
When a statistically significant difference between

two means is found, you should ask whether it is large

enough to be important. The simplest way to do this is
to examine the size of the difference between X1 and
X2, although measures of effect size often are more
helpful in this regard. One measure, d, expresses a dif-
ference in terms of (pooled) standard deviation units.
A second measure, ω̂2, estimates the proportion of
variance in the dependent variable that is explained
by group membership.

Randomization is a procedure whereby an avail-
able group of research participants is randomly
assigned to two or more treatment conditions. Ran-
domization not only furnishes a statistical basis for
evaluating obtained sample differences but also pro-
vides an effective means of controlling factors extra-
neous to the study. Such controls make interpretation
of significant differences between means considerably
easier than when the groups are already formed on the
basis of some characteristic of the participants (e.g.,
sex, ethnicity).

The assumption of random sampling underlies
nearly all the statistical inference techniques used by
educational researchers, including the t test and other
procedures described in this book. Inferences to popu-
lations from which the samples have been randomly
selected are directly backed by the laws of probability
and statistics and are known as statistical inferences;
inferences or generalizations to all other groups are
nonstatistical in nature and involve judgment and
interpretation.

14.11 Summary
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Reading the Research: Independent-Samples t Test

Santa and Hoien (1999, p. 65) examined the effects of an early-intervention
program on a sample of students at risk for reading failure:

A t-test analysis showed that the post-intervention spelling performance in
the experimental group (M 59.6, SD 5.95) was statistically significantly
higher than in the control group (M 53.7, SD 12.4), t(47 ) 2.067,
p .05.

Notice that an exact p value is not reported; rather, probability is reported rel-
ative to the significance level of .05. The result of this independent-samples t test
is therefore deemed significant at the .05 level.

Source: Santa, C. M. & Hoien, T. (1999). An assessment of early steps: A program for early intervention
of reading problems. Reading Research Quarterly, 34(1), 54–79.

Case Study: Doing Our Homework

This case study demonstrates the application of the independent-samples t test.
We compared the academic achievement of students who, on average, spend two
hours a day on homework to students who spend about half that amount of time
on homework. Does that extra hour of homework—in this case, double the
time—translate into a corresponding difference in achievement?

The sample of nearly 500 students was randomly selected from a population of
seniors enrolled in public schools located in the northeastern United States. (The
data are courtesy of the National Center for Education Statistics’ National Educa-
tion Longitudinal Study of 1988.) We compared two groups of students: those
reporting 4–6 hours of homework per week (Group 1) and those reporting 10–12
hours per week (Group 2). The criterion measures were reading achievement,
mathematics achievement, and grade-point average.

One could reasonably expect that students who did more homework would score
higher on measures of academic performance. We therefore chose the directional
alternative hypothesis, H1: μ1 − μ2 0, for each of the three t tests below. (The “less
than” symbol simply reflects the fact that we are subtracting the hypothetically larger
mean from the smaller mean.) For all three tests, the null hypothesis stated no differ-
ence,H0: μ1 − μ2 0. The level of significance was set at .05.

Our first test examined the mean difference between the two groups in reading
performance. Scores on the reading exam are represented by T scores, which, you
may recall from Chapter 6, have a mean of 50 and a standard deviation of 10.
(Remember not to confuse T scores, which are standard scores, with t ratios, which
make up the t distribution and are used for significance testing.) The mean scores are
shown in Table 14.3. As expected, the mean reading achievement of Group 2
(X2 54 34) exceeded that of Group 1 (X1 52 41). An independent-samples t test
revealed that this mean difference was statistically significant at the .05 level (see
Table 14.4). Because large sample sizes can produce statistical significance for small
(and possibly trivial) differences, we also determined the effect size in order to cap-
ture the magnitude of this mean difference. From Table 14.4, we see that the raw
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mean difference of −1.93 points corresponds to an effect size of −.21. Remember, we
are subtractingX2 fromX1 (hence the negative signs). This effect size indicates that
the mean reading achievement of Group 1 students was roughly one-fifth of a stan-
dard deviation below that of Group 2 students—a rather small effect.

We obtained similar results on the mathematics measure. The difference again
was statistically significant—in this case, satisfying the more stringent .001 signi-
ficance level. The effect size, d − 31, suggests that the difference between the two
groups in mathematics performance is roughly one-third of a standard deviation.
(It is tempting to conclude that the mathematics difference is larger than the read-
ing difference, but this would require an additional analysis—testing the statistical
significance of the difference between two differences. We have not done
that here.)

Finally, the mean difference in GPA was X1 −X2 − 08, with a corresponding
effect size of −.14. This difference was not statistically significant (p 059). Even if it
were, its magnitude is rather small (d 14) and arguably of little practical
significance. Nevertheless, the obtained p value of .059 raises an important point.
Although, strictly speaking, this p value failed to meet the .05 criterion, it is important
to remember that “.05” (or any other value) is entirely arbitrary. Should this result,
p 059, be declared “statistically significant”? Absolutely not. But nor should it be
dismissed entirely. When a p value is tantalizingly close to α but nonetheless fails to
meet this criterion, researchers sometimes use the term marginally significant.
Although no convention exists (that we know of) for deciding between a “marginally
significant” result and one that is patently nonsignificant, we believe that it is
important to not categorically dismiss results that, though exceeding the announced
level of significance, nonetheless are highly improbable. (In the present case, for

Table 14.3 Statistics for Reading, Mathematics, and GPA

n X s sX

READ
Group 1 332 52.41 9.17 .500
Group 2 163 54.34 9.08 .710

MATH
Group 1 332 52.44 9.57 .530
Group 2 163 55.34 8.81 .690

GPA
Group 1 336 2.46 .58 .030
Group 2 166 2.54 .58 .050

Table 14.4 Independent-Samples t Tests and Effect Sizes

X1 −X2 t df p (one-tailed) d

READ −1.93 −2.21 493 .014 −.210
MATH −2.90 −3.24 493 .001 −.310
GPA −.08 −1.56 500 .059 −.140
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example, the decision to retain the null hypothesis rests on the difference in prob-
ability between 50/1000 and 59/1000.) This also is a good reason for reporting exact p
values in one’s research: It allows readers to make their own judgments regarding
statistical significance. By considering the exact probability in conjunction with
effect size, readers draw a more informed conclusion about the importance of the
reported result.

Exercises

Symbols

X1,X2 n1, n2 σ21, σ
2
2 μX1−X2

σX1−X2
sX1−X2

s2pooled t df d ω̂2

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Translate each of the following into words, and then express each in symbols in terms
of a difference between means relative to zero:

(a) μA μB
(b) μA μB
(c) μA μB
(d) μA μB

2. A graduate student wishes to compare the high school grade-point averages (GPAs) of
males and females. He identifies 50 brother/sister pairs, obtains the GPA for each
individual, and proceeds to test H0: μmales − μfemales 0. Are the methods discussed in
this chapter appropriate for such a test? (Explain.)

independent samples
dependent samples
sampling distribution of differences between

means
standard error of the difference between means
population variance
assumption of homogeneity of variance
variance estimate
pooled variance estimate
assumption of population normality

interval estimation of μ1 − μ2
sample size and statistical

significance
effect size
explained variance
randomization
experimental control
statistical inferences vs.

nonstatistical generalizations

Identify, Define, or Explain

Terms and Concepts
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3.* Consider two large populations of observations, A and B. Suppose you have unlimited
time and resources.

(a) Describe how, through a series of sampling experiments, you could construct a fairly
accurate picture of the sampling distribution of XA −XB for samples of size nA 5
and nB 5.

(b) Describe how the results used to construct the sampling distribution could be
used to obtain an estimate of σXA−XB

.

4. Assume H0: μ1 − μ2 0 is true. What are the three defining characteristics of the sam-
pling distribution of differences between means?

5.* The following results are for two samples, one from Population 1 and the other from
Population 2:

from Population 1 : 3 5 7 5

from Population 2 : 8 9 6 5 12

(a) Compute SS1 and SS2.

(b) Using the results from Problem 5a, compute the pooled variance estimate.

(c) Using the result from Problem 5b, obtain sX1−X2
.

(d) Test H0: μ1 − μ2 0 against H1: μ1 − μ2 0 (α 05).

(e) Draw final conclusions.

6.* From the data given in Problem 5:

(a) Compute and interpret the effect size, d; evaluate its magnitude in terms of
Cohen’s criteria and in terms of the normal curve.

(b) Calculate and interpret the effect size, ω̂2

7.* For each of the following cases, give the critical value(s) of t:

(a) H1: μ1 − μ2 0, n1 6, n2 12, α 05

(b) H1: μ1 − μ2 0, n1 12, n2 14, α 01

(c) H1: μ1 − μ2 0, n1 14, n2 16, α 05

(d) H1: μ1 − μ2 0, n1 19, n2 18, α 01

8. Does familiarity with an assessment increase test scores? You hypothesize that it does.
You identify 11 fifth-grade students to take a writing assessment that they had not
experienced before. Six of these students are selected at random and, before taking the
assessment, are provided with a general overview of its rationale, length, question for-
mat, and so on. The remaining five students are not given this overview. The following
are the scores (number of points) for students in each group:

overview provided : 20 18 14 22 16 16

no overview provided : 11 15 16 13 9

(a) Set up H0 and H1.

(b) Perform the test (α 01).

(c) Draw your final conclusions.
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9. An educational psychologist is interested in knowing whether the experience of attend-
ing preschool is related to subsequent sociability. She identifies two groups of first gra-
ders: those who had attended preschool and those who had not. Then each child is
assigned a sociability score on the basis of observations made in the classroom and on
the playground. The following sociability results are obtained:

Attended Preschool Did Not Attend Preschool

n1 12 ΣX1 204 SS1 192 n2 16 ΣX2 248 SS2 154

(a) Set up the appropriate statistical hypotheses.

(b) Perform the test (α 05).

(c) Draw final conclusions.

10.* You are investigating the possible differences between eighth-grade boys and girls
regarding their perceptions of the usefulness and relevance of science for the roles they
see themselves assuming as adults. Your research hypothesis is that boys hold more posi-
tive perceptions in this regard. Using an appropriate instrument, you obtain the following
results (higher scores reflect more positive perceptions):

Male Female

n1 26 X1 65 0 s1 10 2 n2 24 X2 57 5 s2 9 7

(a) Set up the appropriate statistical hypotheses.

(b) Perform the test (α 05).

(c) Draw final conclusions.

11. From the data given in Problem 10:

(a) Compute and interpret the effect size, d; evaluate its magnitude in terms of Cohen’s
criteria and in terms of the normal curve.

(b) Calculate and interpret the effect size, ω̂2.

12. Parametric statistical tests are tests that are based on one or more assumptions about
the nature of the populations from which the samples are selected. What assumptions
are required in the t test of H0: μ1 − μ2 0?

13.* You read the following in a popular magazine: “A group of college women scored signi-
ficantly higher, on average, than a group of college men on a test of emotional intelli-
gence.” (Limit your answers to statistical matters covered in this chapter.)

(a) How is the statistically unsophisticated person likely to interpret this statement
(particularly the italicized phrase)?

(b) What does this statement really mean?

(c) Is it possible that the difference between the average woman and the average man
was in fact quite small? If so, how could a significant difference be observed?

(d) What additional statistical information would you want in order to evaluate the
actual difference between these women and men?
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14.* A high school social studies teacher decides to conduct action research in her classroom
by investigating the effects of immediate testing on memory. She randomly divides her
class into two groups. Group 1 studies a short essay for 20 minutes, whereas Group 2
studies the essay for 20 minutes and immediately following takes a 10-minute test on the
essay. The results below are from a final exam on the essay, taken one month later:

Group 1 (Studied Only) Group 2 (Studied and Tested)

n1 15 ΣX1 300 SS1 171 n2 15 ΣX2 330 SS2 192

(a) Set up the appropriate statistical hypotheses.

(b) Perform the test (α 05).

(c) Draw final conclusions.

15.* (a) Suppose you constructed a 95% confidence interval for μ1 − μ2, given the data in
Problem 14. What one value do you already know will reside in that interval?
(Explain.)

(b) Now construct a 95% confidence interval for μ1 − μ2, given the data in Problem 14.
Any surprises?

(c) Without performing any calculations, comment on whether a 99% confidence inter-
val estimated from the same data would include zero.

(d) Now construct a 99% confidence interval for μ1 − μ2, given the data in Problem 14.
Any surprises?

16. The director of Academic Support Services wants to test the efficacy of a possible inter-
vention for undergraduate students who are placed on academic probation. She randomly
assigns 28 such students to two groups. During the first week of the semester, students in
Group 1 receive daily instruction on specific strategies for learning and studying. Group 2
students spend the same time engaged in general discussion about the importance of
doing well in college and the support services that are available on campus. At the end
of the semester, the director determines the mean GPA for each group:

Group 1 (Strategy Instruction) Group 2 (General Discussion)

n1 14 X1 2 83 s1 41 n2 14 X2 2 26 s2 39

(a) Set up the appropriate statistical hypotheses.

(b) Perform the test (α 05).

(c) Draw final conclusions.

17. From the data given in Problem 16:

(a) Compute and interpret the effect size, d; evaluate its magnitude in terms of Cohen’s
criteria and in terms of the normal curve.

(b) Calculate and interpret the effect size, ω̂2.
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18. Compare the investigation described in Problem 9 with that in Problem 14. Suppose a
significant difference had been found in both—in favor of the children who attended pre-
school in Problem 9 and in favor of Group 2 in Problem 14.

(a) For which investigation would it be easier to clarify the relationship between
cause and effect? (Explain.)

(b) What are some other possible explanations—other than whether a child attended
preschool—for a significant difference in sociability in Problem 9?

19.* Examine Problems 8, 9, 10, 14, and 16. In which would it be easiest to clarify causal
relationships? (Explain.)

20. Is randomization the same as random sampling? (Explain.)

21. Suppose the following statement were made on the basis of the significant difference
reported in Problem 13: “Statistics show that women are higher in emotional intelligence
than men.”

(a) Is the statement a statistical or nonstatistical inference? (Explain.)

(b) Describe some of the limits to any statistical inferences based on the study.
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CHAPTER 15

Comparing the Means
of Dependent Samples

15.1 The Meaning of “Dependent”

You just learned about assessing the difference between means obtained from two
independent samples, where observations from the samples are in no way related.
Sometimes the substantive question or research design involves dependent sam-
ples. Here, observations from one sample are related in some way to those from
the other. In this chapter, we examine the statistical procedures for analyzing the
difference between means that derive from such samples. As you will see,
the general logic of testing a null hypothesis involving dependent samples is iden-
tical to that used when samples are independent.

There are two basic ways in which samples can be dependent. In the first
case, the two means, X1 and X2, are based on the same individuals. This is known
as a repeated-measures design. The “before-after” scenario is an example: a sam-
ple is selected, all participants complete a pretest, an intervention occurs, and then
the same individuals complete a posttest. The researcher’s interest is in the differ-
ence between the pretest mean (X1) and the posttest mean (X2). Suppose you
wish to test the effectiveness of a weight-reduction intervention for young adoles-
cents. You select 30 volunteers, recording their weights before the intervention
and again afterward. Presumably, the heavier children at the initial weigh-in (X1)
generally will be taller and have bigger frames and, therefore, will also tend to be
among the heavier children at the final weigh-in (X2)—regardless of any effect the
intervention may have. Similarly, you would expect the children who were lighter
at the outset (smaller frames, shorter) to be among the lighter children at the end.
That is, if you were to calculate the Pearson correlation coefficient (r) between
the 10 pairs of X1 and X2 weights, you would expect to find a positive correlation.
(For this reason, dependent samples also are called “paired” or “correlated” sam-
ples.) In short, X1 and X2 are not independent. This differs from the independent-
samples design described in the last chapter, where there is no basis whatever for
pairing the X1 and X2 scores.

In experiments, sometimes one group of participants experiences both treat-
ment conditions; this is another example of a repeated-measures design. For
instance, you ask each individual to recall items from a word list presented under
two conditions—auditorily in one, visually in the other. Thus, each participant has
a pair of scores: the number of words recalled from the auditory presentation of
words (X1) and the number of words recalled from the visual presentation (X2).
Your interest is in the difference between the two means, X1 and X2. In what
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sense are these two means “dependent”? Well, individuals with high verbal ability
and word knowledge will tend to have better recall under either condition
(i.e., higher X1 and X2 scores on both) than individuals low in verbal ability and
word knowledge, thus creating a positive correlation between the paired scores.
When the same individuals are used in both conditions of an experiment, each
person in a sense is serving as his or her own control group.

Samples can be dependent in a second way. Here, different individuals are
used for the two conditions of a study, but, prior to forming the groups, the
investigator matches them person-for-person on some characteristic related to
the response variable. Known as a matched-subjects design, this procedure
increases the equivalence of the two groups (on the matching variable) over and
above that effected by random assignment alone. Imagine that you want to
investigate the relative effectiveness of two first-grade reading interventions.
Before randomly assigning the 60 beginning first graders to one intervention or
the other, you match the children on reading readiness. Specifically, you form 30
pairs of children such that in each pair the two children have equal (or nearly
equal) scores on a recently administered reading-readiness assessment. Taking
each pair in turn, you flip a coin to assign one of the children to intervention A
and the other to intervention B. At the end of the intervention, you administer a
reading achievement test to all and then compare the mean score of children in
intervention A (XA) with that of children in intervention B (XB). To the extent
that the test used for matching is an adequate measure of a child’s readiness to
profit from reading instruction, you would expect relatively high XA and XB scores
from a matched pair high in reading readiness and, similarly, relatively low XA

and XB scores from a matched pair low in reading readiness. That is, if you
consider the two achievement scores for each matched pair, you would expect a
tendency for a high XA score to go with a high XB score and a low XA score to go
with a low XB score. Again, there would be a positive correlation between pairs of
scores; consequently, the two samples are not independent.1

15.2 Standard Error of the Difference Between Dependent Means

When samples are dependent, the standard error of the difference between
means is modified to take into account the degree of correlation between the
paired scores. The estimated standard error for dependent means is shown in
Formula (15.1):

Standard error of the
difference between means:
Dependent samples

sX1 X2

s21 s22 − 2r12s1s2
n

(15 1)

1Sometimes the nonindependence of samples is the result of “natural” matching, as in studies of iden-
tical twins, siblings, spouses, or littermates (in research involving animals, of course).
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At first glance, this formula may appear to be quite a handful! Let’s first identify
the terms, all of which you have seen before: s21 and s22 are estimates of the popu-
lation variances, r12 is the sample correlation between X1 and X2, s1 and s2 are
estimates of the population standard deviations, and n is the number of pairs of
observations. If you divide the fraction under the square root into three parts,
each with the common denominator n, Formula (15.1) can be compared with the
estimated standard error for independent samples (Section 14.4):

Dependent Samples Independent Samples

sX1 X2

s21
n

s22
n −

2r12s1s2
n

sX1 X2

s2pooled
n1

s2pooled
n2

If n1 n2 n, these formulas appear to differ in just two ways. First, for depen-
dent samples, the two variance estimates (s21 and s22) are used separately to estimate
their respective population variances, whereas for independent samples, the pooled
variance estimate (s2pooled) is used for both. But when n1 n2 n, as is the case with
paired samples, this proves to be no difference at all. That is, when n1 n2, it can be
shown that

s21
n

s22
n

s2pooled
n1

s2pooled
n2

The remaining difference between the two formulas above—and therefore the only
difference—is the term involving r12, which is subtracted in the formula for depen-
dent samples. Thus,

When samples are dependent, the standard error of the difference between
means normally will be smaller than when samples are independent. This is
because of the positive correlation between X1 and X2 scores.

Look again at the numerator of Formula (15.1). The amount of reduction in
the standard error depends mainly on the size of the correlation coefficient, r12.
The larger the positive correlation, the smaller the standard error. Using the same
people under both conditions almost always forces a positive correlation between
the X1 and X2 scores (the size of which depends on the particular variable being
measured and the particular conditions imposed).

As for the matched-subjects design, the reduction in the standard error
brought about by matching depends largely on the relevance of the matching vari-
able. It makes sense to match on reading-readiness scores in studies of the effect
of two reading interventions because those high in reading readiness will most
likely do well in either condition relative to their low-readiness peers. In contrast,
it would be silly to match kids on, say, freckle density, for freckle density has no
relation to reading achievement (that we’re aware of, at least). Consequently,
there would be no reduction in the standard error.

The reduction in the standard error is the major statistical advantage of using depen-
dent samples: The smaller the standard error, the more the sample results will reflect
the extent of the “true” or population difference. In this sense, a smaller standard
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error gives you a more statistically powerful test. That is, it is more likely that you
will reject a false H0. (Chapter 19 is devoted to the subject of statistical power.)

15.3 Degrees of Freedom

When samples are dependent, the degrees of freedom associated with the standard
error is n − 1, where n is the number of pairs. Note that here the df is just half of the
(n − 1) (n − 1) df for two independent samples having the same number of observa-
tions. To see why this is so, recall that df reflects the number of independent pieces of
information that the sample results provide for estimating the standard error. With
independent samples, you have n − 1 df for the sample ofX1 scores and n − 1 df for the
sample of X2 scores. With dependent samples, however, every X1 score is in some way
and to some degree related to an X2 score, so you get no additional independent pieces
of information when you use both theX1 andX2 scores in the estimated standard error.

Giving up degrees of freedom for a smaller standard error is a statistical tradeoff
in using dependent samples—a tradeoff that should be thought through carefully. If
r12 is low, the reduction in df could be the difference between rejecting and retaining
a false null hypothesis, particularly when n is small. As a quick glance at Table B
(Appendix C) will confirm, this is because the critical value of t grows larger as df
decreases, thereby making it more difficult to reject H0. Consequently, when match-
ing the participants, you should not match on a variable that “might help,” but only
on one you are reasonably sure has a strong association with the response variable.

15.4 The t Test for Two Dependent Samples

The structure of the t test for dependent samples is identical to that of the
independent-samples t test:

t
(X1 −X2)− (μ1 − μ2)

sX1 X2

In the numerator, you see that the difference between the two (dependent) sam-
ple means, X1 − X2, is compared with the condition specified in the null hypoth-
esis, μ1 − μ2. The denominator is the standard error as given in Formula (15.1).
Because the null hypothesis typically specifies μ1 − μ2 0, the formula for the
dependent-samples t test simplifies to:

t test for two
dependent samples

t
X1 −X2

sX1 X2

(15 2)

The t ratio will follow Student’s t distribution with df n− 1 (where, again, n is
the number of paired observations). Although an assumption of normality under-
lies the use of t when samples are dependent, it is not necessary to assume homo-
geneity of variance.
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Formula (15.2) can be rather burdensome in practice, particularly because of
the need to calculate r12 for the standard error. Consequently, we offer you the
popular alternative for calculating t, the direct-difference method. It is equivalent
to Formula (15.2) and easier to use.

The Direct-Difference Method

The method of Formula (15.2) deals explicitly with the characteristics of two
distributions—that of the X1 scores and that of the X2 scores. In contrast, the
direct-difference method focuses on the characteristics of a single distribution,
the distribution of differences between the paired X1 and X2 scores.

Look at Table 15.1, which shows a subset of data from a dependent-samples
design. By subtracting each X2 score from its paired X1 score, you obtain the differ-
ence score D ( ) for each pair. For example, the first pair of scores corresponds to
D X1 −X2 24− 37 13, indicating that the first score in this pair is 13 points
lower than the second. Now consider the null hypothesis that μ1 − μ2 0. If this
hypothesis is true, then the mean of the population of differences between the paired
values, μD, is equal to zero as well. That is, H0: μ1 − μ2 0, which is stated in terms of
two populations, can be restated in terms of a single population of difference scores
as H0: μD 0. With the direct-difference method, you find D (“d-bar”), the mean of
the sample of difference scores ( ). You then inquire whether this mean differs sig-
nificantly from the hypothesized mean (zero) of the population of difference scores.

The standard error of the difference scores, symbolized by sD, is calculated as
follows:

Standard error:
Direct-difference method

sD
sD
n

ssD
n(n− 1) (15 3)

Table 15.1 Data From a Dependent-Samples Design

Pair X1 X2 X1 − X2 D

1 24 37 −13
2 16 21 −5
3 20 18 2
• • • •

• • • •

• • • •

n 12 20 −8

D ΣD
n
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ssD is the sum of squares based on difference scores. As we will show momentarily, it
is obtained by summing (D − D)2 across all values of D (much as you do in calculat-
ing the X sum of squares).

The resulting test statistic takes on the familiar form: It is the difference between
the sample result (D) and the condition specified in the null hypothesis (μD), divided
by the standard error (sD):

t
D− μD

sD

Because the null hypothesis typically takes the form μD 0, the numerator simplifies
toD. Thus:

t test for two dependent samples:
Direct-difference method

t
D
sD

D
ssD

n(n− 1)

(15 4)

15.5 Testing Hypotheses About Two Dependent Means: An Example

Suppose that strong claims, with no evidence, have been made about the efficacy
of an herbal treatment for attention deficit disorder (ADD). You decide to
empirically test the validity of these claims. You locate 10 fifth-grade students, in
10 different classrooms, who have been diagnosed with ADD. Sitting
unobtrusively at the back of each classroom with stopwatch in hand, you record
the number of seconds that the child with ADD is out of seat during a 20-minute
period of silent reading (X1). Each of the 10 children is then given daily doses of
the herbal treatment for one month, after which you return to the classrooms to
again record out-of-seat behavior during silent reading (X2). Thus, you end up
with 10 pairs of observations: a pre-treatment score and post-treatment score for
each child. These data appear in the first two columns of Table 15.2 (which,
for your convenience, we have rounded to the nearest minute).

Are the claims about the herbal treatment’s efficacy valid? That is, do children
with ADD show less distractibility and off-task behavior after receiving the herbal
antidote? If so, then you expect a positive mean difference, D. That is, the X1 score
in a pair should tend to be higher than the corresponding X2 score. The inferential
question is whether D is large enough to reject the null hypothesis of no difference—
that in the population the mean difference is zero (μD 0). Let’s walk through the
steps of testing this hypothesis, which you will find to parallel the argument of
significance testing in earlier chapters.
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Step 1 Formulate the statistical hypotheses and select a level of significance.
Your statistical hypotheses are:

H0: μD 0

H1: μD 0

You formulated a directional alternative hypothesis because the publicized
claims about the herbal treatment are valid only if the children show less dis-
tractibility (in the form of out-of-seat time) after one month of receiving the
herbal treatment. You decide to set the level of significance at α 05.

Step 2 Determine the desired sample size and select the sample.
In this illustration, we use 10 pairs of subjects (so that all computations
may be easily demonstrated).

Step 3 Calculate the necessary sample statistics.
First, determine D for each pair of scores, which we show at in Table 15.2.
For example, D 11− 8 3 for the first case. Then calculate the mean of
the D values:D 1 00 ( ). Notice thatD is equivalent to the difference
between X1 and X2: D X1 −X2 8 5− 7 5 1 00. For this sample of
children with ADD, then, the average out-of-seat time was one minute less
after a month of the herbal treatment.

Table 15.2 The Number of Out-of-Seat Minutes in a Sample of Children with
Attention Deficit Disorder, Before (X1) and After (X2) Herbal Treatment

Pair X1 X2 D (D − D)2

1 11 8 3 4
2 4 5 −1 4
3 19 15 4 9
4 7 7 0 1
5 9 11 −2 9
6 3 0 3 4
7 13 9 4 9
8 5 4 1 0
9 8 13 −5 36
10 6 3 3 4

n 10 X1 8 5 X2 7 5 D ΣD n

10 10

1

SSD Σ D−D 2

80

sD
SSD

n(n− 1)
80

10(9)
80
90

89 94

t D
sD

1
94

1 06

df n− 1 10− 1 9
t 05(one-tailed) 1 833
Decision: Retain H0
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Now obtain the squared deviation for eachD score ( ), which you then
sum to obtain SSD 80 ( ). Plug this figure into Formula (15.3) and
you have the standard error, sD 94 ( ). Step back for a moment: As the
standard error, this value represents the amount of variability in the
underlying sampling distribution of differences. That is, .94 is your estimate
of the standard deviation of all possible values of Dhad you conducted an
unlimited number of sampling experiments of this kind. As with any stan-
dard error, it is used to evaluate the discrepancy between your sample re-
sult (D in the present case) and the condition stated in the null hypothesis
(μD 0). How large is this discrepancy, given what you would expect from
random sampling variation alone? This question is answered by the final
calculation, the t ratio ( ): t 1 06.

Step 4 Identify the region(s) of rejection.
The sample t ratio follows Student’s t distribution with df 10− 1 9
( ). Consult Table B to find the critical t value for a one-tailed test at
α 05 with 9 df. This value is t 05 1 833 ( ), the value of t beyond
which the most extreme 5% of all possible samples fall (in the upper tail
only) if H0 is true. The region of rejection and the obtained sample t ratio
are shown in Figure 15.1.

Step 5 Make the statistical decision and form a conclusion.
The sample t ratio of 1.06 falls in the region of retention, so H0 is
retained ( ). It very well could be true that μD 0 (although you have
in no way proven that this is the case). As is often said in this situation,
there is “no significant difference” between the two means. This leads
you to the substantive conclusion that, after one month of herbal treat-
ment, children with ADD are no less distractible than they were before
treatment, which calls into question the popular claims regarding the
treatment’s efficacy.

Region of rejectionRegion of retention

0
t = +1.06

t.05 = +1.833

Area = .05

Figure 15.1 Testing H0: μD 0 against H1: μD 0 (α 05, df 9).
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The outcome would be identical had you instead used Formula (15.2) to test H0.
Although the direct-difference method is easier to use than Formula (15.2), we should
acknowledge that the direct-difference method yields less information. When you are
done, you will know the size of the difference between the two sample means (D) and
its statistical significance. In most research, however, you also will want to know—and
will be obliged to report—the two means and standard deviations. And if you are cur-
ious about how much correlation was induced by the pairing, you will want to know
r12 as well (r12 80 in the present case). But the direct-difference method yields
none of that information. If these quantities are desired, you must return to the data
and compute them (in which case you may conclude that the total amount of work is
about the same between the two methods).

15.6 Interval Estimation of μD

The logic of interval estimation with dependent samples is identical to that in which
samples are independent. The only procedural difference is found in the determina-
tion of df and the standard error, each of which takes into account the paired nature
of the observations. The form of the interval estimate for dependent samples is:

Rule for a confidence
interval for μD

D±tαsD (15 5)

Let’s determine the 95% confidence interval for μD from the herbal treatment
study, where D 1 00 and sD 94. To do this, you need the two-tailed critical
value, 2.262 (α 05, df 9). Now insert D, sD, and the two-tailed critical value into
Formula (15.5):

1 00±(2 262)( 94) 1 00±2 13

−1 13 (lower limit) to 3 13 (upper limit)

Thus, you are 95% confident that the true difference is anywhere from a slight
increase in out-of-seat time (−1.13 minutes) to a somewhat larger decrease in such
behavior ( 3.13 minutes). Any value within this interval is a reasonable candidate
for μD—including no difference at all. Given these results, claims regarding the effi-
cacy of the herbal treatment of ADD would appear to be suspect.

Because D X1 −X2, μD μ1 − μ2, and sD sX1 X2
, Formula (15.5) can be

presented equivalently in terms of X1 − X2, μ1 − μ2, and sX1−X2
:

Rule for a confidence
interval for μ1 − μ2

X1 −X2±tαsX1 X2
(15 6)

Formula (15.6) provides a (1 − α)(100) percent confidence interval for μ1 − μ2,
which is identical to the interval resulting from Formula (15.5).
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Reading the Research: Dependent-Samples t Test

Wyver and Spence (1999) studied the effects of a specialized training program on
the divergent problem-solving skills of 28 preschool children. Children in the
experimental group received training, while control-group children did not. These
researchers administered a pretest (before training) and a posttest (after training),
and they then examined the amount of gain made by each group:

When pre- to post-training changes were examined for statistical signi-
ficance, only the experimental group demonstrated a significant change
(t(13) −2.04, p .05).

The result of this dependent-samples t test was significant at the .05 level.

Source: Wyver, S. R., & Spence, S. H. (1999). Play and divergent problem solving: Evidence supporting
a reciprocal relationship. Early Education and Development, 10(4), 419–444.

Case Study: Mirror, Mirror, on the Wall

Self-concept has long been of interest to practitioners and researchers in education.
Beyond its inherent value, positive self-concept is regarded by some theorists to be a
precursor to high academic achievement. For this case study, we evaluated the
“stability” of this construct during the formative high school years. Specifically,
does self-concept tend to improve, decline, or stay the same between the eighth and
12th grades?

A random sample of 2056 urban, public school students was obtained from the
National Education Longitudinal Study of 1988 (National Center for Education

The test of the difference between two means can be
conducted with dependent samples as well as with
independent samples. There are two common ways
of forming dependent samples. In the repeated-
measures design, X1 and X2 are based on the same
individuals—for example, participants may be tested
before and after an intervention, or they may receive
both treatment conditions of an experiment. In
contrast, different individuals are used in the
matched-subjects design, but they are matched on
some relevant characteristic before being randomly
assigned to treatment conditions.

The statistical benefit of using dependent samples
is a smaller standard error, which means that there
will be a higher probability of detecting a difference
between the two populations when a difference actu-
ally exists. This benefit depends on the size of the
positive correlation induced by pairing: the higher
the correlation, the greater the advantage. The

experimental benefit is that it is possible to exert
greater control over extraneous factors that could
affect the outcome by holding them constant through
the pairing process.

In the matched-subjects design, the statistical
advantage of matching is lost if individuals are
matched on a characteristic that is weakly related
to the response variable. Because there are fewer
degrees of freedom in this design, the ability to
reject a false H0 can be undermined, particularly
when n is small. The experimental advantage is lost
as well.

The sample t ratio, calculated either by t
(X1 −X2) sX1 X2

or t D sD, follows the Student’s
distribution with n − 1 degrees of freedom, where n is
the number of pairs of observations. A (1 − α)(100)
percent confidence interval is estimated using the
rule, D±tαsD, which is equivalent to X1 −X2 ±
tαsX1 X2

.

15.7 Summary
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Statistics, U.S. Department of Education, http://nces.ed.gov). We applied the
dependent-samples t test to assess change in self-concept from the eighth to 12th
grades, first for the entire sample and then separately for males and females.

We established the following statistical hypotheses:
H0: μD 0

H1: μD 0

In this case, a nondirectional alternative hypothesis makes sense because we are
uncertain how self-concept behaves over time. Aware that large samples can more
easily produce statistically significant results, we chose the more stringent .01 level
of significance.

We constructed the self-concept variables, SELFC8 and SELFC12, from
several individual items in the database (e.g., “I feel good about myself,” “I am
able to do things as well as others”). Students responded to these statements by
providing their level of agreement on a Likert-type scale. Scores on SELFC8 and
SELFC12 range from 1 to 4, with higher scores indicating greater levels of self-
concept (Table 15.3).

Before we get to the meaty part of the t test results, let’s briefly explore the
degree of association between the paired samples. Most statistical software pack-
ages provide the “paired-samples correlation” as part of the t test output. This
correlation is nothing more than the familiar Pearson r, and it tells us the magni-
tude of association between the pairs of scores. In the present case, r 43,
suggesting a moderate, positive relationship between eighth- and 12th-grade self-
concept scores. Now on to the final t test results.

Table 15.4 shows that there was negligible change in self-concept among the
overall sample of students (i.e., D 007). The statistically nonsignificant

Table 15.3 Statistics for Eighth- and 12th-Grade Self-Concept Scores

X n s sX

SELF-CONCEPT 8th
Overall 3.163 2056 .405 .009
Males 3.223 945 .394 .013
Females 3.110 1097 .408 .012

SELF-CONCEPT 12th
Overall 3.156 2056 .422 .009
Males 3.184 945 .408 .013
Females 3.132 1097 .432 .013

(Note: Because some respondents did not report their gender, the sum of males
and females does not quite equal the “entire sample” figure of 2056.)

Table 15.4 Dependent-Samples t Test Results

D s sD t df p (Two-Tailed)

Overall .007 .443 .010 .726 2055 .468
Males .039 .447 .015 2.654 944 .008
Females −.022 .438 .013 −1.633 1096 .103
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(p 468) outcome of the dependent-samples t test directs us to retain the null hy-
pothesis of no change in self-concept among urban public school students in the
population.

The difference for females, D 022, also was statistically nonsignificant
(p 103). In contrast, the self-concept of males on average decreased from the
eighth grade to the 12th-grade by a statistically significant .039 points (p .01).
Statistical significance notwithstanding, this difference is of questionable practical
significance. To appreciate just how small this statistically significant result is, con-
sider that the effect size corresponding to this difference is a paltry .09—roughly
one-tenth of a standard deviation! This is a vivid illustration of why statistically sig-
nificant results, particularly those deriving from large samples, should also be inter-
preted in terms of their practical import.

We also can evaluate change in self-concept by interval estimation. Using the
male group as an example, our statistical software produced a 95% confidence
interval with a lower limit of .010 and an upper limit of .067. (Remember:
The positive algebraic sign indicates that the eighth-grade mean is larger than the
12th-grade mean.) Self-concept appears to diminish for males in the population, a
conclusion entirely consistent with the results of the dependent-samples t test above.
Like effect size, the 95% confidence interval highlights the generally small magni-
tude of this decline in the population: somewhere between 1/10 and 7/10 of a point
(on a 4-point scale).

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

X1, X2 X1,X2 s21, s
2
2 n r12 D D μD SSD sD

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Suppose you wish to use high school seniors for an investigation concerning the relative
efficacy of two treatment conditions for reducing test anxiety. You draw a random sam-
ple of seniors from a local high school, randomly assign subjects to treatments, and then
conduct the statistical test. Should you consider these to be dependent groups because
they are “matched” on year in school—that is, both groups are high school seniors?
(Explain.)

2. (a) How can the use of matched pairs be of help statistically?

(b) What one single value can you compute from the results of a matched-pairs investiga-
tion that will tell you the degree to which the matching has helped?

dependent samples
repeated-measures design

matched-subjects design
direct-difference method
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3.* The following are scores for five participants in an investigation having a pretest–posttest
design:

Participant

A B C D E

Pretest 12 6 8 5 9
Posttest 9 8 6 1 6

(a) Compute SSpre, SSpost, and rpre,post.

(b) From SSpre and SSpost, determine s2pre and s2post.

(c) Compute sXpre Xpost

(d) Test H0: μpre − μpost 0 against H1: μpre − μpost 0 (α 05)

(e) Draw final conclusions.

4. Repeat Problem 3c, except use the direct-difference method.

(a) What are the statistical hypotheses?

(b) Compute D, SSD, and sD.

(c) Test H0.

(d) Draw final conclusions.

(e) Give the symbols for the quantities from Problem 3 that correspond to μD, D,
and sD.

(f) Compare your results to those for Problem 3.

5.* Professor Civiello wishes to investigate problem-solving skills under two conditions: solv-
ing a problem with and without background music. In a carefully controlled experiment
involving six research participants, Dr. Civiello records the time it takes each participant
to solve a problem when background music is being played and the time required to
solve a second problem in the presence of “white noise.” (Half of the participants receive
the music condition first, half the white noise condition first.) The following are the
results, in milliseconds:

Participant Background Music White Noise

A 39 35
B 37 37
C 44 38
D 42 41
E 43 39
F 41 40

Using the direct-difference method:

(a) Set up the statistical hypotheses.

(b) Compute D, SSD, and sD.

(c) Perform the test (α 05).

(d) Draw final conclusions.
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6.* The sales manager of a large educational software company compares two training programs
offered by competing firms. She forms eight matched pairs of sales trainees on the basis of
their verbal aptitude scores obtained at the time of initial employment; she randomly assigns
one member of each pair to program 1 and the other to program 2. The following are the
results for the two groups after six months on the job (sales in thousands of dollars):

(a) Compute sX1−X2

(b) Specify the statistical hypotheses.

(c) Perform the test (α 01).

(d) Draw final conclusions.

(e) Do you believe that the magnitude of this particular rpre,post is sufficient? (Explain.)

7. Consider Problem 6:

(a) Without performing any calculations, what one value do you know for certain
would fall in a 99% confidence interval for μ1 − μ2? (Explain.)

(b) Construct and interpret a 99% confidence interval for μ1 − μ2.
(c) What two factors contribute to the width of the confidence interval in Problem 7b?

(d) Construct and interpret a 95% confidence interval for μ1 − μ2.

8.* Consider Problem 5:

(a) Without performing any calculations, what one value do you know for certain
would not fall in a 95% confidence interval for μ1 − μ2? (Explain.)

(b) Construct and interpret a 95% confidence interval for μ1 − μ2.

9.* Is one Internet search engine more efficient than another? You ask each of seven student
volunteers to find information on a specific topic using one search engine (search 1) and
then to find information on the same topic using a competing search engine (search 2).
Four of the students use search 1 first, whereas the remaining three use search 2 first. The
results (in seconds) are as follows:

Student Search 1 Search 2

A 25 26
B 53 55
C 67 71
D 74 80
E 94 93
F 93 105
G 110 120

Using the direct-difference method:

(a) Set up the statistical hypotheses.

(b) Compute D, SSD, and sD
(c) Perform the test (α 05).

(d) Draw final conclusions.

Training Program 1: X1 56 3 SS1 538

Training Program 2: X2 44 3 SS2 354

r12 04
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10. A psychological testing firm wishes to determine whether college applicants can improve
their college aptitude test scores by taking the test twice. To investigate this question, a
sample of 40 high school juniors takes the test on two occasions, three weeks apart. The
following are the results:

(a) Compute sX1 X2
.

(b) Specify the statistical hypotheses.

(c) Perform the test (α 05).

(d) Draw final conclusions.

11. An exercise physiologist compares two cardiovascular fitness programs. Ten matched pairs
of out-of-shape adult volunteers are formed on the basis of a variety of factors such as sex,
age, weight, blood pressure, exercise, and eating habits. In each pair, one individual is ran-
domly assigned to program 1 and the other to program 2. After four months, the indivi-
duals in the two programs are compared on several measures. The following are the results
for resting pulse rate:

(a) Compute sX1 X2
.

(b) Specify the statistical hypotheses.

(c) Perform the test (α 05).

(d) Draw final conclusions.

12. You wish to see whether students perform differently on essay tests and on multiple-
choice tests. You select a sample of eight students enrolled in an introductory biology
course and have each student take an essay test and a multiple-choice test. Both tests
cover the same unit of instruction and are designed to assess mastery of factual knowl-
edge. (Half the students take the essay test first; the remaining half take the multiple-
choice test first.) The results are as follows:

Student

A B C D E F G H

Essay: 43 39 44 47 30 46 34 41
Multiple choice: 45 33 46 49 28 43 36 37

Using the direct-difference method:

(a) Set up the statistical hypotheses.

(b) Compute D, SSD, and sD.

(c) Perform the test (α 05).

(d) Draw final conclusions.

Program 1: ΣX1 762 SS1 150 6

Program 2: ΣX2 721 SS2 129 9

r12 46

First testing : X1 48 3 s1 9 2

Second testing : X2 50 1 s2 11 1

r12 81
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13.* Parents of 14 entering first graders eagerly volunteer their children for the tryout of a
new experimental reading program announced at a PTA meeting. To obtain an “equiva-
lent” group for comparison purposes, each experimental child is matched with a child in
the regular program on the basis of sex and reading-readiness scores from kindergarten.
At the end of the first grade, a dependent-samples t test shows those in the experimental
program to have significantly higher reading achievement scores than their matched
counterparts in the regular program.

(a) What is the essential difference between this research design and the design described
in Problems 6 and 11?

(b) Explain any important advantage(s) either design might have over the other.

(c) Provide an alternative possible explanation (other than the experimental reading
program itself) for the significantly better scores of the experimental children.

14. The correlation calculated in Problem 3a (rpre post 68) indicates a considerable
advantage to using the same participants under both conditions rather than two
independent groups of five participants each. To see this advantage more directly,
reanalyze the data in Problem 3 as if the scores were from independent groups (of five par-
ticipants each). Compare the two sets of results with respect to sX1 X2

and the sample t
ratio.

15. Recall the very low correlation between matched pairs in Problem 6 (r12 04). Reanalyze
these data as if the scores were from two independent groups of eight participants each.

(a) Compare the two sets of results with respect to sX1 X2
, the sample t ratio, and

the appropriate statistical decision.

(b) What important principle, in addition to that illustrated in Problem 14, derives
from this exercise?
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CHAPTER 16

Comparing the Means of Three
or More Independent Samples:
One-Way Analysis of Variance

16.1 Comparing More Than Two Groups: Why Not Multiple t Tests?

In Chapter 14, you learned how to test the hypothesis of no difference between the
means of two independent samples. This, you will recall, is accomplished with
the test statistic t

t
X1−X2

sX1−X2

What if your research question entails more than two independent groups? For
example, each of the following questions easily could involve three or more groups:
Does reading comprehension differ according to how a passage is organized? Do
educational aspirations differ by student ethnicity? Does the decision-making style
of school principals make a difference in teacher morale? Do SAT scores differ by
college major?

You may be wondering why you can’t continue to use the conventional t test. If
there are three means to compare, why not just compute separate t ratios forX1 −X2,
X1 −X3, and X2 −X3? It turns out that this method is inadequate in several ways.
Let’s say you are comparing the SAT scores of college students from five different
majors:

1. There are k(k− 1) 2 comparisons possible, where k is the number of groups.
With k 5 college majors, then, there must be 5(4) 2 10 separate compar-
isons if each major is to be compared with each of the others.

2. In any one comparison, you are using only information provided by the two
groups involved. The remaining groups contain information that could make
the tests more sensitive, or statistically powerful.

3. When the 10 tests are completed, there are 10 bits of information rather than
a single, direct answer as to whether there is evidence of test performance
differences among the five majors.

4. Last and by no means least, the probability of a Type I error is increased when so
many tests are conducted. That is, there is a greater likelihood that “significant
differences” will be claimed when, in fact, no true difference exists. When there
are only two means and therefore only one test, this probability is equal to α, say
.05. With 10 tests, however, the probability that there will be at least one Type I
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error among them is considerably higher. If these 10 tests were independent of
each another, the probability of at least one Type I error is .40—quite a bit larger
than the announced α! But to make matters worse, these 10 tests are not
independent: If X1 is significantly greater than X4, and X4 is significantly greater
than X5, then X1 must be significantly greater than X5. When tests are not
independent, the probability of at least one Type I error is even larger (although
it is impossible to provide a precise figure).

The solution to this general problem is found in analysis of variance. Sir
Ronald Aylmer Fisher, who was elected a Fellow of the Royal Society in 1929 and
knighted by the queen for his statistical accomplishments, is to be thanked for this
important development in statistics. Fisher’s contributions to mathematical statis-
tics (and experimental design) are legendary and certainly too numerous and pro-
found to adequately summarize here. Let us simply echo the words of Maurice
Kendall, himself a prominent figure in the history of statistics, who had this to say
about Fisher: “Not to refer to some of his work in any theoretical paper written
[between 1920 and 1940] was almost a mark of retarded development” (quoted in
Tankard, 1984, p. 112). High praise, indeed!

One-Way ANOVA

In research literature and informal conversations alike, analysis of variance often is
referred to by its acronym ANOVA (analysis of variance). ANOVA actually is a
class of techniques, about which entire volumes have been written (e.g., Kirk, 1982;
Winer, Brown, & Michels, 1991). We will concentrate on one-way ANOVA, which
is used when the research question involves only one factor, or independent
variable. The research questions we posed above at the end of our opening para-
graph are of this kind, the individual factors being passage organization, ethnicity,
decision-making style, and college major.

Although one-way ANOVA typically is considered when there are more than
three independent groups, this procedure in fact can be used to compare the means
of two or more groups. For the special case of two groups and a nondirectional H1,
one-way ANOVA and the independent samples t test (Chapter 14) lead to identical
conclusions. The t test, therefore, may be thought of as a special case of one-way
ANOVA, or, if you like, one-way ANOVA may be regarded as an extension of the t
test to problems involving more than two groups.

16.2 The Statistical Hypotheses in One-Way ANOVA

There are k groups in one-way ANOVA, where k may be 2 or more. We will iden-
tify the various groups as Group 1, Group 2, . . . , Group k; their sample means as
X1 X2 Xk; and the corresponding population means as μ1 μ2 μk. To
inquire as to whether there are differences among the population means, you test
the overall hypothesis:

H0: μ1 μ2 μk
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If k 4, for example, the null hypothesis would be H0: μ1 μ2 μ3 μ4. The
alternative hypothesis is that the population means are unequal “in some way.”
Although there is no single convention for stating H1 when there are more than
two means, the following form will suffice for our purposes:

H1: not H0

In testing the hypothesis of no difference between two means (k 2), we made
the distinction between directional and nondirectional alternative hypotheses. Such a
distinction does not make sense when k 2. This is because H0 may be false in any
one of a number of ways: two means may be alike while the others differ, all may be
different, and so on.

16.3 The Logic of One-Way ANOVA: An Overview

As with the independent-samples t test, participants are either randomly assigned to
k treatment conditions (e.g., passage organization) or selected from k populations
(e.g., college major). The general logic of ANOVA is the same regardless of how the
groups have been formed. For the purposes of this overview, let’s assume a true
experimental design in which you have randomly assigned participants to one of
three different treatment conditions (k 3).

If the various treatments in fact have no differential effect, then μ1 μ2 μ3, H0

is true, and the three distributions of sample observations might appear as in
Figure 16.1a. As you see, differences among the three sample means (X1, X2, and
X3) are minor and consistent with what you would expect from random sampling
variation alone. In contrast, if there is a treatment effect such that μ1, μ2, and μ3 have
different values, then H0 is false and the three groups might be as in Figure 16.1b.
Note the greater separation among the three sample means (although each X is not
far from its μ).

Let’s examine Figures 16.1a and 16.1b more closely. In particular, let’s compare
these figures with regard to two types of variation: within-groups and between-groups
variation.

Within-Groups Variation

Within each group, individual observations vary about their sample mean. This
phenomenon is called within-groups variation, and it is a direct reflection of the
inherent variation among individuals who are given the same treatment. You can
present an identically organized passage to everyone in a group and still observe
variation in reading comprehension. It is inevitable that even under identical conditions,
individuals will vary in performance. This point also holds in designs for which random
assignment is impossible or impractical. For example, there is considerable variation in
SAT scores within a single college major (e.g., biology).

Each of the three distributions in Figures 16.1a and 16.1b represents within-
groups variation. Note that in both figures, scores vary around their group means
to about the same extent in Groups 1, 2, and 3. Note particularly that the amount
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of within-groups variation is about the same whether the three population means
are identical (H0 true) or different (H0 false). Thus:

Within-groups variation reflects inherent variation only. It does not reflect dif-
ferences caused by differential treatment.

The logic is simple: Because each participant within a particular treatment group
gets the same treatment, differences among observations in that group cannot be
attributed to differential treatment.

You may be wondering how “variance” enters into this discussion. True to its
name, ANOVA is concerned with variance as the basic measure of variation. The
sample variance for a particular group, say Group 1, is used as an estimate of
the inherent variance for that particular treatment in the population. That is,
s21 estimates σ21. If you make the assumption that the inherent variance is the same
for all treatments (σ21 σ22 σ23), then inherent variance, free from the influence
of treatment effects, can be represented by the single symbol σ2. As with the pooled
variance estimate that you used in the independent-samples t test (s2pooled), the best
estimate of σ2 is found by averaging, or pooling, the three sample variances to
provide the within-groups variance estimate, s2within. Thus,

s2within
estimates σ2

(b)

(a)

μ1 = μ2 = μ3 

μ1 μ2 μ3

X1 

X1 

X3 

X3 

X2 

X2 

Figure 16.1 Distributions of scores in three subgroups: (a) H0: μ1 μ2 μ3 is true
(no treatment effect) and (b) H0: μ1 μ2 μ3 is false (treatment effect is present).
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We’ll fill in the computational details later. At the moment, the important point is
that s2within reflects inherent variance only—whether H0 is true (Figure 16.1a) or H0

is false (Figure 16.1b).

Between-Groups Variation

You can also see in Figures 16.1a and 16.1b that the sample means vary among
themselves, which is called between-groups variation.1 When the hypothesis H0:
μ1 μ2 μ3 is true (Figure 16.1a), the differences among the three sample means are
in accord with what you have learned about random sampling. That is, when
μ1 μ2 μ3, you nonetheless expect differences among X1, X2, and X3 because of
sampling variation. Even though it reflects variation among sample means, between-
groups variation is also a reflection of the inherent variation of individuals. How
so, you ask? Consider for a moment what would happen if μ1 μ2 μ3 and there
were no inherent variation: All individuals in the three populations would obtain
the same score, and thus the three sample means could not vary from each other.
On the other hand, the greater the inherent variation among individuals, the greater
the opportunity for a chance to produce sample means that vary from one another
(even though μ1 μ2 μ3).

Now, notice the substantially greater variation among the sample means in
Figure 16.1b, where μ1, μ2, and μ3 have different values. When H0 is false, as it is
here, the variation among X1, X2, and X3 consequently is greater than what is
expected from inherent variation alone. In short:

Between-groups variation reflects inherent variation plus any differential treat-
ment effect.

Like variation within groups, between-groups variation can be expressed as
a variance estimate. This is called the between-groups variance estimate, which
we will symbolize by s2between. When H0 is true, s2between simply provides a second
and independent estimate of inherent variance, σ2. That is, the variance of sam-
ple means, s2between, is no greater than what you would expect from repeatedly
sampling the same population. When H0 is false, however, s2between reflects both
inherent variance and the differential treatment effect. That is, when H0 is
false:

s2between
estimates σ2 treatment effect

The F Ratio

The ratio s2between s2within is called the F ratio,2 and it provides the basis for testing the
null hypothesis that μ1 μ2 μ3. Like z and t before it, F is a test statistic. When H0

1Perhaps you protest our use of “between” in this context. Although “among” is proper English when
referring to more than two things, “between-groups” is the (grammatically objectionable) convention in
statistics. We shall follow suit.
2Lest you accuse Fisher of immodestly naming a statistic after himself, you should know that it was
George W. Snedecor who named the F ratio (in Fisher’s honor).
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is true, s2within and s2between will be of similar magnitude because both are estimates of
inherent variance only (σ2); consequently, the F ratio will be approximately 1.00.
When H0 is false, however, F will tend to be greater than 1.00 because the numera-
tor, s2between, reflects the treatment effect in addition to inherent variance (while s2within
continues to estimate only inherent variance). If the F ratio is so much larger than
1.00 that sampling variation cannot reasonably account for it,H0 is rejected.

You see, then, that although our focus is on between-groups and within-groups
variances, these variances ultimately permit decisions about null hypotheses regarding
differences among means. Before we turn to the computational details for
determining within- and between-groups variation, we briefly describe a research
scenario that will serve as a context for that discussion.

16.4 Alison’s Reply to Gregory

Gregory, you will recall from Chapter 14, compared two treatment conditions to
examine the effect of scent on memory. Before reading on, you might review the
details of his investigation (Section 14.1).

Imagine that Alison, a fellow student, reads Gregory’s research report and
attempts to “replicate” his finding that scent improves memory. If, using the same
procedures that Gregory employed, she were to obtain a comparable outcome,
Gregory’s substantive conclusion would gain additional credence. But Alison decides
to add a third treatment condition: For participants in Group 3, a pleasant, unfamiliar
fragrance is present only during the reading phase of the investigation. Thus, her three
groups are as follows:

Group 1: Scent is present during passage reading and passage recall
(equivalent to Gregory’s Group 1)

Group 2: No scent is present on either occasion
(equivalent to Gregory’s Group 2)

Group 3: Scent is present during passage reading only
(new group)

Alison randomly assigns each of the nine volunteers to the three treatment con-
ditions.3 Except for the addition of Group 3 (and smaller n’s), her investigation is
identical to Gregory’s in all respects. Thus, each participant reads the 1500-word pas-
sage and, one week later, is asked to recall as much information from the passage as
possible. Alison then determines a score for each participant, representing the num-
ber of facts that have been correctly recalled. Her null hypothesis is H0: μ1 μ2 μ3;
for the alternative hypothesis, she simply states “notH0.”

We present Alison’s data in Table 16.1, along with each sample group mean and
the grand mean, X . The basic elements in any one-way ANOVA problem are the
sums of squares that reflect within-groups and between-groups variation in
the sample results. It is to these sums of squares that we now turn.

3As in previous chapters, the small n reflects our desire to minimize computations. To have adequate
statistical power, an actual study of this kind doubtless would require larger n’s (as you will learn in
Chapter 19).
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16.5 Partitioning the Sums of Squares

In one-way ANOVA, the total variation in the data is “partitioned,” or separated,
into its within-groups and between-groups components.

Any variance estimate is equal to a sum of squares divided by the corre-
sponding degrees of freedom. You saw this with the variance estimate based on a
single sample:

s2
Σ(X −X)2

n− 1
SS
n− 1

and you saw this again with the pooled variance estimate used in the independent-
samples t test:

s2pooled
Σ(X −X1)

2 Σ(X −X2)
2

n1 n2 − 2
SS1 SS2
n1 n2 − 2

Naturally enough, s2within and s2between are derived in the same fashion as these ear-
lier variance estimates. That is:

s2within
SSwithin
dfwithin

and s2between
SSbetween
dfbetween

To calculate s2within and s2between, then, you must first determine the within-groups
sum of squares (SSwithin) and the between-groups sum of squares (SSbetween). Once
the corresponding degrees of freedom have been identified, you are one press of
the calculator keypad away from s2within and s2between.

We’ll now consider each sum of squares and its associated degrees of freedom.

Within-Groups Sum of Squares (SSwithin)

You obtain the within-groups sum of squares, SSwithin, by first expressing each
score as a squared deviation from its group mean: (X −X)2. The squared deviation
score is (X −X1)

2 for each member of Group 1; (X −X2)
2 for each Group 2

member; and (X −X3)
2 for each Group 3 member. The first three columns of

Table 16.1 Alison’s Data: Raw Scores,
Group Means, and Grand Mean

Group 1
(n1= 3)

Group 2
(n2= 3)

Group 3
(n3= 3)

32 23 22
29 20 17
26 14 15

X1 29 X2 19 X3 18

X 22
(ntotal 9)
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Table 16.2 show these calculations for Alison’s data. For example, the first member
of Group 1 has a score of X 32 (shown at ). With X1 29, the squared devia-
tion for this individual is (32− 29)2 ( ), which results in a value of 32 9 ( ). The
within-groups squared deviations are obtained for the remaining eight participants
following the same procedure, as you can see by scanning down the first three col-
umns of Table 16.2. The within-groups sum of squares is the sum of these squared
deviations, as shown at . That is:

Within-groups
sum of squares

SSwithin Σ

all
scores

(X −X)2 (16 1)

Thus, for Alison’s data, SSwithin 9 0 9 86. Remember: SSwithin reflects
only inherent variation, free from the influence of any differential treatment effect.

There are n− 1 degrees of freedom associated with the deviations about a
sample mean. Because there are three sample means in the present case, dfwithin
(n1 − 1) (n2 − 1) (n3 − 1) 6. In general, then:

Within-groups
degrees of freedom

dfwithin ntotal − k (16 2)

In Formula (16.2), ntotal is the total number of cases in the investigation, and k is
the number of groups.

Table 16.2 Determining the Within-Groups, Between-Groups, and Total Sums of Squares

Within Between Total

X (X −X)2 (X −X)2 (X − X)2

Group 1 32 (32 − 29)2 9 (29 − 22)2 49 (32 − 22)2 100
(X1 29) 29 (29 − 29)2 0 (29 − 22)2 49 (29 − 22)2 49

26 (26 − 29)2 9 (29 − 22)2 49 (26 − 22)2 16

Group 2 23 (23 − 19)2 16 (19 − 22)2 9 (23 − 22)2 1
(X2 19) 20 (20 − 19)2 1 (19 − 22)2 9 (20 − 22)2 4

14 (14 − 19)2 25 (19 − 22)2 9 (14 − 22)2 64

Group 3 22 (22 − 18)2 16 (18 − 22)2 16 (22 − 22)2 0
(X3 18) 17 (17 − 18)2 1 (18 − 22)2 16 (17 − 22)2 25

15 (15 − 18)2 9 (18 − 22)2 16 (15 − 22)2 49

(X 22) Σ(X −X)2

SSwithin
86 Σ(X −X)2

SSbetween
222 Σ(X −X)2

SStotal
308
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Between-Groups Sum of Squares (SSbetween)

As a measure of variation among the sample means, SSbetween is based on the
squared deviation of each participant’s group mean from the grand mean: (X −X)2.
The squared deviation for each member of Group 1 is (X1 −X)2 (29− 22)2 ( ), re-
sulting in a value of 72 49 ( ). The calculation for Group 2 participants is
(X2 −X)2 (19− 22)2 9, and for Group 3 participants (X3 −X)2 (18− 22)2 16.
As shown at , the between-groups sum of squares, SSbetween, is the sum of these
squared deviations:

Between-groups
sum of squares

SSbetweeen Σ

all
scores

(X −X)2 (16 3)

Given the data at hand, SSbetween 49 49 16 222. Remember: SSbetween
is influenced by inherent variation plus any differential treatment effect.

As for degrees of freedom, the three sample means contain only two
independent pieces of information. No matter how often each sample mean is
used in Formula (16.3), you essentially have the deviations of three sample means
about X . Once you know X −X for two of the three means, the third X −X is
completely determined. Thus, dfbetween 3− 1 2. In general:

Between-groups
degrees of freedom

dfbetween k− 1 (16 4)

Total Sum of Squares (SStotal)

The total sum of squares, SStotal, is a measure of total variation in the data without
regard to group membership. SStotal is not used to obtain a variance estimate, but
this sum is helpful to consider here because it “completes” the picture. Let us
explain.

As a measure of total variation, SStotal is based on the deviations of each
score from the grand mean: (X −X)2. These squared deviations are presented
in columns and of Table 16.2 for each of the nine participants. SStotal is
the sum:

Total sum of squares

SStotal Σ

all
scores

(X −X)2 (16 5)
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For these data, then, SStotal 100 49 49 308 ( ). Because SStotal is
based on the deviations of the nine scores about the mean of the nine, you have
9− 1 8 degrees of freedom. In general:

Total degrees of freedom

dftotal n− 1 (16 6)

In our example, SSwithin 86, SSbetween 222, and SStotal 308. Notice that
SStotal is the sum of the first two values. This relationship holds in any analysis of
variance:

The composition
of SStotal

SStotal SSwithin SSbetween (16 7)

Thus, the total sum of squares—the total variation in the data—is partitioned into
within-groups and between-groups components. It also holds that dftotal dfwithin
dfbetween. For instance, in our example dfwithin 6, dfbetween 2, and dftotal 8—the
last value being the sum of the first two.

16.6 Within-Groups and Between-Groups Variance Estimates

If you divide SSwithin and SSbetween by their respective degrees of freedom, you have
the two variance estimates needed to test H0: μ1 μ2 μ3, Alison’s null hypothesis.
These variance estimates, along with what they estimate, are:

Within-groups
variance estimate

s2within
SSwithin
ntotal − k

estimates σ2 (inherent variance) (16 8)

and

Between-groups
variance estimate

s2between
SSbetween
k− 1

estimates σ2 treatment effect (16 9)

A “total” variance estimate is not calculated in analysis of variance because the
test of H0 requires the two variance estimates to be independent of one another.
Because SStotal SSwithin SSbetween, a variance estimate based on SStotal obviously
would not be independent of either s2within or s

2
between.
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For Alison, s2within 86 6 14 33 and s2between 222 2 111. Remember: If
H0 is true, there is no differential treatment effect, and both s2within and s2between will
estimate the same thing—inherent variance (σ2). In this case, s2within and s2between
should be equal, within the limits of sampling variation. On the other hand, if H0

is false (differential treatment effect present), then s2between will tend to be larger
than s2within. As you saw earlier, the test statistic F is used for comparing s2within and
s2between. Let’s look at the F test more closely.

16.7 The F Test

The F statistic is formed by the ratio of two independent variance estimates:

F ratio for one-way ANOVA

F
s2between
s2within

(16 10)

If H0 is true and certain other population conditions hold (which we take up in
Section 16.12), then F ratios will follow the theoretical F distribution presented
in Table C (Appendix C).

Like the t distribution, the F distribution is actually a family of curves depending
on degrees of freedom. Here, however, you must consider two values for degrees of
freedom: dfbetween is associated with the numerator of F, and dfwithin with the
denominator. The theoretical F distribution for dfbetween 2 and dfwithin 6 is pre-
sented in Figure 16.2. Notice that the distribution does not extend below 0. Indeed, it
cannot do so, for variance estimates are never negative.

Alison’s sample F is:

F
s2between
s2within

111 00
14 33

7 75

F.05 = 5.14

R
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0 2 4 6 8

Region of rejection

(area = .05)

F = 7.75

Figure 16.2 Distribution of F for 2 and 6 degrees of freedom.
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If H0: μ1 μ2 μ3 is true, both s2between and s2within are estimates of inherent
variance (σ2), and sample F ratios will follow the tabled F distribution for 2 and
6 degrees of freedom (between and within, respectively). However, if there is a
differential treatment effect (H0 is false), s2between will estimate inherent variance
plus differential treatment effect and will tend to be too large. Now, because
s2between is always placed in the numerator of F, evidence that H0 is false will be
reflected by a sample F that is larger than expected when H0 is true. Conse-
quently, the region of rejection is placed entirely in the upper tail of the F
distribution, as in Figure 16.2.

Using Table C

To obtain the critical value of F, turn to Table C and locate the entries at the inter-
section of 2 df for the numerator and 6 df for the denominator. (Be careful not to
switch these values—the critical value of F will not be the same!) Let’s assume that
Alison has set α 05, in which case the critical value is F 05 5 14. (For α 01, the
critical value is F 01 10 92 and appears in boldface type.) If H0 were true, a sample
F ratio greater than 5.14 would be obtained only 5% of the time through random
sampling variation. Because the obtained F 7 75 falls beyond the critical value,
Alison rejects the overall hypothesis that all differences among the population
means are equal to zero (H0: μ1 μ2 μ3) in favor of the alternative hypothesis
that the population means differ in some way. That is, she concludes that there are
real differences among the treatment conditions with regard to their effects on re-
call. The overall F test of H0: μ1 μ2 μ3 μk often is referred to as the
omnibus F test.

The ANOVA Summary Table

It is convenient to present an ANOVA summary table that indicates the sources of
variation, sums of squares, degrees of freedom, variance estimates, calculated F ratio,
and p value. The summary table for Alison’s problem is presented in Table 16.3. As
you might imagine, this summary table can be extremely helpful as a “worksheet” for
recording the various values as you proceed through ANOVA calculations.

Why the parenthetical mean square in Table 16.3? In this book, we symbolize
the within-groups variance estimate by s2within and the between-groups variance
estimate by s2between to emphasize their character as variance estimates. In research
literature, you will find that a variance estimate is typically represented by the sym-
bolMS, for “mean square” (e.g., “MSwithin” and “MSbetween”).

Table 16.3 One-Way ANOVA Summary Table

Source SS df
s2

(Mean Square) F p

Between-groups 222 2 111.00 7.75 p .05
Within-groups 86 6 14.33
Total 308 8
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16.8 Tukey’s “HSD” Test

Suppose that Alison’s sample F ratio turned out to be smaller than the critical value
of 5.14. She would conclude that her data do not support a claim of differential treat-
ment effects associated with the presence or absence of scent, and she probably
would call it a day.

But this is not the case with Alison’s results: The overall F ratio of 7.75 leads her
to reject H0: μ1 μ2 μ3 in favor of the very broad alternative hypothesis that the
three population means differ “in some way.” But where is the real difference (or
differences)? Is it between μ1 and μ2? Between μ2 and μ3? Between μ1 and μ3? All of
the above? Two of the three? To answer this general question, Alison proceeds with
further statistical comparisons involving the group means. We illustrate only one of
the many procedures developed for this purpose: Tukey’s HSD Test.

The HSD (“honestly significant difference”) test is used for making all possible
pairwise comparisons among the means of groups. Tukey’s test typically is conducted
after a significant overall F has been found. Such comparisons therefore are known as
post hoc comparisons.4 Post hoc (“after the fact”) comparisons are designed to protect
against the inflated Type I error probability that would result from conducting a con-
ventional t test on each pair of means (Section 16.1). Post hoc tests, such as Tukey’s,
provide this protection by demanding a larger difference for any one comparison
before statistical significance can be claimed. Thus, across the entire set of k(k− 1) 2
comparisons, the probability of at least one Type I error remains equal to α.5

Tukey’s test requires that you determine a critical HSD value for your data. The
hypothesis of equal population means is then rejected for any pair of groups for which
the absolute value of the difference between sample means is as large as (or larger
than) the critical value. The test is two-tailed because of the exploratory nature of
post hoc comparisons, and either the 5% or 1% significance level may be used.

The critical HSD is calculated from the following formula:

Critical HSD for Tukey’s test

HSD q
s2within
ngroup

(16 11)

Here, q is the value of the Studentized range statistic that is obtained from Table D
(given the level of significance, within-groups df, and number of groups), s2within is the

4Sometimes the investigator has a rationale, based on the logic of the study, for examining only a sub-
set of all possible comparisons. In this case, one is making “planned comparisons” (see Kirk, 1982).
5Investigators unwittingly take a risk if they conduct a post hoc test (like Tukey’s) only if the omnibus
F ratio is statistically significant (Huck, 2009). This is because it is possible to obtain a nonsignificant F
ratio and, had you proceeded with a post hoc test anyway, find statistical significance for at least one of
your pairwise comparisons. (For related reasons, it also is possible to obtain a significant F ratio yet
then find none of your pairwise comparisons is statistically significant.) A full explanation of this appar-
ent paradox goes well beyond the scope of our book. Nevertheless, if your future work involves con-
ducting a one-way ANOVA and a post hoc test, we encourage you to look at the results of the post
hoc test even if you obtain a nonsignificant F ratio (as we did, truth be told, for the one-way ANOVA
problems in this chapter). After all, you no doubt will be using computer software, which effortlessly
can be asked to provide the post hoc results.
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familiar within-groups variance estimate, and ngroup is the number of cases within
each group (e.g., ngroup 3 in Alison’s study).

Let’s apply Tukey’s HSD test to Alison’s data. She obtained a significant over-
all F and now wishes to test each of the differences between her group means. She
accomplishes this in four easy steps:

Step 1 Find q.
Using Table D, Alison locates the point of intersection between the column
corresponding to k 3 and the row corresponding to dfwithin 6. She
determines that q 4 34 (α 05). (Had she set α at .01, q would be 6.33.)

Step 2 Calculate the critical HSD.
With s2within 14 33 and n 3, the critical HSD is:

HSD 4 34
14 33
3

9 48

Thus, the absolute value of the difference between any two sample means
must be at least 9.48 for it to be deemed statistically significant.

Step 3 Determine the differences for all possible pairs of sample means.
All pairwise differences are displayed in the table below. Each entry is
the difference between the mean listed at the side and that listed at the
top (e.g., 10 X1 −X2).

X1 29 X2 19 X3 18

X1 29 – 10 11

X2 19 – 1

X3 18 –

Step 4 Compare each obtained difference with the critical HSD value and draw
conclusions.
Two of three pairwise differences,X1 −X2 andX1 −X3, exceed a magnitude
of 9.48 and thus are significant at the .05 level. That is to say, Alison rejects
the two null hypotheses, μ1 − μ2 0 and μ1 − μ3 0. She therefore concludes
that the presence of scent during passage reading and passage recall (Group
1) results in greater recall than when no scent is present on either occasion
(Group 2) or when scent is present during passage reading only (Group 3).
However, she cannot reject H0: μ2 − μ3 0, and she concludes that there is
no difference between these two treatment conditions.

Suppose that Alison’s design instead has four groups with three participants
per group (ntotal 12). Thus, k 4, dfwithin 12− 4 8, and q 4 53 (α 05).
Let’s assume that the additional group does not change the within-groups var-
iance estimate (14.33). The critical HSD value would now be:

HSD 4 53
14 33
3

9 90
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Thus, for each of her k(k− 1) 2 4(3) 2 6 comparisons, Alison now would need
a difference of 9.90 to claim statistical significance. The larger critical value—9.90
versus 9.48—is the statistical cost she must bear for making three additional com-
parisons. That is, it is slightly more difficult to attain statistical significance for any
one comparison when k 4 than when k 3. This illustrates how Tukey’s HSD
test protects against an inflated Type I error probability across all pairwise
comparisons.

Unequal n’s

If the n’s are not the same across the k groups, HSD can be approximated by sub-
stituting the harmonic mean, ~n , for n in Formula (16.11):

Averaging n:
The harmonic mean

~n
k

1
n1

1
n2

1
nk

(16 12)

Suppose Alison’s third group has four members instead of three (and s2within
remains the same). The harmonic mean and HSD (α 05), respectively, are

~n
3

1
3

1
3

1
4

3
917

3 27

HSD 4 34
14 33
3 27

9 09

16.9 Interval Estimation of μi μj

When there are more than two groups (k 2), the general logic for constructing a
confidence interval for the difference between any two means is the same as when
there are only two groups in an investigation. However, we need to introduce new
notation for stating the general rule. When k 2, it is common practice to use the
expression,Xi −Xj, for the difference between any two sample means, and μi − μj for
the difference between any two population means. Here, the subscript i simply de-
notes the first group in the comparison, and j the second. For example, if you are
comparing Group 1 and Group 3, then i 1 and j 3.

When all pairwise comparisons are made, the form of the interval estimate for
the difference between any two of the k population means is:

Rule for a confidence
interval for μi − μj

Xi −Xj ±HSD (16 13)
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If HSD is based on α 05, then Formula (16.13) gives a 95% confidence interval.
For Alison’s data, the 95% confidence interval isXi −Xj ± 9 48. That is:

X1 −X2: 29− 19± 9 48 10± 9 48 52 to 19 48

X1 −X3: 29− 18± 9 48 11± 9 48 1 52 to 20 48

X2 −X3: 19− 18± 9 48 1± 9 48 −8 48 to 10 48

Alison is 95% confident that μ1 − μ2 falls somewhere between .52 and 19.48 and
that μ1 − μ3 resides somewhere between 1.52 and 20.48. (The considerable width of
these intervals reflects her exceedingly small sample sizes.) You perhaps are not
surprised to find that the confidence interval for μ2 − μ3 includes zero. This is
consistent with the outcome of the Tukey test, which resulted in a statistically non-
significant difference between X2 and X3.

To construct a 99% confidence interval, Alison would find in Table D the value
of q corresponding to α 01 (6 33), recompute HSD, and enter the new HSD in
Formula (16.13):

• q 6 33 (α 01 k 3 dfwithin 6)

• HSD 6 33
14 33
3

13 83

• 99% confidence interval:Xi −Xj ± 13 83

Each of the 99% confidence intervals includes zero. (Within the context of
hypothesis testing, this is to say that none of the pairwise comparisons would be
statistically significant at the .01 level.)

16.10 One-Way ANOVA: Summarizing the Steps

We have thrown quite a bit at you in this chapter. Let’s summarize the process so
far, using Alison’s experiment as context. The steps below should help you better
see the proverbial forest for the trees and, at the same time, reaffirm that the gen-
eral logic of analysis of variance is the same as that of significance tests you have
already encountered. That is, you assume H0 to be true and then determine whe-
ther the obtained sample result is rare enough to raise doubts about H0. To
do this, you convert the sample result into a test statistic (F, in this case), which
you then locate in the theoretical sampling distribution (the F distribution). If the
test statistic falls in the region of rejection, H0 is rejected; if not, H0 is retained.
The only new twist is that if H0 is rejected, follow-up testing is required to identify
the specific source(s) of significance.

Step 1 Formulate the statistical hypotheses and select a level of significance.
Alison’s statistical hypotheses are:

H0: μ1 μ2 μ3
H1: not H0

She selects α 05 as her level of significance.
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Step 2 Determine the desired sample size and select the sample.
We limited Alison’s sample sizes to simplify computational illustrations.

Step 3 Calculate the necessary sample statistics.
• sample means and grand mean:

X1 29 X2 19 X3 18 X 22

• within-groups sum of squares, degrees of freedom, and variance estimate:

SSwithin 86

dfwithin ntotal −k 9− 3 6

s2within 86 6 14 33

• between-groups sum of squares, degrees of freedom, and variance estimate:

SSbetween 222

dfbetween k− 1 3− 1 2

s2between 222 2 111

• total sum of squares and degrees of freedom:

SStotal 308

dftotal ntotal − 1 9− 1 8

(check: 308 86 222 and 8 6 2)

• F ratio:

F
s2between
s2within

111
14 33

7 75

Step 4 Identify the region of rejection.
With dfbetween 2 and dfwithin 6, the critical value of F is 5.14 (Table C).
This is the value of F beyond which the most extreme 5% of sample
outcomes will fall when H0 is true.

Step 5 Make the statistical decision and form conclusions.
Because the sample F ratio falls in the rejection region (i.e., 7.75 5.14),
Alison rejects H0: μ1 μ2 μ3. The overall F ratio is statistically sig-
nificant (α 05), and she concludes that the population means differ in
some way. Scent would appear to affect recall (again, in some way). She
then conducts post hoc comparisons to determine the specific source(s) of
the statistical significance.

Step 6 Conduct Tukey’s HSD test.

• Calculate HSD:

HSD q
s2within
ngroup

4 34
14 33
3

9 48
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• Compare HSD with each difference between sample means:

X1 −X2 29− 19 10 greater than HSD)

X1 −X3 29− 18 11 greater than HSD)

X2 −X3 19− 18 1 less than HSD)

• Make the statistical decisions and form substantive conclusions:

Group 1 is significantly different from Groups 2 and 3; the difference
between Groups 2 and 3 is not significant. Alison concludes that the
presence of scent during passage reading and passage recall leads to
greater recall than when no scent is present on either occasion or
when scent is present only during passage reading.

16.11 Estimating the Strength of the Treatment Effect:
Effect Size (ω̂2)

The magnitude of F, just like t, depends in part on sample size. You can see this
by examining the full expression of the F ratio:

F
s2between
s2within

SSbetween dfbetween
SSwithin dfwithin

Remember, dfwithin ntotal − k. In most investigations (unlike the simplified exam-
ples in a statistics book), ntotal typically is quite a bit larger than k. That is, dfwithin
typically reflects total sample size more than anything else. Because of the location
of dfwithin in the formula for F, a larger sample will result in a smaller value for
s2within and therefore a larger F ratio (other things being equal). While a statistically
significant F ratio certainly is not bad news, it does not necessarily speak to the
strength or importance of the treatment effect.

In the case of the independent-samples t test, you saw in Section 14.8 that ω̂2, a
measure of effect size, can be used to estimate the proportion of variation in scores
that is explained by variation in group membership. In Gregory’s experiment, for
example, 17% of the variation in recall scores was explained by whether a participant
had been assigned to Group 1 or to Group 2. Importantly, ω̂2 can also be applied
to designs involving more than two groups. Within the context of one-way ANOVA,
ω̂2 is an estimate of the amount of variation in scores that is accounted for by the
k levels of the factor, or independent variable. It is calculated from Formula (16.14)
and relies on terms familiar to you by now:6

Explained variance:
One-way ANOVA

ω̂2 SSbetween − (k− 1)s2within
SStotal s2within

(16 14)6

6ω̂2 is negative when F is less than one, in which case ω̂2 is set to zero.
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To apply ω̂2 to Alison’s data, you therefore need the following values:
SSbetween 222, k 3, s2within 14 33, and SStotal 308. Now insert these figures into
Formula (16.14):

ω̂2 SSbetween − (k− 1)s2within
SStotal s2within

222− (3− 1)14 33
308 14 33

222− 28 66
322 33

60

Alison estimates that fully 60% of the variance in recall scores is explained by the
three levels of her independent variable (whether participants had been assigned to
Group 1, Group 2, or Group 3).

Arguably more is learned about the strength and potential importance of this
differential treatment effect by knowing that ω̂2 60 than by only knowing that
the F ratio of 7.75 is “statistically significant at the .05 level.” For this reason, it is
good practice to report ω̂2 along with the statistical significance of F.

16.12 ANOVA Assumptions (and Other Considerations)

The assumptions underlying the F test are the same as those for the independent-
samples t test:

1. The k samples are independent. Just as with the t test for dependent samples, a
different procedure must be employed when the k samples are not independ-
ent (e.g., when the groups comprise either matched participants or the same
participants).7

2. Each of the k populations of observations is normally distributed. As in the case
of the t test, this becomes important only when samples are small. The larger the
samples, the greater the departure from normality that can be tolerated without
unduly distorting the outcome of the test. “Nonparametric” or “distribution-
free” alternatives to ANOVA should be considered when population normality
cannot be assumed (an example of which is provided in the epilogue).

3. The k populations of observations are equally variable. That is, it must be as-
sumed that σ21 σ22 σ23 σ2k. This, you may recall, is the assumption of
homogeneity of variance. Here, too, violations generally can be tolerated when
samples are large. However, when samples are small—particularly if attended
by unequal n’s—markedly different sample variances should not be casually
dismissed. A general rule of thumb is that unequal variances are tolerable unless
the ratio of the largest group n to the smallest group n exceeds 1.5, in which case
alternative procedures should be considered.8

7The procedure for analyzing differences among three or more means from dependent samples is
called repeated measures analysis of variance.
8The Welch procedure is an example of such an alternative; another is the Brown-Forsythe procedure.
Both are fairly straightforward extensions of the formulas we present here. (For details, see Glass &
Hopkins, 1996, pp. 405–406.)
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Also remember that samples that are too small tend to give nonsignificant
results: A Type II error may result, and an opportunity to uncover important
effects in the population may be missed. On the other hand, samples can be too
large: They can be wasteful, and they may indicate statistical significance in cases
of population effects so small that they are in fact unimportant. There are tables
you can consult for selecting an appropriate sample size in an ANOVA problem.
(See Chapter 19 for a discussion of the principles involved and a reference to
those tables.)

Finally, we remind you to be particularly cautious in interpreting results where
research participants have not been randomly assigned to treatment conditions. As
we indicated in Section 14.9 in the case of the independent-samples t test, the “why”
of your results is considerably less straightforward when random assignment has not
been (or cannot be) employed. We encourage you to carefully revisit Section 14.9,
for that discussion is just as relevant here.

Despite its name, analysis of variance (in the forms pre-
sented here) is a test about means. You can think of
one-way ANOVA as an extension of the independent-
samples t test to more than two groups, or conversely,
you can consider the t test as a special case of one-way
ANOVA.

Two types of variation are compared in one-way
ANOVA: the within-groups variation of individual
scores and the between-groups variation of sample
means. When H0 is true, both types of variation reflect
inherent variation—the variation in performance of
individuals subjected to identical conditions. When H0

is false, the within-groups variation is unaffected, but
the between-groups variation now reflects inherent
variation plus differential treatment effect.

True to its name, analysis of variance is concerned
with the variance as the basic measure of variation.
Consequently, inherent variation becomes inherent
variance, which, if you make the assumption of homo-
geneity of variance, can be represented by the single
symbol, σ2. To estimate σ2, you use the familiar form
for a variance estimate: SS/df, the sum of squares di-
vided by degrees of freedom. You can compute three
sums of squares from the sample results: SSwithin (varia-
tion of individuals within sample groups about the sam-
ple mean), SSbetween (variation among the sample
means), and SStotal (total variation in the sample data).
In one-way ANOVA, the total sum of squares (SStotal)
and the associated degrees of freedom (dftotal)
can be partitioned into within- and between-groups
components. That is, SStotal SSwithin SSbetween, and
dftotal dfwithin dfbetween.

The two variance estimates, s2within and s2between,
are used in the test of H0. When H0 is true, both
s2within and s2between are independent estimates of σ2 and
should be equal within the limits of random sampling
variation. When H0 is false, s2between will tend to be
larger than s2within because of the added influence of
differential treatment effect. The F ratio,
s2between s2within, is used to compare s2between and s2within.
If H0 is true, calculated F ratios will follow the theo-
retical F distribution with k− 1 and ntotal − k degrees
of freedom. H0 is rejected if the sample F ratio is
equal to or larger than the critical value of F. The
effect size omega squared (ω̂2), which estimates the
amount of variation in scores that is explained by var-
iation in treatment levels, is a useful statistic for char-
acterizing the magnitude or importance of the
treatment effect.

The F test for one-way analysis of variance shares
the basic assumptions of the independent-samples t test:
independent groups, normality, and homogeneity of
variance. The last two assumptions become important
only when samples are small.

The overall F test examines the question of whe-
ther the population values of the treatment group
means are all equal against the broad alternative that
they are unequal in some (any) way. Tukey’s HSD test
is a useful post hoc test for examining all pairwise com-
parisons between group means. It protects against the
inflated Type I error probability that results from
conducting multiple t tests. An interval estimate can be
obtained for the difference between any two of the k
population means.

16.13 Summary
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Reading the Research: One-Way ANOVA

Wiest et al. (2001, p. 120) compared the mean grade-point averages of students
placed into regular education, special education, and alternative education programs.

An analysis of variance indicated that there was a significant main effect of
educational placement, F(2, 245) 70.31, p .001. Post hoc comparisons,
employing Tukey’s HSD test, were then conducted to examine specific group
differences. . . . Regular education students had a significantly higher
mean GPA (2.86) than did special education students (2.17) and alternative
education students (1.88). In addition, the difference in GPA between special
education and alternative education was significant.

The researchers conducted post hoc comparisons, which revealed significant
differences in GPA among all three pairs. Following common practice,
these authors included the degrees of freedom in parentheses when reporting the
F ratio: 2 between-group df and 245 within-group df. (Question: How large is
the sample on which this analysis was based?)

Source: Wiest, D. J., Wong, E. H., Cervantes, J. M., Craik, L., & Kreil, D. A. (2001). Intrinsic motivation
among regular, special, and alternative education high school students. Adolescence, 36(141), 111–126.

Case Study: “Been There, Done That”

Using a sample of teachers from a rural high school in New England, we explored
the relationship between the level of experience and ratings of two professional
development activities. Fifty-four teachers were categorized into one of three
experience levels. Those teaching fewer than 4 years were labeled “novice,” those
teaching between 4 and 10 years were deemed “experienced,” and those teaching
more than 10 years were considered “vintage.” Teachers used a five-point scale
from 0 (no effect) to 4 (strong positive effect) to indicate how district-sponsored
workshops and classroom observations of peers contributed to their professional
growth (see Table 16.4).

Table 16.4 Statistics for Teacher Ratings of District
Workshops and Peer Observations

X s sX

WORKSHOP
Novice (n 16) 2.81 .83 .21
Experienced (n 18) 2.33 1.03 .24
Vintage (n 20) 1.60 .99 .22

PEEROBSV
Novice (n 16) 2.44 1.21 .30
Experienced (n 18) 2.44 1.04 .25
Vintage (n 20) 2.40 1.14 .26
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Figures 16.3a and 16.3b illustrate the mean comparisons in the form of “means
plots.” In contrast to Figure 16.3b, Figure 16.3a shows differences in teacher ratings
across experience levels. Novice teachers rated district workshops higher than
experienced teachers, who, in turn, rated them higher than vintage educators. But
are these differences statistically significant?
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Figure 16.3b Mean ratings of peer observations by EXPER.
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Our first one-way ANOVA9 tested the overall null hypothesis that teacher
perceptions of district workshops are unrelated to level of experience (i.e.,
H0: μnovice μexperienced μvintage). The alternative hypothesis was that the popula-
tion means were unequal “in some way.” For instance, one might speculate that
teachers early in their career would get more out of in-service programs than
experienced teachers who believe that they have “been there, done that.” We
used an α of .05.

The ANOVA results indicated that there was a significant difference among
group means (p 01; see Table 16.5). We then conducted post hoc comparisons
using the Tukey HSD test: novice versus experienced, novice versus vintage,
and experienced versus vintage. Only the difference between novice and vintage
teachers, Xnovice −Xvintage 1 21, was statistically significant (p 01). Thus,
novice teachers tended to rate the value of district workshops significantly higher
(more positive) than did vintage teachers. This difference corresponded to
an impressive effect size of d 1 31. The difference between experienced and
vintage teachers, Xexperienced −Xvintage 73, fell just short of statistical significance
(p 059).

We conducted a second one-way ANOVA to test for differences in teacher rat-
ings of peer classroom observations. (Given the flat line in Figure 16.3b, however, we
were not expecting statistical significance.) As above, EXPER was the independent
variable or factor. The results indeed were not statistically significant:
F(2 51) 01 p 05.10 Nevertheless, we proceeded to conduct Tukey’s HSD Test
just to be safe (see footnote 5). No pairwise comparison was statistically significant.

As with any sample, this sample of teachers does not necessarily represent the
perceptions of high school teachers elsewhere. That is, it may not be the case uni-
versally that novice teachers (as defined here) derive more from district work-
shops than do vintage teachers (again, as defined here). Nor is it necessarily true
that there are no differences, due to experience level, regarding the perceived
value of peer classroom observations. The political, financial, and cultural char-
acteristics of this particular school no doubt influence the perceptions of its tea-
chers. Although we are confident that our sample results generalize to the
population of teachers at this high school (and even to high schools very similar to
this one), subsequent research is required to determine whether our findings hold
up in diverse settings.

Table 16.5 Results From the One-Way ANOVA on WORKSHOP

Source SS df MS F p

Between-groups 13.52 2 6.76 7.30 .002
Within-groups 47.24 51 .93

Total 60.76 53

9As explained in Section 16.1, “one-way” refers to the testing of one factor. In this case, the factor is
“level of experience” (or EXPER).
10The numbers in parentheses following F represent the between-groups df and within-groups df,
respectively.
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Exercises

Symbols

k μ1 μ2 μk X1 X2 Xk n1 n2 nk, X

SS1 SS2 SSk MS q Xi −Xj μi − μj ω̂
2

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1. Using the formula k(k− 1) 2, determine the number of t tests required to make all pos-
sible pairwise comparisons for each of the following conditions:

(a) k 2

(b) k 4

(c) k 6

(d) k 7

2. List all the possible comparisons in Problem 1c (e.g., “1 vs. 2,” “1 vs. 3,” . . . ).

3.* You have designed an investigation involving the comparison of four groups.

(a) Express H0 in symbolic form.

(b) Why can’t H1 be expressed in symbolic form?

(c) List several possible ways in which H0 can be false.

(d) What’s wrong with expressing the alternative hypothesis asH1: μ1 μ2 μ3 μ4?

analysis of variance (ANOVA)
one-way ANOVA
factor, independent variable
H0 and H1 for one-way ANOVA
within-groups variation
inherent variation
within-groups variance estimate
between-groups variation
between-groups variance estimate
F ratio
within-groups sum of squares
between-groups sum of squares

total sum of squares
partitioning the sums of squares
F distribution (Table C)
omnibus F test
ANOVA summary table
mean square
Tukey’s HSD test
post hoc comparisons
Studentized range statistic (Table D)
harmonic mean
explained variance
ANOVA assumptions

Identify, Define, or Explain

Terms and Concepts
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4.* A researcher randomly assigns six students with behavioral problems to three treatment
conditions (this, of course, would be far too few participants for practical study). At the
end of three months, each student is rated on the “normality” of his or her behavior, as
determined by classroom observations. The results are as follows:

Behavior Ratings
for Each of
Six Students

Treatment 1: 3, 7
Treatment 2: 4, 10
Treatment 3: 6, 12

(a) State H0 in symbolic form; express H1 in words.

(b) Calculate SSwithin, SSbetween, and SStotal.

(c) What are the values for dfwithin, dfbetween, and dftotal?

(d) Compute s2within, s
2
between, and F.

(e) What is the statistical decision (α 05) and final conclusion?

5. Consider s2within and s2between in Problem 4d.

(a) Which is an estimate of inherent variation, and which is an estimate of differ-
ential treatment effects?

(b) Explain, within the context of this problem, what is meant by “inherent varia-
tion” and “differential treatment effects.”

6.* Determine F.05 and F.01 from Table C for each situation below:

Total
Sample
Size

Number
of Groups

(a) 82 3
(b) 25 5
(c) 120 4
(d) 44 3

7. Study the following ANOVA summary, and then provide the missing information for the
cells designated a–f:

Source SS df MS F p

Between-groups (a) 3 (b) (c) (d)

Within-groups 64 (e) (f)

Total 349 19
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8.* Study the following ANOVA summary, and then provide the missing information for the
cells designated a–f:

Source SS df MS F p

Between-groups 1104 (a) (b) 3.00 (c)

Within-groups (d) (e) 184

Total 4416 (f)

9. (a) How many groups are there in Problem 7? (How do you know?)

(b) What is the total sample size in Problem 7? (How do you know?)

(c) How many groups are there in Problem 8? (How do you know?)

(d) What is the total sample size in Problem 8? (How do you know?)

10. Which case, Problem 7 or Problem 8, calls for the application of Tukey’s HSD test?
(Explain.)

11.* Consider the assumptions underlying the F test for one-way analysis of variance
(Section 16.12). Given the following data, do you believe the F test is defensible?
(Explain.)

X s n

Group 1 75 21 36
Group 2 58 16 37
Group 3 60 10 18

12.* Professor Loomis selects a sample of second-grade students from each of three schools
offering different instructional programs in reading. He wishes to determine whether
there are corresponding differences between these schools in the “phonological aware-
ness” of their students. Professor Loomis has each child complete a phonological
awareness inventory and obtains these results:

Phonological
Awareness Scores

Program 1 17, 13, 14, 10
Program 2 7, 5, 12, 8
Program 3 16, 9, 15, 18

(a) Give H0.

(b) Compute SSwithin, SSbetween, and SStotal.

(c) What are the values for dfwithin, dfbetween, and dftotal?

(d) Conduct the F test (α 05) and present your results in an ANOVA summary table.

(e) What is your statistical decision regarding H0?

(f) Compute and interpret ω̂2 from these data.

(g) What is your substantive conclusion from this analysis? (Is your analysis complete?)
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13. (a) Apply Tukey’s HSD test (α 05) to the results of Problem 12.

(b) State your conclusions.

14. (a) Construct a 95% confidence interval for each of the mean differences in
Problem 12.

(b) How do these confidence intervals compare with the answers to Problem 13?

(c) Interpret the confidence interval for μ2 − μ3.

15. Suppose you obtained a significant F ratio and now wish to apply the Tukey test. How-
ever, you have unequal n s : n1 15, n2 18, and n3 14. Compute the harmonic mean.

16. A study is performed using observations from five samples of 20 cases each. The follow-
ing are partial results from a one-way analysis of variance: SSbetween 717 and
SStotal 6861.

(a) Compute s2within and s2between.

(b) Complete the F test (α 01), state your statistical decision regarding H0, and present
the results in a summary table.

17.* A one-way ANOVA is carried out using the performance scores from five different
treatment groups of nine cases each. A significant F is obtained. For this analysis
s2within 20 5, and the treatment group means are as follows:

X1 20 3 X2 12 2 X3 15 3 X4 13 6 and X5 19 1

(a) Use the formula k(k− 1) 2 to determine the number of all possible pairs of means.

(b) Display the differences between the means for all possible pairs of samples as illus-
trated in Section 16.8 (step 3).

(c) Apply the Tukey test (α 05) to all possible pairwise comparisons between means
and draw final conclusions.

(d) Repeat Problem 17c using α 01.

18.* You wish to compare the effectiveness of four methods for teaching metacognitive strate-
gies to elementary school children. A group of 40 fifth graders is randomly divided into
four subgroups, each of which is taught according to one of the different methods. You
then individually engage each child in a “think aloud” problem-solving task, during
which you record the number of metacognitive strategies the child invokes. The results
are as follows:

Teaching Method

1 2 3 4

n1 10 n2 10 n3 10 n4 10
ΣX1 242 ΣX2 295 ΣX3 331 ΣX4 264

Σ(X −X1)
2 527 6 Σ(X −X2)

2 361 5 Σ(X −X3)
2 438 9 Σ(X −X4)

2 300 4

(a) Give H0.

(b) CalculateX1,X2,X3,X4, and X .

(c) Compute SSwithin, SSbetween, and SStotal.

(d) Complete the F test (α 05), state your statistical decision regarding H0, and
present your results in a summary table.

(e) Apply the Tukey test (α 05).

(f) Compute and interpret ω̂2 from these data.

(g) Draw your final conclusions from these analyses.
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19.* (a) Construct a 95% confidence interval for each mean difference in Problem 18.

(b) How do the obtained confidence intervals compare with your decisions regarding
the null hypotheses in Problem 18?

20.* Compare the investigation described in Problem 12 with that in Problem 18.

(a) For which investigation is it more difficult to argue a cause-and-effect relationship?
(Explain.)

(b) What are possible explanations—other than instructional program—for the sig-
nificant F ratio in Problem 12?
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CHAPTER 17

Inferences About the Pearson
Correlation Coefficient

17.1 From μ to ρ

Our focus so far has been on inferences involving population means. You are about
to see that the general logic of statistical inference does not change when one’s
objective is to make inferences about a population correlation coefficient. That is, the
Pearson r, like a mean, will vary from sample to sample because of random sampling
variation. Given the particular sample correlation that you have calculated, you wish
to know what the coefficient would be if the effects of sampling variation were
removed—that is, what the “true” or population correlation is. The population cor-
relation, you may recall from Section 10.3, is symbolized by the Greek letter ρ (rho).
Thus, r is used for making inferences about ρ.

In this chapter, we focus on inferences about single coefficients. As before, we
will consider making statistical inferences from the two perspectives of hypothesis
testing and interval estimation.

17.2 The Sampling Distribution of r When ρ= 0

The most common null hypothesis for testing a single correlation coefficient is
H0: ρ= 0. That is, there is no linear association between X and Y. Think of two vari-
ables that you are certain are absolutely unrelated to each other (ρ= 0). How about
the correlation between, say, visual acuity (X ) and neck size (Y ) among adults in
your community? Now suppose you repeatedly select random samples of size n= 10
from this population, each time calculating the correlation coefficient between X and
Y and replacing the sample in the population. Even though ρ= 0, you nonetheless
would expect sampling variation in the values of r. Sometimes r will be positive,
sometimes negative. Although the values of r tend to be small (because ρ= 0), some
are moderate and, indeed, every now and then a relatively large r surfaces. Let’s say
your first three samples yield r= 08, r= 15, and r= 02, respectively. If you
calculated an unlimited number of sample coefficients in this fashion and plotted
them in a relative frequency distribution, you would have a sampling distribution of r
(see Figure 17.1).
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When ρ= 0, the sampling distribution of r is similar to the other sampling
distributions you have encountered so far. First, because positive values of r are
balanced by negative values, the mean of this sampling distribution (μr) is zero.

The mean of a sampling
distribution of r (ρ= 0)

μr = 0 (17 1)

We have noted this in Figure 17.1. Second, the standard deviation of the sampling
distribution of r, known (not surprisingly) as the standard error of r (sr), is given
in the following formula:

Standard error of r
(ρ= 0)

sr =
1− r2

n− 2
(17 2)

As with any standard error, sr is smaller when n is larger. That is, there is less
sample-to-sample variation in r when calculated from large samples. In such situa-
tions, r therefore is a more precise estimate of ρ. (We explore the implications of
this in Section 17.6.) Third, when ρ= 0, the sampling distribution of r is approxi-
mately normal in shape.
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r = +.08

Sample 1

r = –.15

Sample 2

Population of visual acuity
and neck size “scores”

ρ = 0

r = –.02

Sample 3 Etc.

+

 –1.00 +1.00

Figure 17.1 The development of a sampling distribution of sample values of r (n= 10).
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17.3 Testing the Statistical Hypothesis That ρ= 0

In testing the hypothesis of no linear association, H0: ρ= 0, you are asking whether
the sample Pearson r is significantly different from zero. You can test this null
hypothesis by applying the t test. The t ratio for a correlation coefficient takes on
the familiar structure of any t test:

t=
r− ρ0
sr

Except for a few symbols, there is nothing new here: The sample result (r in this
case) is compared with the condition specified under the null hypothesis (symbol-
ized by ρ0), and the difference is divided by the standard error (sr). Where
H0: ρ= 0, this formula simplifies to:

t ratio for r

t=
r
sr

(17 3)

The t ratio will follow Student’s t distribution with df =n− 2. Here, n reflects the
number of pairs of scores. A basic assumption is that the population of observa-
tions has a normal bivariate distribution. Evidence of marked heteroscedasticity,
where the spread of Y values is dissimilar across values of X, would suggest
that this assumption is questionable (see Section 8.9). In this case, you should con-
sider a “nonparametric” or “distribution-free” alternative (as we describe in the
epilogue).

17.4 An Example

Consider the correlation that we presented in Chapter 7 between spatial reasoning and
mathematical ability, r= 63. (You may wish to refresh your memory by revisiting
the scatterplot in Figure 7.1.) Imagine that you calculated this coefficient from sample
data after reviewing the literature on cognitive aptitudes and their interrelationships.
You proceed to test the hypothesisH0: ρ= 0. Let’s walk through the steps:

Step 1 Formulate the statistical hypotheses and select a level of significance.
Your statistical hypotheses are:

H0: ρ= 0

H1: ρ 0

Guided by logic and theory, you formulate a directional alternative
hypothesis because you believe that the only reasonable expectation,
if H0 is false, is that spatial reasoning and mathematical ability are
positively related (i.e., ρ 0). You set the level of significance at α= 05.
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Step 2 Determine the desired sample size and select the sample.
You may recall that this sample comprised 30 decidedly fictitious college
students.

Step 3 Calculate the necessary sample statistics.

• You must calculate r, of course. We describe the procedure for doing
so in Chapter 7, which you may wish to review before proceeding.
Again, here r= 63.

• The standard error of r easily follows:

sr =
1− r2

n− 2
=

1− ( 63)2

30− 2
=

60
28

= 146

That is, .146 is your estimate of the standard deviation of all possible
values of r had you conducted an unlimited number of sampling experi-
ments of this nature.

• Now use Formula (17.3) to obtain the sample t ratio:

t=
r
sr

=
63

146
= 4 32

We shouldn’t get ahead of ourselves, but notice how large this t ratio
is. If you think of t as being an “approximate z,” particularly for
large samples, then you can see that this value is off the charts! (This
is true literally—Table A does not extend to z= 4 32.) As you may
suspect, such a discrepant t would seem to portend statistical
significance.

Step 4 Identify the region(s) of rejection.
The critical t value for a one-tailed test (α= 05, 28 df ) is t 05 = 1 701
(see Table B). The region of rejection and the obtained t ratio are shown
in Figure 17.2.

Step 5 Make the statistical decision and form conclusion.
The sample t ratio of 4.32 easily falls in the region of rejection ( 4 32
1 701), and, therefore, H0 is rejected. Your sample correlation coefficient is

Region of rejectionRegion of retention

0t: t = +4.32

t.05 = +1.701

Area = .05

Student’s t distribution

df = 28

Figure 17.2 Testing H0: ρ= 0 against H1: ρ 0 (α= 05) using the t test. Because 4 32
1 701, H0 is rejected.
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statistically significant; or in equivalent terms, it is significantly different from
zero. You draw the substantive conclusion that there is a positive relationship
between the two constructs, spatial reasoning and mathematical ability, as
examined under the specific conditions of this investigation.

17.5 In Brief: Student’s t Distribution and Regression Slope (b)

As you saw in Chapter 8, the raw-score regression slope (b) shows the degree of
linear association between two variables.1 Although the values for slope and Pear-
son r will differ (except in the unlikely situation where the raw-score standard
deviations of X and Y are identical), the Student’s t distribution applies to b just as
it does to r. Here, we briefly show you how.

The t ratio for a raw-score regression slope is

t=
b− β0
sb

where b is the sample slope, β0 is the condition specified under the null hypoth-
esis, and sb is the standard error of b. (As you may have deduced, the symbol β
signifies the slope in the population.) The standard error of b, when unpacked,
reveals familiar terms:

sb =
Σ Y − Ŷ 2 n− 2

Σ X −X 2

Notice that the principal term in the numerator of sb is Σ Y − Ŷ 2 the error sum
of squares—variation in Y that is unexplained by X. Because this term is in the
numerator of sb, the standard error will be smaller when the error sum of squares is
smaller (other things being equal).

Where the null hypothesis is that the population slope is equal to zero (H0: β = 0),
the t ratio simplifies to:

t ratio for b

t=
b
sb

(17 4)

Just as with Pearson r, the t ratio for b will follow Student’s t distribution with
df = n − 2. (Table B). Again, n reflects the number of pairs of scores. Further, the
assumption of a normal bivariate distribution in the population applies here as well.

17.6 Table E

We have shown you Formula (17.3) and the five steps (pp. 337–339) so you can see
that the general logic of testing hypotheses about correlation coefficients is the same

1Before continuing, you may wish to revisit Sections 8.3 and 8.4.
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as that for testing hypotheses about means. As it turns out, however, you can con-
veniently sidestep the calculation of t altogether by taking advantage of Table E in
Appendix C. This table shows the critical values of r (rα)—the minimum values of r
necessary to reject H0. These values are presented for both α= 05 and α= 01, and
for both one- and two-tailed tests. In short, to test H0: ρ= 0, all you do is compare
your r with the appropriate rα.

Let’s stay with the example in Section 17.4, where H1: ρ 0, α= 05, df = 28, and
r is found to be .63. To locate the critical value of r, first look down the left-hand
column of Table E until you come to 28 df. Now look across to find the entry in
the column for a one-tailed test at α= 05, which you see is .306. H0 is rejected when
the sample correlation coefficient equals or surpasses the one-tailed critical value and
is in the direction stated in the alternative hypothesis. Because your r is positive and sur-
passes the critical value (i.e., 63 306), H0 is rejected. (In this one-tailed test, any
r less than .306, such as r= 20 or r= 45, would have resulted in the retention
of H0.) Figure 17.3 shows the region of rejection and sample correlation.

What if your directional alternative hypothesis takes the opposite form—

H1: ρ 0? In this case, the critical value of r is r 05 = 306, and H0 is rejected only if
the sample correlation falls at or beyond this value (e.g., r= 35). Thus, your r of
.63 in this one-tailed test would lead to the retention ofH0 (see Figure 17.4).

Where the alternative hypothesis is nondirectional (H1: ρ 0), the null hypoth-
esis is rejected if the sample correlation is of equal or greater size than the critical
value, whether negative or positive. With α= 05 and df = 28, the two-tailed

Region of rejectionRegion of retention

0r: r = +.63

r.05 = +.306

Area = .05

Sampling distribution of r
df = 28

Figure 17.3 Testing H0: ρ= 0 against H1: ρ 0 (α= 05) using Table E. Because
63 306, H0 is rejected.

Region of rejection Region of retention

0r: r = +.63

r.05 = –.306

Area = .05

Sampling distribution of r
df = 28

Figure 17.4 Regions of rejection and retention for H1: ρ 0 (df = 28).
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critical value of r is ±.361. Consequently, r= 63 would result in the rejection of H0

(see Figure 17.5).
A note before we move on. The directional alternative hypothesis, H0: ρ 0,

would be difficult to justify in the present context, given the two aptitudes involved.
As you can see from Figure 17.4, a possible consequence of positing a one-tailed H1

in the wrong direction is the obligation to retain H0 in the face of a substantial corre-
lation. This is why it is important to formulate a directional alternative hypothesis
only when you have a strong rationale for doing so; otherwise, employ the more
cautious two-tailed H1.

17.7 The Role of n in the Statistical Significance of r

As with each standard error considered in previous chapters, the standard error of
r is influenced by sample size. You can easily see this by considering the location
of n in Formula (17.2):

sr =
1− r2

n− 2

Thus, for a given value of r, a larger n in the denominator of sr results in a smaller
standard error, and, conversely, a smaller n results in a larger standard error. This
principle has two important consequences for hypothesis testing.

First, because sr serves as the denominator of the t test, a larger n ultimately
results in a larger t ratio. Specifically, a larger n produces a smaller sr which, given
the location of sr in Formula (17.3), makes for a larger t. Thus, for a given value of r
(other than zero), there is a greater likelihood of statistical significance with larger
values of n. We illustrate this in the following comparison, where r= 50 in both
cases but the sample size is quite different:

r= 50 and n= 10 t=
50

1− 25
10− 2

=
50
306

= 1 63

r= 50 and n= 30 t=
50

1− 25
30− 2

=
50
164

= 3 05

Region of rejectionRegion of rejection Region of retention

0r: r = +.63

r.05 = –.361 r.05 = +.361

Area = .025Area = .025

Sampling distribution of r
df = 28

Figure 17.5 Regions of rejection and retention for H1: ρ 0 (df = 28).
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Notice that the error term for n= 30 is roughly half the error term for n= 10 (.164
versus .306). Consequently, the t ratio is almost twice as large (3.05 versus 1.63). Fur-
thermore, this larger t ratio is statistically significant by any conventional criterion,
whereas the smaller value is not (see Table B). Thus, even though r is the same in
both cases, the difference in sample size will result in a different statistical decision—
and a different substantive conclusion.

The second consequence of the relationship between n and sr is that smaller
samples require larger critical values to reject H0 and, conversely, larger samples
enjoy smaller critical values. Remember that sr reflects the amount of variation in
r that would be expected in an unlimited number of sampling experiments. When
n is small (large sr), r is subject to greater sampling variation and therefore is a
less precise estimate of ρ than when n is large (small sr). For this reason, an r cal-
culated from a small sample must satisfy a more stringent condition—a higher
critical value—before the researcher can reject the hypothesis that ρ= 0. You can
see this most directly in Table E, where the critical values are expressed in terms
of r. With α= 01 (two-tailed), a sample correlation based on 1 df would have to
be at least .9999 (!) to be declared statistically significant, but a correlation of only
.081 is required where df = 1000.

17.8 Statistical Significance Versus Importance (Again)

We have raised the distinction between statistical significance and practical (or
theoretical) importance several times in earlier chapters. This distinction is equally
relevant to the significance testing of correlation coefficients.

The expression “statistically significant correlation” means that H0: ρ= 0 has
been tested and rejected according to a given decision criterion (α).

In other words, “statistical significance” is a conclusion that ρ does not fall precisely
on the point 0. Statistical significance says nothing about the importance of the result.
Indeed, as you saw in the previous section, a very large sample can result in a sig-
nificant r that, while not precisely on the point 0, comes pretty darn close! And in
such samples, as r goes, so (probably) goes ρ.

The measure of effect size, r2 (coefficient of determination), is helpful for
making judgments about the importance of a sample correlation coefficient.
(We discussed r2 in Section 7.8, which you may wish to quickly review before
proceeding.)

17.9 Testing Hypotheses Other Than ρ= 0

For values of ρ other than zero, the sampling distribution of r is skewed—
increasingly so as ρ approaches ±1.00. Look at Figure 17.6, which shows the sam-
pling distributions for three values of ρ. Take ρ= 80. Because r cannot exceed
−1.00, there simply isn’t enough “room” to the left of −.80 to allow sample values
of r to fall symmetrically about ρ. But there is ample room to the right, which
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explains why the sampling distribution of r is positively skewed in this instance.
Similar logic applies to ρ= 80, although the resulting skew is now negative. One
implication of this is that a “normalizing” transformation of r is required when
testing a null hypothesis other than ρ= 0 (for details, see Glass & Hopkins, 1996).

17.10 Interval Estimation of ρ

Rather than (or in addition to) testing the hypothesis H0: ρ= 0, you may wish to
provide an interval estimate of ρ corresponding to the selected level of con-
fidence. The basic logic of interval estimation applies here as well. However,
because the sampling distribution of r is not symmetric for values of ρ other than
zero, the confidence intervals are not symmetrically placed about the sample r
(other than r= 0). As a result, the aforementioned normalizing transformation is
necessary for locating those limits. If you intend to make a formal presentation of
an interval estimate for ρ in a research report or publication, it is advisable to use
this transformation. However, if your primary concern is to interpret a sample r,
reasonably accurate limits corresponding to the 95% level of confidence can be
obtained directly from Figure 17.7.

Let’s determine the confidence limits for the correlation r= 63 (n= 30)
between spatial reasoning and mathematical ability. For the purpose of illustra-
tion, we will work from the simplified Figure 17.8. First, move along the hor-
izontal axis of this figure to the approximate location of r= 63 and place a
straightedge vertically through that point. Now find where the straightedge inter-
sects the upper and lower curves for n= 30. (For a sample size falling between the
sizes indicated in Figure 17.7, you must estimate by eye where the curves would
be located.) Move horizontally from these points of intersection to the vertical
axis on the left and read off the 95% confidence limits for ρ on the vertical scale.
The lower limit (ρL) is roughly .35 and the upper limit (ρU), .80. In the present

Values of r

R
e
la

ti
v
e
 f

re
q

u
e
n

cy

–1.0 –.8 –.6 –.4 –.2 0 .2 .4

ρ = 0

ρ = –.80 ρ = +.80

.6 .8 1.0

Figure 17.6 Sampling distribution of r for three values of ρ (n= 8). (From Statistical
Reasoning in Psychology and Education, B. M. King & E. W. Minium. Copyright © 2003
by John Wiley & Sons, Inc., p. 332. Reprinted by permission of John Wiley & Sons, Inc.)
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example, then, you can be 95% confident that the population correlation, ρ, falls
between about .35 and .80.2

The effect of sample size on the confidence limits is easily seen from close inspec-
tion of Figure 17.7. Notice that for a given r, the limits become narrower and nar-
rower as n is increased. This reflects the smaller standard error that a larger sample
entails and, therefore, the greater precision of r as an estimate of ρ. If your
sample size had been only n= 10, the confidence limits would be considerably
wider indeed: extending from approximately .00 to .90! You can also see that for
higher values of r, the limits become narrower.

Figure 17.7 will work just as well for negative values of r. Suppose, for
instance, that r= 63 (n= 30). Simply treat r as though it were positive and
reverse the signs of the obtained limits. Thus, the 95% confidence limits for
r= 63 are −.35 and −.80.
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Figure 17.7 Curves for locating the 95% confidence limits for ρ.

2Although such “eyeball approximation” may seem uncharacteristically imprecise, our result is remarkably
close to what would obtain had we used the normalizing transformation for estimating the confidence limits:
ρL = 35 and ρU = 81 (details for which can be found in Glass & Hopkins, 1996, pp. 357–358). And for
maximum convenience—once you fully understand the underlying concept, of course—you may consult any
number of online sources that effortlessly estimate such confidence intervals for you. All you need provide is
the sample r and n. (For example, check out http://vassarstats.net/.)
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Figure 17.8 Identifying the upper (ρU) and lower (ρL) limits for r= 63 (n= 30).

The correlation coefficients calculated in practice
typically are sample values, and therefore are sub-
ject to sampling variation. Thus, statistical inference
techniques become useful here as well. The most
common application is the test of the hypothesis
that there is no linear association between the two
variables. A t test of H0: ρ= 0 can be performed, or
the chore of calculating t can be bypassed by using
critical values of r (Table E).

One must be careful to distinguish between sta-
tistical significance and practical or theoretical
importance when dealing with correlation. The sta-
tistical significance of a sample correlation refers to
the outcome of a test of the hypothesis that the

population coefficient (ρ) is zero, and whether sig-
nificance is reached depends importantly on the size
of the sample. The coefficient of determination (r2),
more than its significance, should be considered
when interpreting sample correlations obtained
from large samples. A normalizing transformation
is required for testing hypotheses other than ρ= 0.
This transformation is used for constructing an
interval estimate of ρ, or approximate confidence
limits can be determined directly from the curves of
Figure 17.7. Whether samples are large or small,
the use of interval estimation techniques helps to
put the influence of sampling variation in proper
perspective.

17.11 Summary
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Reading the Research: Inferences About ρ

Bruno (2002) examined the bivariate relationships between teacher absenteeism
and various environmental indicators from 49 large, urban high schools (see the
following table). He found that schools with higher rates of teacher absenteeism
also tended to have more uncredentialed teachers (r= 37), a higher dropout rate
(r= 40), more teaching positions unfilled (r= 52), and lower academic perfor-
mance (r= 54), to mention four indicators.

Intercorrelation of All Variables With Teacher
Absenteeism Rates (**=p 01)

Variable Correlation

Number w/o credential .37**
Number 2 years experience .24
Substitute teacher requests −.01
Substitute requests unfilled .45**
Dropout rate .40**
Transiency percent .50**
Number of suspensions −.04
Opportunity transfers .19
Crimes against property .44**
Crimes against people .64**
Number of unfilled teaching positions .52**
Academic Performance Index −.54**

Notice that the lowest significant correlation is r= 37 and that the highest non-
significant correlation is r= 24. This is consistent with the critical value obtained from
Table E in Appendix C. That is, for samples of roughly this size (df = 50), correlations
having an absolute value of at least .354 are significant at the .01 level (two-tailed).

Source: Bruno, J. E. (2002, July 26). The geographical distribution of teacher absenteeism in large
urban school district settings: Implications for school reform efforts aimed at promoting equity and
excellence in education. Education Policy Analysis Archives, 10(32). Retrieved from http://epaa
.asu.edu/epaa/v10n32/.

Case Study: Mind Over Math

Students of all ages tend to have strong and varied feelings about mathematics. Some
students are rather interested in math, while others try to avoid it at all costs. The
same holds for self-perceived ability: While some students are confident in their math
skills, others cower at the mere thought of, say, “solving for an unknown.” Educa-
tional psychologists refer to self-perceived ability as self-efficacy. For this case study,
we explored the correlations among student interest, self-efficacy, and performance
in math.

We obtained data from several fifth-grade math classes in a medium-sized sub-
urban school district in Virginia. Interest in math (INTEREST) was measured by
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students’ responses to various statements about math (e.g., “I like learning about
math”). We measured self-efficacy in math (EFFICACY) in a similar fashion (e.g.,
“Even if the work in math is hard, I can learn it”). For both INTEREST and EFFI-
CACY, higher scores reflected higher levels of the attribute. Finally, the Virginia
Standards of Learning fifth-grade math exam (GR5TEST) served as the measure of
math performance.

We visually inspected each scatterplot before obtaining the Pearson rs, look-
ing for evidence of outliers, nonlinearity, and restriction of range. A restriction of
range was apparent in two of the scatterplots, with EFFICACY looking like the
culprit. Indeed, the histogram for this variable revealed a decidedly negative skew
(i.e., scores bunching up at the high end of the scale). As you saw in Chapter 7,
such restriction in variability tends to underestimate Pearson r. We acknowledged
this limitation and pressed on.

The bivariate correlations are presented in Table 17.1. We directed our statis-
tical software to report one-tailed probabilities for each of the three correlations.
We believed that if the null hypothesis were false for any ρ, the relationship
would be positive (i.e., H1: ρ 0). Students who like math or have confidence in
their math ability should, if anything, perform better than students who dislike
math or harbor self-doubts. A similar justification can be made for the relation-
ship between interest and self-efficacy in math: if you like it, chances are you will
do well at it; if you do well in it, chances are you will like it.

The correlation between INTEREST and GR5TEST was statistically non-
significant (r= 097 p= 095). The null hypothesis, ρ= 0, was retained. In cont-
rast, EFFICACY and GR5TEST demonstrated a significant, positive relationship
(r= 365 p= 000).3 The coefficient of determination, r 2 = 133, shows that roughly
13% of the variation in test scores is accounted for by variation in self-
efficacy. While self-efficacy appears to be related to math performance, other vari-
ables account for differences in test scores as well. Finally, the strongest correlation
was found between INTEREST and EFFICACY (r= 455 p= 000). Roughly one-
fifth ( 4552 = 21) of the variation in self-efficacy is accounted for by variation among
students in terms of the interest they have in math.

We went a step further and, using Figure 17.7, estimated the 95% confi-
dence interval for the two significant correlations. For the correlation between
INTEREST and EFFICACY, we estimate that ρ could be as small as .30 or as

Table 17.1 Bivariate Correlations (n= 185)

GR5TEST INTEREST EFFICACY

GR5TEST —

INTEREST .097 —

(p = .095)

EFFICACY .365 .455 —

(p = .000) (p = .000)

3Reported p values of “.000” do not, of course, indicate zero probability! Rather, our statistical soft-
ware (like most) simply rounds any p value to three places beyond the decimal point.
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large as .60. For the EFFICACY-GR5TEST correlation, ρ falls somewhere
between .19 and .52.

In conclusion, then, interest in mathematics was unrelated to test performance,
whereas math self-efficacy correlated significantly with both test performance and
interest in math. With this (nonrandom) sample of convenience, we must be parti-
cularly careful in making nonstatistical generalizations from these sample results.
Such generalizations can be made only after thoughtful consideration of the char-
acteristics of the sample and the setting from which it was drawn.

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

ρ μr sb sr ρ0 rα r2 ρL ρU

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Suppose that a friend wishes to test H0: ρ= 25 and asks for your assistance in using the
procedures described in this chapter. What would be your response?

2.* For each situation below, provide the following: sr, sample t ratio, critical t value, and the
statistical decision regarding H0: ρ= 0. (Assume that the obtained correlation is in the
direction ofH1.)

(a) r= 38, n= 30, α= 05, two-tailed test

(b) r= 60, n= 10, α= 05, two-tailed test

(c) r= 17, n= 62, α= 01, two-tailed test

(d) r= 69, n= 122, α= 05, one-tailed test

(e) r= 43, n= 140, α= 01, one-tailed test

3.* For the five situations in Problem 2, provide the critical r value and the statistical decision
regardingH0: ρ= 0. (Do the statistical decisions agree across the two problems?)

4. Using a sample of 26 twelve-year-olds from diverse backgrounds, a researcher conducts
an exploratory study of the relationship between self-esteem and socioeconomic status.
She obtains a sample correlation of r= 12.

(a) Specify the statistical hypotheses.

(b) Specify the critical r value and statistical decision (α= 05).

(c) Draw final conclusions.

linear association
sampling distribution of r
standard error of r
normal bivariate distribution

heteroscedasticity
critical values of r
coefficient of determination
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5. Suppose that the researcher in Problem 4, while presenting her results at a conference,
said the following: “Interestingly, the obtained correlation was negative. That is, there is
a slight tendency for children of higher socioeconomic backgrounds to be lower in self-
esteem.”What would be your response to this interpretation?

6. For each of the following cases, give the size of the sample r required for statistical
significance:

(a) n= 5, α= 05, one-tailed test

(b) n= 24, α= 05, two-tailed test

(c) n= 42, α= 01, two-tailed test

(d) n= 125, α= 05, two-tailed test

(e) n= 1500, α= 05, one-tailed test

(f) n= 3, α= 01, two-tailed test

7. You read in a review article: “A researcher found a significant positive correlation
between popularity and IQ for a large sample of college students.”

(a) How might such a statement be misinterpreted by the statistically unsophisticated?

(b) What does the statement really mean? (Be precise; use appropriate symbols and
statistical terminology.)

(c) What single piece of additional information would be most necessary for adequately
interpreting the result claimed?

8.* An education professor has 15 college seniors who are doing their student teaching.
They also recently took a teacher certification test required by the state. The professor
obtains a correlation of .40 between these test scores and ratings of student-teaching
performance that were provided by the field supervisor at the end of the semester.

(a) Use a significance testing approach (Table E) to evaluate the sample result (α= 05).

(b) Use an interval estimation approach to evaluate the sample results (95% level of
confidence).

(c) What particular weakness of the personnel director’s study is illustrated by your
answer to Problem 8b?

9.* Use Figure 17.7 to determine (as accurately as you can) the 95% confidence interval for
ρ in each of the following instances:

(a) r= 90, n= 10

(b) r= 50, n= 10

(c) r= 20, n= 10

(d) r= 20, n= 30

(e) r= 20, n= 100

10.* (a) Compare the widths of the intervals obtained in Problems 9a–9c. What general-
ization concerning the sampling variation of the correlation coefficient is suggested
by this comparison?

(b) Now compare the widths of the intervals obtained in Problems 9c–9e. What is the
corresponding generalization concerning the sampling variation of the correlation
coefficient?
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11. Use Figure 17.7 to determine (as accurately as you can) the 95% confidence interval for
ρ in each of the following instances:

(a) r= 35, n= 50

(b) r= 45, n= 15

(c) r= 78, n= 10

(d) r= 52, n= 100

12. Consider the confidence intervals you estimated in Problems 9 and 11. If in each of
those cases you instead had tested H0: ρ= 0 (α= 05, two-tailed), which sample correla-
tion coefficients would have resulted in nonsignificance? (Explain.) (Note: Answer this
question simply by examining the confidence intervals.)

13. (a) Suppose the correlation between two variables is reported as “not significant” for
a sample of 1000 cases. Is it possible, without knowing the actual value of r, to
make an adequate interpretation concerning the true degree of relationship from
this information alone? (Explain.)

(b) Suppose the correlation between two variables is reported as “significant” for a
sample of 1000 cases. Is it possible, without knowing the actual value of r, to
make an adequate interpretation concerning the true degree of relationship from
this information alone? (Explain.)

14.* Why is the sample r alone sufficient for adequate interpretation when the sample size is
quite large (say over 300 or 400 cases), whereas an interval estimate is recommended
for smaller samples?

15.* For a sample of her 10 students, an instructor correlates “test anxiety” (X) with “per-
cent correct” (Y) on the recent midterm. The data are as follows:

Student

A B C D E F G H I J

Percent correct 73 92 55 84 64 88 69 96 59 77
Test anxiety 35 26 48 21 10 30 42 25 4 16

(a) Would the Pearson r be an appropriate measure of association for these data?
(Explain.) (Hint: Construct a scatterplot.)

(b) What would be the statistical consequence of computing Pearson r from these
data? (No calculations necessary.)

16. Using a sample of 120 high schools, a researcher obtains a correlation of r= 52 (p 05)
between average teacher salary (X ) and the proportion of students who drop out (Y ).
Considering the earlier discussion of correlation and causation (Section 7.6), what do you
believe is the most likely explanation of why these two variables correlate?

17.* A researcher believes that the ability to identify constellations of stars in the night sky is
related to spatial reasoning ability. She obtains the correlation between scores on a
spatial reasoning test (X ) and the number of constellations correctly identified (Y ). She
calculates this correlation for each of two samples: one is based on a random sample of
adults in her community, and the other is drawn from members of a local astronomy
club. Which correlation would you expect to be larger? (Explain.)
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CHAPTER 18

Making Inferences From
Frequency Data

18.1 Frequency Data Versus Score Data

Up to this point, our treatment of statistical inference has been concerned with
scores on one or more variables, such as spatial ability, mathematics achievement,
hours spent on the computer, and number of facts recalled. These scores have
been used to make inferences about population means and correlations. To be
sure, not all research questions involve score data. In this chapter, the data to
be analyzed consist of frequencies—that is, the numbers of observations falling
into the categories of a variable. Here, your task is to make inferences about the
population frequency distribution. In particular, your goal is to draw conclusions
about the relative frequencies, or proportions of cases, in the population that fall
into the various categories of interest.

Typically, the variables here are qualitative. That is, they fall on a nominal
scale where the underlying categories differ only “in kind” (Section 1.5). Ethni-
city, sex, subject matter, and political party are examples of qualitative variables.
However, the procedures we discuss in this chapter can also be applied to fre-
quencies associated with quantitative variables, and in Section 18.15 we show how
this is done.

Although the general form of the data under consideration has changed from
scores to frequencies, the overall logic of statistical inference has not. One begins
with a null hypothesis concerning the population proportions. (For example, “Equal
proportions of male and female high school students are proficient in science.”)
Then the obtained, or observed, sample frequencies are compared with those
expected under the null hypothesis. If the observed frequencies deviate sufficiently
from those expected, then H0 is rejected. (Sound familiar?) Whereas z, t, and F
ratios are used for testing hypotheses about population means and correlation coeffi-
cients, the test statistic for frequency data is chi-square, χ2. (“Chi” rhymes with
“tie.”) Specifically, the magnitude of χ2 reflects the amount of discrepancy between
observed and expected frequencies and, therefore, the tenability of H0.

We will consider two applications of χ2. We begin with the one-variable case,
where responses are categorized on a single variable. For reasons that soon will be
clear, this is also known as the χ2 goodness-of-fit test. We then take up the two-
variable case, or the χ2 test of independence, where responses are categorized
according to two variables simultaneously.
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18.2 A Problem Involving Frequencies: The One-Variable Case

Suppose there are four candidates for a vacant seat on the local school board:
Martzial, Breece, Dunton, and Artesani. You poll a random sample of 200 regis-
tered voters regarding their candidate of choice. Do differences exist among the
proportions of registered voters preferring each school board candidate?

Here you have a single variable (school board candidate) comprising four cate-
gories (Martzial, Breece, Dunton, and Artesani). The observed frequencies are the
number of registered voters preferring each candidate, as shown in Table 18.1.
Note that there is an observed frequency, fo, for each category. For example, 40
voters declare their preference for Martzial fo 40 , whereas 62 voters appear to
be particularly fond of Breece fo 62 . The observed frequencies of all four candi-
dates, naturally enough, sum to n: Σfo 200 n.

To answer the question posed, you first hypothesize that the four candidates
do not differ in regard to voter preference. In other words, in the population, each
candidate will be chosen as the preferred candidate one-fourth of the time. This is
your null hypothesis, and it is expressed as follows:

H0 : πMartzial πBreece πDunton πArtesani 25

Following convention, we use the Greek symbol π (pi) to represent the population
proportion. Thus, πMartzial is the proportion of all registered voters who prefer
Martzial, πBreece is the corresponding value regarding Breece, and so on.

The alternative hypothesis cannot be expressed so simply. It states that the pro-
portions do differ and therefore are not all equal to .25. This state of affairs could

Table 18.1 Expected and Observed Frequency of Voter Preference for Four School-
Board Candidates, and the Calculation of χ2 (n 200)

Voter Preference

Martzial Breece Dunton Artesani

Observed
frequency fo 40 fo 62 fo 56 fo 42 fo 200

Expected
frequency fe 50 fe 50 fe 50 fe 50 fe 200

2.00 2.88 .72 1.28

2.00 2.88 .72 1.28

6.88

2
( fo fe)2

fe

( 8)2

50

(6)2

50

(12)2

50

( 10)2

50

(42  50)2

50

(56  50)2

50

(62  50)2

50

(40  50)2

50

–
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occur in many ways: πMartzial and πBreece could be alike but different from πDunton and
πArtesani, all four could be different, and so on. Thus, the H1 in this case is
nondirectional.

H0 states that the population proportions falling into the various categories are
equal to certain predetermined values; H1 includes all other possibilities.

The expected frequencies (fe) of voter preference under the null hypothesis
also are shown in Table 18.1. Each fe is calculated by multiplying the hypothesized
proportion π 25 by the total sample size, n. For example, the expected fre-
quency for Martzial is:

f e πMartzial n 25 200 50

The expected frequencies are those that would, on average, occur in an infinite num-
ber of repetitions of such a study where all population proportions equal .25. As with
the observed frequencies, the expected frequencies sum to n : Σfe 200 n.

If H0 were true, then you would expect to find a good fit between the observed
and expected frequencies—hence, the χ2 “goodness-of-fit” test. That is, under the
null hypothesis, fo and fe should be similar for each category. Of course, you would
be surprised if the observed and expected frequencies were identical, because
sampling variation operates here just as it does in the analogous situations dis-
cussed in earlier chapters. But how much difference is reasonable if H0 is true? A
measure of discrepancy between observed and expected frequencies is needed, as
well as a procedure for testing whether that discrepancy is larger than what would
be expected on the basis of chance alone.

18.3 χ2: A Measure of Discrepancy Between
Expected and Observed Frequencies

Invented by Karl Pearson, the χ2 statistic provides the needed measure of discrep-
ancy between expected and observed frequencies:

Chi-square

χ2 Σ fo − fe
2

fe
18 1

This formula instructs you to do the following:

Step 1 Obtain the discrepancy, fo − fe, for each category.

Step 2 Divide the squared discrepancy by its fe.

Step 3 Sum these values across the number of discrepancies for the given problem.

If you are wondering why you simply can’t add up the unsquared discrepancies,
Σ fo − fe , it is because you will get zero every time! Remember, both the sum of
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observed frequencies and the sum of expected frequencies are equal to n. That is,
Σfo Σfe n. Therefore,

Σ fo − fe
Σfo −Σfe
n−n
0

Squaring each discrepancy takes care of this problem. By then dividing each
squared discrepancy by fe prior to summing, you are “weighting” each discrepancy
by its expected frequency. This is shown in Table 18.1 at , , , and . The
sample χ2 is the sum of these four values ( ). That is:

χ2
40− 50 2

50
62− 50 2

50
56− 50 2

50
42− 50 2

50

2 00 2 88 72 1 28
6 88

Examination of Formula (18.1) and the illustrated calculation reveals several
points of interest about χ2. First, because all discrepancies are squared, χ2 cannot
be negative. That is, discrepancies in either direction make a positive contribution
to the value of χ2. Second, the larger the discrepancies (relative to the fe’s), the
larger the χ2. Third, χ2 will be zero only in the highly unusual event that each fo is
identical to the corresponding fe.

A fourth point of interest concerns the degrees of freedom for the one-variable
χ2. Note that the value of χ2 also depends on the number of discrepancies, or cate-
gories, involved in its calculation. For example, if there were only three candidates
(i.e., three categories) in the study, there would be only three discrepancies to con-
tribute to χ2. As a consequence, the degrees of freedom in the one-variable case
will be C− 1, where C is the number of categories.

Degrees of freedom:
One-variable χ2

df C− 1 18 2

For the survey of prospective voters, then, df 4− 1 3.

18.4 The Sampling Distribution of χ2

The obtained χ2 of 6.88 reflects the discrepancies between observed frequencies
and those expected under the null hypothesis. What kinds of χ2 values would be
reasonably anticipated for this situation as a result of sampling variation alone?
With 3 df, what minimum value of χ2 would be required for rejecting the null
hypothesis? Where does the obtained χ2 of 6.88 fall relative to this value? These
questions, as you may recognize, are analogous to those encountered in earlier
chapters in relation to z, t, and F. To answer these questions, you must consider
the sampling distribution of χ2.

18.4 The Sampling Distribution of χ2 341



Suppose the null hypothesis, πMartzial πBreece πDunton πArtesani 25, is true.
Suppose also that you repeat the study many, many times under identical circum-
stances. That is, you select a random sample of 200 registered voters, ask each voter
to indicate his or her preferred candidate, and compute χ2 as described above. You
would expect the value of χ2 to vary from sample to sample because of the chance
factors involved in random sampling. The distribution of sample χ2 values, if H0 were
true, would follow the theoretical χ2 distribution for 3 df, shown in Figure 18.1. Just
as with the t distribution, the theoretical χ2 distribution is a family of distributions,
one for every value of df. If, for instance, only three candidates had been on the bal-
lot, a different χ2 distribution would be appropriate—that for 3− 1 2 df . The theo-
retical χ2 distributions for various degrees of freedom are summarized in Table F of
Appendix C, which we discuss in the next section.

Notice that the distribution of Figure 18.1 is positively skewed. This you might
expect, for although the value of χ2 has a lower limit of zero (no discrepancies
between fo and fe), it theoretically has no upper limit. Larger and larger discrepancies,
regardless of direction, result in larger and larger χ2 values. Of course, larger and
larger discrepancies become less and less probable if H0 is true, which gives the dis-
tribution in Figure 18.1 its long tail to the right. As you can see from Figure 18.2,
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Figure 18.1 Sampling distribution of χ2 distribution for 3 df, showing the calculated and
critical values for the voter survey problem.
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Figure 18.2 Sampling distribution of χ2 for df 1, 2, 4, 6, and 10.
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however, the positive skew of the χ2 sampling distribution becomes less pronounced
with increased degrees of freedom. In any case, only large values of χ2 can be taken
as evidence against H0; thus, the region of rejection lies entirely in the upper tail
(as shown in Figure 18.1).

18.5 Completion of the Voter Survey Problem:
The χ2 Goodness-of-Fit Test

We are now ready to complete the χ2 goodness-of-fit test for the voter survey pro-
blem. The test procedure is summarized in the following steps:

Step 1 Formulate the statistical hypotheses and select a level of significance.

H0 : πMartzial πBreece πDunton πArtesani 25

H1: not H0 (nondirectional) α 05

Step 2 Determine the desired sample size and select the sample.
A sample of 200 registered voters is selected.

Step 3 Calculate the necessary sample statistics.
The expected and observed frequencies are summarized in Table 18.1, from
which a sample χ2 value of 6.88 is obtained (see calculations in Table 18.1).

Step 4 Identify the critical χ2 value.
If H0 is true, sample χ2 values for the one-variable case follow the sampling
distribution of χ2 with C− 1 degrees of freedom. In the present example,
df 4− 1 3. To find the critical χ2 value, locate in Table F the intersection
of the row for 3 df and the column for area α 05. With df 3 and
α 05, the critical value is χ205 7 81.

Step 5 Make the statistical decision and form conclusion.
The χ2 sample of 6.88 falls short of χ205. This also is shown in Figure 18.1,
where you see that the sample χ2 lies outside the region of rejection. Thus,
H0 is retained as a reasonable possibility: Although there are discrepancies
between the observed and expected frequencies, they are of a magnitude
small enough to be expected if H0 were true. That is, the preferences of the
200 registered voters in the sample do not deviate significantly from what
would be expected if the candidates were equally popular. You conclude
that, in the population, there are no differences among the four candidates in
terms of voter preference (i.e., πMartzial πBreece πDunton πArtesani 25).

If you had obtained a sample χ2 larger than the critical value of 7.81, you would
reject H0 and conclude that some candidates are preferred over others. Which
ones? You cannot tell from the χ2 value alone, because the alternative hypothesis is
simply that H0 is untrue in some (any) way, and there are many ways in which that
could occur. However, remember that the sample χ2 is the sum of the C dis-
crepancy terms (e.g., 6 88 2 00 2 88 72 1 28). By inspecting the relative
magnitude of these terms when a statistically significant χ2 is obtained, you often
can get a sense of which discrepancies are contributing most to the sample χ2.
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You may be wondering whether the proportions specified under the null
hypothesis are always equal to each other, as they are in the present example.
Absolutely not! The substantive question determines the proportions that are
hypothesized under H0 (although they must sum to 1.00). For example, if the
substantive question had called for it, you could have stated the hypothesis,

H0 : πMartzial 10 πBreece 30 πDunton 20 πArtesani 40

Perhaps these proportions correspond to the amount of television and radio air time
each candidate has relative to the four candidates combined (Martzial has 10% of
the total air time, Breece 30%, etc.). Here, the substantive question would be whe-
ther voter preferences simply reflect how much media exposure each candidate has.
In practice, of course, only one H0 will be tested with the data from a given sample.

18.6 The χ2 Test of a Single Proportion

When the variable has only two categories, the one-variable case is equivalent to
a test of a single proportion. Suppose that you want to know whether students
prefer one exam format over another. You design a study in which a sample of
students receives instruction on some topic, after which a comprehension test is
administered. Each student is allowed to take either an essay exam or a multiple-
choice exam. To answer your research question, you test the hypothesis that, in
the population, the proportion of students selecting the essay exam format is .5.
(You just as easily could have specified the multiple-choice exam—it doesn’t
matter.) Now translate this to a null hypothesis with a nondirectional alternative
hypothesis:

H0 : πessay 5

H1 : πessay 5

You select a sample of 50 students, observe which of the two exam formats each
chooses, and obtain these frequencies:

essay : fo 15 multiple choice : fo 35

If the two formats do not differ in popularity, the proportionate preference for the
essay exam should be .5, as specified in the null hypothesis. Under H0, the expected
frequencies therefore are:

essay : fe 5 50 25 multiple choice: fe 5 50 25

Now apply Formula (18.1):

χ2
15− 25 2

25
35− 25 2

25

−10 2

25
10 2

25

4 4

8 00
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With two categories, this problem has C− 1 2− 1 1 df and a critical χ2 value
of χ205 3 84. Because the sample χ2 exceeds this value, H0 is rejected. You con-
clude that the two exam formats do differ with respect to student choice, noting
that the multiple-choice exam is preferred.

When—and only when—df 1, a directional test is possible because there are
only two ways in which H0 can be wrong. In the present problem, for example,
πessay could be less than .5 or it could be greater. For a directional test with one
degree of freedom, it can be shown that χ205 2 71 and χ201 5 41. Of course, with
a directional test the null hypothesis should be rejected only for a difference in
the direction specified in the alternative hypothesis. Suppose you had hypothe-
sized that students would be less likely to choose the essay exam. First, note that
the evidence from the sample shows a smaller proportion of students selecting the
essay exam (if it did not, there would be no point in pursuing the matter further).
If the test is conducted at the 5% significance level, H0 is rejected because the
sample χ2 of 8.00 is greater than the one-tailed χ205 2 71.

18.7 Interval Estimate of a Single Proportion

In addition to (or rather than) testing the null hypothesis of a single proportion, π,
you may use Formulas (18.3) and (18.4) to construct a 95% confidence interval for π.

Rule for a 95% confidence
interval for π

πL
n

n 3 84
P

1 92
n

− 1 96
P 1−P

n
96
n2

18 3

πU
n

n 3 84
P

1 92
n

1 96
P 1−P

n
96
n2

18 4

In Formulas (18.3) and (18.4), P is the sample proportion, πL and πU are the
lower and upper limits of the population proportion, and n is sample size.1

Returning to the preceding scenario, let’s apply these two formulas to the
obtained proportion of students selecting the essay exam, P 15 50 30:

πL
50

50 3 84
30

1 92
50

− 1 96
30 1− 30

50
−

96

502

9287 3384− 1327

19

1Some authors use the lower case p to denote the sample proportion, which also is the symbol for the
probability value. To avoid any confusion between the two, we prefer upper case P to symbolize
the sample proportion.
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πU
50

50 3 84
30

1 92
50

1 96
30 1− 30

50
96

502

9287 3384 1327

44

You can state with 95% confidence that the population proportion falls between
.19 and .44. (The procedure is identical for constructing a confidence interval
based on P 70, the sample proportion of students selecting the multiple-choice
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exam. All that is required is the substitution of .70 for .30 in the calculations
above.)

Perhaps you noticed that this particular confidence interval is not symmetric
around the sample proportion. That is, the sample proportion (.30) is a bit closer
to the interval’s lower limit (.19) than upper limit (.44). (If we instead had con-
structed a confidence interval for P 70, the sample proportion would be some-
what closer to the upper limit of the interval.) This is because the sampling
distribution of a proportion, unless n is large, is increasingly skewed as π
approaches either 0 or 1.00. The exception is where π 50, in which case the sam-
pling distribution is perfectly symmetrical. As a consequence, statistics textbooks
historically have specified minimum values for n and P to ensure accurate interval
estimates. However, it turns out that those practices are unnecessarily conservative,
producing confidence intervals that tend to be too wide. In contrast, Formulas (18.3)
and (18.4) provide accurate interval estimates regardless of the magnitude of n or P
(Glass & Hopkins, 1996, p. 326).

Formulas (18.3) and (18.4) can be a bit cumbersome, to be sure. Figure 18.3 is con-
venient when a reasonable approximation of the confidence interval will suffice. Let’s
determine the confidence limits for the above sample proportion of .30 n 50 . First,
move along the horizontal axis of this figure to the location of .30 and place a straight-
edge vertically through that point. Now find where the straightedge intersects the
upper and lower curves for n 50. (For a sample size falling between the sizes
indicated in Figure 18.3, you must estimate by eye where the curves would be located.)
Move horizontally from these points of intersection to the vertical axis on the left and
read off the 95% confidence limits for π on the vertical scale. The lower limit (πL) is
roughly .19 and the upper limit (πU), .44—in this case, the same values we obtained by
hand calculation.2

18.8 When There Are Two Variables: The χ2 Test of Independence

So far, we have limited the application of chi-square to the one-variable case. Chi-
square also can be applied to the analysis of bivariate frequency distributions. Here,
the categories are formed by the possible combinations of outcomes for two variables.

In the voter survey, suppose you had also recorded the respondent’s sex and
now wish to know whether males and females differ in their preferences for the
four school board candidates. In other words, is voter preference dependent, or
contingent, on sex (of the voter)? To study this question, you prepare a con-
tingency table as shown in Table 18.2. This contingency table is really a bivariate
frequency distribution, or crosstabulation, with rows representing the categories of
one variable (sex in this case) and columns representing the categories of the sec-
ond variable (preferred candidate). As you see from the row frequencies (frow),
106 of the 200 prospective voters are female and 94 are male. The column
frequencies (fcol) correspond to the total number of voters who prefer each of the
four candidates: 40, 62, 56, and 42, respectively, for Martzial, Breece, Dunton, and

2Once you feel you have a conceptual handle on the interval estimation of a proportion, go to http://
vassarstats.net/ for a convenient online calculator.
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Artesani. (Note that the column frequencies agree with the observed frequencies
in our one-variable case.) Each of the eight cells contains the observed frequency
(fo) corresponding to the intersection of a particular row and column. For
example, 30 of the 106 female respondents prefer Breece; Artesani is preferred by
18 of the 94 males.

18.9 Finding Expected Frequencies in the Two-Variable Case

As in the one-variable case, the expected frequencies in a contingency table
reflect what is expected if the null hypothesis were true. Here, the null hypothesis
is that there is no association between the two variables—that they are
independent of one another. In the present scenario, this means that whether
the prospective voter is male or female has nothing to do with which candidate
the voter prefers. The null hypothesis in the two-variable case is called, perhaps
not surprisingly, the null hypothesis of independence. The alternative hypothesis,
the hypothesis of dependence, includes many possibilities. Clearly, there are
innumerable ways in which the observed and expected frequencies can differ
in any contingency table.

In the two-variable case, the calculation of fe for any cell requires frow, fcol, and n:

Expected frequency
(contingency table)

fe
frow fcol

n
18 5

Table 18.3 shows the expected frequencies for our contingency table. For
example, the expected frequency for the first cell (females, Martzial) is:

frow fcol
n

106 40
200

4240
200

21 20

Let’s examine this particular value more closely so that you fully understand the
meaning of a two-variable fe.

Table 18.2 Contingency Table: Classifying Voter Preference by Sex of Respondent

Voter Preference

Martzial Breece Dunton Artesani frow

Sex of Female fo 10 fo 30 fo 42 fo 24 106

Respondent Male fo 30 fo 32 fo 14 fo 18 94

fcol 40 62 56 42 n 200

348 Chapter 18 Making Inferences From Frequency Data



If sex and voter preference were independent (i.e., H0 is true), you would
expect 21.20 of the 40 fans of Martzial—53% of them—to be female. Notice that
53% also is the percentage of female respondents in the sample as a whole
f row n 106 200 53 . Thus, under H0, the expected number of Martzial fans
who are female is proportionate to the overall number of females in the sample: If
53% of the sample are female, then 53% of the 40 respondents preferring Martzial
should be female as well. You can more readily see this with a slight modification of
Formula (18.5):

frow fcol
n

frow
n

fcol
106
200

40 53 40 21 20

It must be equally true, of course, that the expected number of females who prefer
Martzial is proportionate to the overall number of Martzial fans in the sample. That
is, because 20% of all respondents prefer Martzial f col n 40 200 20 , you
expect 20% of the 106 females to prefer Martzial as well. Again, a slight modifica-
tion of Formula (18.5):

frow fcol
n

fcol
n

frow
40
200

106 20 106 21 20

Although Formula (18.5) is convenient to use and easy to remember, you will have a
better understanding of the two-variable expected frequency by comprehending the
equivalency of these various expressions. Toward this end, we encourage you to
apply the reasoning behind this particular fe to other cells in Table 18.3.

As you probably suspect, Formula (18.5) works for any number of rows and
columns. Regardless, always verify that the total of the expected frequencies in
any row or column equals the total of the observed frequencies for that row or
column. (For instance, note that the expected frequencies for females sum to
106, and the expected frequencies for Breece sum to 62.) If not, there is a calcu-
lation error.

Table 18.3 Expected Frequencies in a Contingency Table (Data from Table 18.2)

Voter Preference

Martzial Breece Dunton Artesani frow

fcol

106

Sex of 
Respondent

Female

Male 94

42566240

fe
(106)(40)

200

21.20

fe
(94)(40)

200

18.80

fe
(106)(62)

200

32.86

fe
(94)(62)

200

29.14

fe
(106)(56)

200

29.68

fe
(94)(56)

200

26.32

fe
(106)(42)

200

22.26

fe
(94)(42)

200

19.74

n 200
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18.10 Calculating the Two-Variable χ2

To test the null hypothesis of independence, you use χ2 to compare the observed
frequencies with the frequencies you would expect under H0. As in the one-
variable case, the test of H0 therefore amounts to an inquiry as to whether
the observed frequencies differ significantly from the expected frequencies. If the
fo − fe discrepancies are large, χ2 will be large, suggesting a relationship between

the two variables—that one variable (voter preference) is dependent on the other
(sex of voter). On the other hand, independence is retained as a reasonable possi-
bility if χ2 is small and nonsignificant—hence, the χ2 “test of independence.”

Now let’s calculate χ2. Apply Formula (18.1) to the observed and expected
frequencies in Table 18.3, as shown in Table 18.4:

χ2 Σ fo − fe
2

fe

5 92 25 5 11 14 6 67 28 5 77 15

24 29

Table 18.4 Calculating a Two-Variable χ2 (Observed and Expected Frequencies from Table 18.3)

Voter Preference

Martzial Breece Dunton Artesani

Female

Male

( f
o 

– f
e 
)2

f
e

(10–21.20)2

21.20

5.92
125.44

21.20

( f
o 

– f
e 
)2

f
e

(30–18.80)2

18.80

6.67
125.44

18.80

( f
o 

– f
e 
)2

f
e

(30–32.86)2

32.86

.25
8.18

32.86

( f
o 

– f
e 
)2

f
e

(32–29.14)2

29.14

.28
8.18

29.14

( f
o 

– f
e 
)2

f
e

(42–29.68)2

29.68

5.11
151.78

29.68

( f
o 

– f
e 
)2

f
e

(14–26.32)2

26.32

5.77
151.78

26.32

( f
o 

– f
e 
)2

f
e

(24–22.26)2

22.26

.14
3.03

22.26

( f
o 

– f
e 
)2

f
e

(18–19.74)2

19.74

.15
3.03

19.74

Sex of
Respondent

5.92 .25 5.11 .14 6.67 .28 5.77 .15

24.29

2
( fo fe)2

fe
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Under the null hypothesis, sample χ2 values for tests of independence follow the
sampling distribution of χ2 with R− 1 C− 1 degrees of freedom, where R is
the number of rows and C is the number of columns.3

Degrees of freedom:
Two-variable χ2

df R− 1 C− 1 18 6

For the present problem, df 2− 1 4− 1 3.
If H0 is false, the sample χ2 will tend to be larger according to the degree of

dependence in the population. As before, the region of rejection is therefore placed
in the upper tail of the χ2 distribution. For df 3, Table F shows the critical value to
be χ205 7 81. Because the sample χ2 of 24.29 exceeds this critical value, H0 is
rejected. You conclude that voter preference is dependent to some degree on sex of
the voter.

18.11 The χ2 Test of Independence: Summarizing the Steps

We can now summarize the two-variable χ2 test of independence for the current
example.

Step 1 Formulate the statistical hypotheses and select a level of significance.
The statistical hypotheses are:

H0: Independence in the population of the row and column variables
(in this case, voter preference and sex of voter)

H1: Any state of affairs other than that specified in H0

The level of significance is α 05.

Step 2 Determine the desired sample size and select the sample.
A sample of 200 registered voters is selected.

Step 3 Calculate the necessary sample statistics.

• Construct a contingency table and, as described in Section 18.9 and
shown in Table 18.3, calculate the expected frequency for each cell.

• Use Formula (18.1) to compute χ2 from the observed and expected
frequencies, as shown in Table 18.4. Here, χ2 24 29.

Step 4 Identify the critical χ2 value.
With df R− 1 C− 1 3, χ205 7 81 (Table F).

Step 5 Make the statistical decision and form conclusion.
The sample χ2 of 24.29 falls beyond the critical value, and the null

3
“Columns” in the two-variable case is equivalent to “categories” in the one-variable case.
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hypothesis of independence is rejected. You conclude that voter pre-
ference is dependent to some degree on the sex of the voter.

As in the one-variable case, the alternative hypothesis includes many possibil-
ities. Clearly, dependence can occur in various ways—more so as the number of
rows and columns increases. When a significant χ2 is obtained, comparing the
magnitude of the various cell discrepancies that make up the sample χ2 often can
throw light on the source(s) of “dependence” between the two variables. In the
present case, for example, you see that the largest contributions to χ2 are asso-
ciated with the cells for Martzial (5.92, 6.67) and Dunton (5.11, 5.77). By also not-
ing the relative value of the fo’s and fe’s for these two candidates, you conclude
that Martzial appears to be more popular among males, whereas Dunton is more
popular among females.

18.12 The 2 × 2 Contingency Table

There is a shortcut for calculating χ2 when a contingency table has only two rows
and two columns:

Chi-square for a
2 × 2 table

χ2
n AD−BC 2

A B C D A C B D
18 7

where: n is the total number cases; A, B, C, and D are the obtained frequencies in the four
cells of the contingency table (as shown in Table 18.5).

The data in Table 18.5 are from a fictitious study in which a sample of fourth-
grade students with reading difficulties received either an innovative reading pro-
gram or the reading program presently used in their school district. Suppose that a
researcher subsequently noted, for each student, whether or not the student scored

Table 18.5 A 2 × 2 Contingency Table: The Incidence of End-of-Year
Reading Proficiency Among Students in an “Innovative” Versus “Standard”
Reading Program

Is Student Proficient?

Yes No frow

A B

Reading
Program

46 15 61 (A+B)
Innovative

Standard C D

10 49 59 (C+D)

fcol 56 (A C) 64 (B D) n 120
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“proficient” on the reading portion of the state test administered at the end of the
school year. Let’s apply Formula (18.7) to these data:

χ2
120[ 46 49 − 15 10 ]2

46 15 10 49 46 10 15 49

120[2 254− 150]2

61 59 56 64

120[4 426 816]
12 898 816

41 18

With 2− 1 2− 1 1df, the critical χ2 value is 6.63 α 01 . The sample χ2 easily
exceeds χ201, and the null hypothesis of independence is rejected. The conclusion is
that, in the population sampled, students who receive the innovative reading
program are more likely to become proficient readers than students receiving the
standard program.

18.13 Testing a Difference Between Two Proportions

Recall from Section 18.6 that when df 1, the one-variable χ2 is equivalent to
testing a hypothesis about a single proportion. Similarly, the application of χ2 to a
2 × 2 table (df 1) is equivalent to testing a difference between two proportions
from independent samples. For the data in Table 18.5, the null and alternative
hypotheses could be written as follows:

H0 : πinnovative − πstandard 0
H1 : πinnovative − πstandard 0

πinnovative is the proportion of innovative-group students in the population who
subsequently show reading proficiency; πstandard is the same figure for students
receiving the standard reading program. The sample proportions are 46 61 75 for
innovative-group students and 10 59 17 for standard-group students, resulting in
a sample difference of 75− 17 58. The sample χ2 of 41.18 supports the rejection
of H0 : πinnovative − πstandard 0.

Because χ2 has one degree of freedom, a one-tailed test is possible. Had this
researcher advanced a directional alternative hypothesis, say, H0 : πinnovative −
πstandard 0, the (one-tailed) critical χ2 value would have been χ201 5 41.

18.14 The Independence of Observations

The chi-square test statistic requires the assumption that the observed frequencies are
independent of one another. For the one- and two-variable cases alike, each respon-
dent must be represented by one—and only one—observed frequency. In Table 18.2,
for example, each individual is represented in only one of the four cells: a respondent
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is classified as either male or female, and his or her preferred candidate is limited to
one of the four choices. In general, the set of observations will not be completely
independent when their number exceeds the number of respondents. For example,
imagine that in a sample of 50 you determine the number of people who are either
“for” or “against” a controversial issue, and you do this before they view a video on
the topic and then again after they view the video. This sample of 50 individuals con-
sequently yields a 2 × 2 contingency table comprising 50 2 100 observations: 50
before the video, 50 after. In this case, the χ2 test statistic is not appropriate, and
other procedures should be used.4

18.15 χ2 and Quantitative Variables

The χ2 examples in this chapter have all involved qualitative variables—that is,
variables having nominal scales where observations differ “in kind” (e.g., school
board candidate, sex of respondent). As we indicated at the outset, the one- and
two-variable χ2 tests apply equally to quantitative variables, where observations
differ “in magnitude.”5

Consider the following survey item, which is an example of an ordinal scale:

Students Should Be Required to Wear School Uniforms

A B C D E
strongly
disagree

disagree undecided agree strongly
agree

Let’s say you give a survey containing this item to a random sample of 60 stu-
dents at your local high school. The observed frequencies for this item are 5, 9,
19, 17, and 10. Each observed frequency is the number of students selecting a par-
ticular response option (e.g., five students selected “A”), which you then compare
with the frequency expected under the null hypothesis. (For example, perhaps
H0 is πA πB πC πD πE, in which case fe 12 for each of the five options.)
Using Formula (18.1), you calculate χ2 df 5− 1 4 , compare the sample χ2

with the appropriate critical χ2 value χ205 9 49 χ201 13 28 , and make your
statistical decision regarding H0.

What if a variable rests on an interval or ratio scale? For example, maybe one
of your variables is a test score. Here, you can group the scores into a smaller num-
ber of class intervals as described in Chapter 2 and treat the class intervals as cate-
gories. The sample χ2 is then calculated in the usual manner.

For qualitative and quantitative variables alike, remember that the observations to
be analyzed in a χ2 problem are frequencies (rather than scores, ratings, or rankings).

4For example, an appropriate test for this design would be McNemar’s test for correlated proportions
(see Glass & Hopkins, 1996, pp. 339–340).
5You may wish to revisit Section 1.5, where we discuss qualitative and quantitative variables and scales
of measurement.
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18.16 Other Considerations

Small Expected Frequencies

Sampling distributions of χ2 begin to depart from the theoretical distributions in
Table F as the expected frequencies approach small size. How small is too small?
For many years, a conservative rule of thumb has been that each expected cell
frequency should be at least 5 where df 1 and at least 10 where df 1. In addi-
tion, researchers were encouraged to use the “Yates correction for continuity” for
χ2 applications involving 2 × 2 tables, particularly if any expected frequency fell
below 5. This advice now appears to be unnecessarily conservative. For example, it
has been shown that χ2 will give accurate results when the average expected fre-
quency is as low as 2 (e.g., Glass & Hopkins, 1996, p. 335).

Sample Size

Although it may not be readily apparent, the magnitude of χ2 depends directly on n.
If you use samples 10 times as large and the proportion of cases in each cell remains
the same, you will expect χ2 statistics 10 times as large—even though the number of
categories, and thus df, remain the same. Here again, you run into the problem
of sample size and the distinction between significance and importance. In short, very
large samples will tend to give significant χ2 values even when the discrepancies
between observed and expected frequencies appear to be unimportant. This caveat
applies equally to the χ2 goodness-of-fit test and the χ2 test of independence.

The sample data analyzed in earlier chapters consisted
primarily of score data. In this chapter, our concern is
with frequency data—that is, the numbers of individuals
falling into various categories. In the one-variable case,
the χ2 goodness-of-fit test, the categories are based
on a single variable. In the two-variable case, the χ2 test
of independence, the categories (cells) are based on the
possible combinations of outcomes for two variables.
Both tests can be applied to variables that are either
qualitative (nominal scale) or quantitative (ordinal,
interval, or ratio scales)—as long as the observations to
be analyzed are in the form of frequencies.

In the one-variable case, the null hypothesis to be
tested can be formulated in terms of the proportions
of cases in the population that fall into each of the cat-
egories. The alternative hypothesis is very broad and
encompasses every state of affairs other than that speci-
fied in the null hypothesis. The overall scheme for the
test involves determining whether the discrepancies
between the observed frequencies (fo’s) and the fre-
quencies expected under H0 (fe’s) are greater than

would be anticipated on the basis of sampling varia-
tion alone. The expected frequencies are computed
by multiplying the hypothesized proportions by n, sam-
ple size. The discrepancies between observed and
expected frequencies are summarized in a sample χ2

statistic. If H0 is true, the sample χ2 values follow the
theoretical sampling distribution of χ2 with C− 1
degrees of freedom, where C is the number of cate-
gories. Because larger discrepancies, regardless of direc-
tion, result in larger χ2 values, a single region of rejection
to the right is used for the test, although the test by its
nature is nondirectional. When df 1 and H0 is rejected,
adequate interpretation usually requires inspection of
the relative value of the various discrepancies that make
up the sample χ2. In the one-variable case, where there
are just two categories, the null hypothesis can be for-
mulated as a test of a single proportion. This test can be
directional or nondirectional, as desired.

In the two-variable case, the frequencies are
crosstabulated in a bivariate frequency distribution
called a contingency table. Here, the usual null

18.17 Summary
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Reading the Research: χ2 Goodness-of-Fit Test

Apodaca-Tucker and Slate (2002) used a series of χ2 goodness-of-fit tests to com-
pare the perceptions of public and private elementary school principals regarding
decision-making authority. Both groups of principals were asked whether they felt
each of several stakeholders (e.g., administrators, parents, teachers) had “no influ-
ence,” “some influence,” or “major influence” with respect to a variety of policy
issues. For example, the vast majority (88.6%) of private school principals reported
that administrators have a “major influence” on the setting of curricular guidelines
and standards, whereas roughly half (54.1%) of the public school principals held this
sentiment. Almost four times as many public school principals believed that adminis-
trators had only “some influence” in this policy area (39.4%), compared to the
10.4% of private school principals who felt this way. The authors reported that
a “chi-square revealed the presence of a statistically significant difference in the
degree of principal influence in the setting of curricular guidelines and standards,
χ2 2 72 07, p 0001.”

Source: Apodaca-Tucker, M. T., & Slate, J. R. (2002, April 28). School-based management: Views from
public and private elementary school principals. Education Policy Analysis Archives, 10(23). Retrieved
from http://epaa.asu.edu/ojs/article/view/302.

Case Study: Great Expectations

We use data from the Wyoming 11th-grade state assessment to illustrate applica-
tions of the χ2 goodness-of-fit test, χ2 test of a single proportion, and χ2 test of
independence.

In Wyoming, four performance levels are used for reporting student perfor-
mance on the state assessment: novice, partially proficient, proficient, and
advanced. Table 18.6 presents the frequency and proportion of 11th-grade students
falling in each performance level on the reading and math portions of this assess-
ment. For example, of the 6711 11th graders in Wyoming, 896 (13%) were
advanced in reading and 820 (12%) were advanced in math. Table 18.7 displays

hypothesis is that the two variables are independent.
The alternative hypothesis is again very broad; it is
that the two variables are related in some (any) way.
If two variables are independent in the population,
the proportional distributions of frequencies are
the same for each row—or equivalently, for each
column. This translates to a convenient formula for
calculating each cell’s expected frequency: fe
( frow)( fcol)/n. A χ2 statistic, comparing observed
frequencies with expected frequencies, is then
computed. A χ2 larger than the critical value for
R− 1 C− 1 degrees of freedom leads to rejection
of H0 and to the conclusion that the two variables are

dependent in some way. When df 1, adequate inter-
pretation of a significant χ2 in the two-variable case
requires further inspection of the observed and
expected proportions. For a 2 × 2 contingency table,
the null hypothesis can be stated as a test of the differ-
ence between two proportions, and the alternative
hypothesis can be either directional or nondirectional.
A shortcut computational procedure is available for
the 2 × 2 table.

A critical assumption when one is conducting a χ2

analysis is that the observations are independent of one
another. That is, each individual must be represented
by one—and only one—observed frequency.
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the results for a single school district, which we have given the pseudonym SFM
#1. As you see, the SFM #1 results depart to some extent from the statewide pro-
files in this particular year. But are these differences statistically significant?6

Our first goal was to test, separately for each content area, whether the
performance-level proportions in SFM #1 are significantly different from the
respective statewide proportions. Each null hypothesis is that the district and state-
wide proportions are identical. Thus, for reading, H0 : πnov 18, πpartprof 32,
πprof 37, πadv 13; and for math, H0 : πnov 20, πpartprof 40, πprof 28,
πadv 12. Each H1 is any condition other than that specified in H0.

We obtained χ2 8 46 for reading and χ2 16 97 for math. Because both
calculated χ2 values exceed χ205 7 81 (df 3; see Table F in Appendix C), we
rejected the null hypothesis that SFM #1 performance-level proportions are
equal to the statewide proportions. Compared to the statewide proportions in
both content areas, SFM #1 appears to have a smaller proportion of 11th graders
at the novice level and a larger proportion at the advanced level.

Table 18.6 Wyoming Statewide Results on the 11th-Grade
Reading and Mathematics Assessments (n 6711)

Reading Mathematics

f π f π

Novice 1242 .18 1353 .20
Partially Proficient 2122 .32 2650 .40
Proficient 2451 .37 1886 .28
Advanced 896 .13 820 .12

Table 18.7 SFM #1 District Results on the 11th-Grade
Reading and Mathematics Assessments (n 266)

Reading Mathematics

f P f P

Novice 38 .14 46 .17
Partially Proficient 89 .34 104 .39
Proficient 90 .34 64 .24
Advanced 49 .18 52 .20

6Perhaps you find it odd that we regard district data—based on all students in SFM #1—as a “sample.”We
subscribe to the view that district data can be treated as a sample of a larger, decidedly theoretical, popula-
tion of observations. This argument applies to school-level data as well. Referring to the latter, Cronbach,
Linn, Brennan, and Haertel (1997) perhaps said it best: “an infinite population could be assumed to exist
for each school, and the pupils tested could be conceived of as a random sample from the population asso-
ciated with the school” (p. 391). Furthermore, “[t]o conclude on the basis of an assessment that a school is
effective as an institution requires the assumption, implicit or explicit, that the positive outcome would
appear with a student body other than the present one, drawn from the same population” (p. 393). Thus,
school- or district-level data arguably can be regarded as a random sample, drawn from the theoretical
universe of students that the particular school or district represents.
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What would happen if we collapsed the four performance levels into the simple
dichotomy proficient (combining proficient and advanced) versus not proficient (com-
bining novice and partially proficient)? As you saw in this chapter, the one-variable
case is equivalent to testing a single proportion when the variable has only two cate-
gories (1 df). Here, we chose to focus on the proportion of students who are profi-
cient. (Of course, we could have just as easily focused on the proportion of not
proficient students.)

We used the χ2 test of a single proportion to determine whether the SFM #1
proportions for reading, Pprof 52 (i.e., 34 18), and math, Pprof 44 (i.e.,
24 20), are significantly different from their respective statewide proportions: .50
and .40. We obtained χ2 0 43 for reading and χ2 1 77 for math, neither of which
exceeded χ205 3 84 (1 df, two-tailed). The null hypothesis was thus retained, and
we concluded that the proportion of 11th-grade students who are proficient in read-
ing and math in SFM #1 does not differ from statewide results. The 95% confidence
interval for reading extends from .46 to .58 and, for math, from .38 to .50. Naturally,
each confidence interval includes the value of π that had been specified in the
retained null hypothesis (.50 and .40, respectively).

Finally, we determined whether the SFM #1 reading and math proficiency rates
are the same for boys and girls (using the dichotomous proportions). This calls for
a χ2 test of independence. Both null hypotheses are that sex and proficiency are
independent: Whether or not an 11th-grade student is proficient (in reading or in
math) is unrelated to whether that student is male or female. The alternative
hypothesis is that proficiency and sex are associated in some way.7

The data appear in Tables 18.8 and 18.9, which, for illustrative purposes, also
include expected frequencies. For example, you can see that more females, and
fewer males, are proficient in reading than would be expected, whereas in math,
the discrepancies between observed and expected frequencies are negligible.
What about statistical significance? We obtained χ2 00034 p 985) for math,
which is about as statistically nonsignificant as a result can be! Among 11th gra-
ders in SFM #1, then, math proficiency and sex appear to be unrelated indeed.

Table 18.8 SFM #1 District Results on the 11th-Grade
State Reading Assessment: Proficiency × Sex
Contingency Table (χ2 3 68 p 055)

Not Proficient Proficient frow

Female fo 60 fo 82
fe 67 8 fe 74 2 142

Male fo 67 fo 57
fe 59 2 fe 64 8 124

fcol 127 139 n 266

7Because there are only two categories for each variable (i.e., df 1), this analysis is equivalent to test-
ing the difference between two proportions (e.g., the proportion of proficient males versus the propor-
tion of proficient females). Further, a directional H1 may be formulated if deemed appropriate. For
example, perhaps SFM #1 has a history of higher reading proficiency for females than for males. In this
case, district officials may want to know whether there is evidence of this trend in the present data.
Toward this end, they would formulate the directional alternative hypothesis that the reading profi-
ciency proportion for females is higher than that for males (i.e., H1 : πfemales − πmales 0).
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For reading, χ2 3 68 p 055), which falls just short of statistical significance at
the .05 level. However, because the p value (.055) is so close to the arbitrary level
of significance (.05), we are not inclined to dismiss this “marginally significant”
finding altogether.8 Analyses in subsequent years should clarify this possible
relationship between sex and reading proficiency in SFM #1.

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

χ2 fo fe π P C R

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Give the critical χ2 values and df for testing each of the following null hypotheses for
one-variable problems at α 05 and α 01.

(a) H0 : π1 π2 π3 π4
(b) H0 : π1 10, π2 10, π3 80

(c) H0 : π1 25, π2 75

Table 18.9 SFM #1 District Results on the 11th-Grade
State Mathematics Assessment: Proficiency × Sex
Contingency Table (χ2 00034 p 985)

Not Proficient Proficient frow

Female fo 80 fo 62
fe 80 1 fe 61 9 142

Male fo 70 fo 54
fe 69 9 fe 54 1 124

fcol 150 116 n 266

frequency data versus score data
chi-square
one-variable case
χ2 goodness-of-fit test
two-variable case
χ2 test of independence
observed frequencies
expected frequencies
sampling distribution of χ2

test of a single proportion

confidence interval for π
contingency table
crosstabulation
null hypothesis of independence
expected frequencies in a contingency table
test of independence
testing a difference between two proportions
the independence of observations
quantitative variables

8Indeed, if a directional H1 had been deemed appropriate, this sample χ2 would have exceeded the
one-tailed critical value χ205 2 71 and been declared statistically significant.
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(d) H0 : π1 π2
(e) H0 : π1 50, π2 π3 π4 π5 π6 10

2. (a) For which H0 in Problem 1 would a directional H1 be possible? (Explain.)

(b) What is the one-tailed value for χ205 and for χ201?

3.* A researcher wishes to determine whether four commercially available standardized
achievement tests differ in their popularity. He obtains a random sample of 60 school
districts in his region of the country and asks each superintendent which standardized
achievement test is used. (Assume that each district uses such a test, and only four tests
exist.) The researcher has no basis for hypothesizing which test, if any, is preferred by
school districts. The results are as follows:

Test A B C D

Frequency of selection 18 6 12 24

(a) Give, in symbolic form, two equivalent statements of H0 for this situation.

(b) Can H1 be written in a single symbolic statement? (Explain.)

(c) Compute the expected frequencies under H0. (Do they sum to n?)

(d) Compute χ2 and test H0 at α 01.

(e) From this χ2, what is your general conclusion? That is, do the four achievement
tests appear to differ in popularity?

4. In the χ2 test, why is it that only the area in the upper tail of the χ2 distribution is of
interest?

5.* Suppose it is known in a large urban school district that four out of five teenagers who
join a gang subsequently drop out of high school. A “stay in school” intervention is
instituted for a sample of 45 gang members. It is later found that 30 of these students
have remained in school and 15 dropped out. Is the intervention effective?

(a) Give H0 and H1 in terms of the proportion of gang members who drop out of
high school.

(b) Compute χ2 and perform the test at α 05.

(c) Draw final conclusions.

6.* Regarding Problem 5:

(a) Calculate the proportion of gang members who dropped out of high school.

(b) Use Formulas (18.3) and (18.4) to construct and interpret a 95% confidence
interval for π.

(c) Use Figure 18.3 to obtain an approximate confidence interval for π. How does
this compare to what you obtained in Problem 6b?

7. The 72 college students in an educational psychology class take a multiple-choice mid-
term exam. The professor wishes to test the hypothesis that students guessed at random
on the options for question 36. The frequency of responses for that item was as follows:

Option: A B C D
Frequency: 15 40 5 12

(a) Give H0.

(b) Compute χ2 and complete the test at α 01.

(c) Draw final conclusions.
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8. You wish to determine whether a friend’s die is “loaded.” You roll the die 120 times and
obtain the following results:

Side coming up: 1 2 3 4 5 6
Number observed: 16 16 10 20 28 30

(a) Give H0 for this situation (use fractions).

(b) Can a single H1 be written? (Explain.)

(c) Compute χ2, complete the test (α 05), and draw your conclusion regarding this die.

(d) Do these results prove the die is loaded and thus unfair? (Explain.)

9. Give the critical χ2 values for testing the null hypothesis of independence at α 05 and
α 01 for each of the following contingency tables:

(a) 2 × 3 table

(b) 2 × 6 table

(c) 3 × 5 table

(d) 2 × 2 table

10.* A sample of 163 prospective voters is identified from both rural and urban communities.
Each voter is asked for his or her position on the upcoming “gay rights” state referendum.
The results are as follows:

In favor Opposed

Rural 35 55
Urban 53 20

(a) Given this situation, state (in words) the null hypothesis of independence in terms
of proportions.

(b) Determine fo and fe for each of the four cells of this 2 × 2 contingency table. Pre-
sent this information in a 2 × 2 table that includes row totals, column totals, and
the grand total. (For each row, does Σfe frow?)

(c) Compute χ2 (using Formula [18.1]) and complete the test at α 05 and at α 01
(two-tailed).

(d) What is your general conclusion from this χ2?
(e) What is your general interpretation of this finding, based on a comparison of the

fo’s and fe’s?

11. (a) Why is a directional H1 possible in the Problem 10 scenario?

(b) Offer an example of a directional H1 (in words).

12.* Using the data given in Problem 10, calculate χ2 from Formula (18.7).

13.* Forty volunteers participate in an experiment on attitude change. An attitude item is
completed by these individuals both before and after they watch a spirited debate on
the topic. The following data are obtained:

Response to Attitude Statement

Agree Undecided Disagree

Before 8 20 12
After 18 12 10
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The researcher calculates χ2 6 03 and, because χ205 5 99, rejects the null hypothesis
of independence. After calculating the obtained proportions within each of the six cells
in this 2 × 3 contingency table (i.e., fo ÷ row total), the researcher concludes that watch-
ing the debate seems to have shifted many of the “undecided” individuals into the
“agree” category. What critical mistake did this researcher make?

14. Is sexual activity among adolescent females related to whether one is a smoker or non-
smoker? Harriet Imrey, in an article appearing in The Journal of Irreproducible Results
(Imrey, 1983), provided the following data from a sample of 508 girls between the ages
of 14 and 17:

Sexually Active Sexually Inactive

Smokers 24 122
Nonsmokers 11 351

(a) Given this situation, state two equivalent expressions (in words) for the null hypoth-
esis of independence in terms of proportions.

(b) State H1 (nondirectional) in words for each H0 in Problem 14a.

(c) Determine fo and fe for each of the four cells of this 2 × 2 contingency table. Pre-
sent this information in a 2 × 2 table that includes row totals, column totals, and the
grand total.

(d) Compute χ2 (using Formula [18.1]) and complete the test at α 05.

(e) What is your general conclusion from this significant χ2?
(f) Translate each obtained frequency into a proportion based on its row frequency.

What interpretation seems likely?

15. Using the data given in Problem 14, calculate χ2 from Formula (18.7).

16.* In a particular county, a random sample of 225 adults are asked for their preferences
among three individuals who wish to be the state’s next commissioner of education.
Respondents also are asked to report their annual household income. The results:

Candidate

Household Income Jadallah Yung Pandiscio

Less than $20,000 8 11 6
$20,000–$39,999 23 17 18
$40,000–$59,999 20 22 20
$60,000 or more 25 33 22

(a) Stated very generally, what is the null hypothesis of independence in this situation?

(b) Determine fo and fe for each of the 12 cells of this 3 × 4 contingency table. Present
this information in a 3 × 4 table that includes row totals, column totals, and the
grand total. (For each row, does Σfe frow?)

(c) Compute χ2 (using Formula [18.1]) and complete the test at α 05.

(d) What is your general conclusion from this χ2?

17.* Consider the data given in Problem 16. Test the null hypothesis that all candidates are
equally popular (α 05).

18. In any χ2 problem, what is the relationship between the row frequency and that row’s
expected frequencies?
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CHAPTER 19

Statistical “Power”
(and How to Increase It)

19.1 The Power of a Statistical Test

A research team is investigating the relative effectiveness of two instructional pro-
grams for teaching early literacy skills to preschool students. With the cooperation of
school officials in volunteer schools, the team randomly divides the schools into two
groups. One group of schools will use Program A for preschool literacy instruction,
and the other group will use Program B. At the end of the school year, first-grade
students in both groups complete an assessment of early literacy skills, and the team
then compares mean scores by testing H0: μ1 − μ2 0 against the two-tailed
H1: μ1 − μ2 0.

Suppose that the null hypothesis is actually false and, in fact, students who
receive Program A instruction tend to acquire more advanced literacy skills than
Program B students do. This would mean that μ1 is higher than μ2 and thus
μ1 − μ2 0. (Our scenario is utterly fanciful, of course, for the research team would
not “know” that H0 is false. If they did, there would be no need to perform the
research in the first place!)

Continuing in this hypothetical vein, further suppose that the team repeated the
experiment many times under exactly the same conditions. Would you expect every
repetition to result in the rejection of H0? We trust that your answer is a resounding
“no!” Because random sampling variation will lead to somewhat different values of
X1 −X2 from experiment to experiment, some of the time H0 will be rejected but at
other times it will be retained—even though it is actually false. Imagine the team
keeps a record and finds that 33%, or .33, of the repetitions result in the decision to
reject H0 and 67%, or .67, lead to the decision to retain H0. You say, then, that the
power of the test ofH0 equals .33. That is:

The power of a statistical test is the probability, given that H0 is false, of obtain-
ing sample results that lead to the rejection ofH0.

“Power of a statistical test” clearly is an important concept. To put it in other words,
a powerful test is one that has a high probability of claiming that a difference or an
association exists in the population when it really does.

The procedures for calculating power from sample results fall outside our pur-
pose in writing this book. Instead, we will concentrate on the general concept of
power, the factors that affect it, and what this all means for selecting sample size. We
focus mostly on the test of the difference between two independent means, because
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it provides a relatively straightforward context for developing some rather abstract
notions. However, the principles that we discuss are general and apply to a wide
variety of research situations and statistical tests.

19.2 Power and Type II Error

As you learned in Section 11.7, two types of errors can occur in making the decision
about a null hypothesis: in a Type I error you reject anH0 that is true, and in a Type II
error you retain an H0 that is false. (You may wish to review that section before
reading on.)

Power and the probability of committing a Type II error stand in opposition to
each other. The probability of a Type II error is the probability of retaining the null
hypothesis when it is false. Statisticians call this probability β (beta).1 In contrast,
power is the probability of rejecting the null hypothesis when it is false. Power, then,
is equal to 1 minus the probability of a Type II error, or 1− β.

To illustrate the relationship between power and Type II error, let’s return to
the research team, for whom β 67 and power is 1− 67 33. Look at Figure 19.1,
which presents two sampling distributions of differences between means. The dis-
tribution drawn with the dashed line is the sampling distribution under the null
hypothesis, H0: μ1 − μ2 0, which, in our fanciful scenario, is known to be false. Note
the regions of rejection and retention for this sampling distribution (α 05,
two-tailed). The true sampling distribution is shown with a solid line. Because in real-
ity there are higher literacy skills among Program A recipients (μ1 − μ2 0), this
distribution sits somewhat to the right of the H0 distribution. Bear in mind that the
actual sample results come from the true sampling distribution, not the sampling

Region of rejectionRegion of rejection Region of retention

Power (1 –    )
(Sample results leading

to reject false H0)

Type II error  (  )
(Sample results leading

to retain false H0)

   X
1
 – X

2

(Null)

   X
1
 – X

2

(True)

Figure 19.1 Power and Type II error: The sampling distribution of a difference between
two means under the null hypothesis (drawn with dashed line) versus the true sampling
distribution (solid line).

1The symbol, β, also is used to signify the raw regression slope in the population (Section 17.5). One
has absolutely nothing to do with the other.
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distribution under the (false) null hypothesis. Thus the cross-hatched area of the
true distribution is the proportion of all sample results, across unlimited repetitions,
that lead to retaining the falseH0. This proportion, β 67, is the probability of a Type
II error. The shaded area is the proportion of all sample results that lead to rejecting
the false H0. This corresponds to .33 of the area (1− β), which, as you know, is the
power of the research team’s statistical test.

You probably are not alone if you are concerned about the low power of this test.
After all, power equal to .33 means that there is only one chance in three that the
investigator will uncover a difference when one actually exists. Two related questions
immediately come to mind: What are the factors that affect power? How can you set
up your research to ensure that your statistical test is adequately powerful? We will
deal with these questions shortly. First, however, there is a preliminary matter we must
consider.

19.3 Effect Size (Revisited)

Again, statistical power is the probability of rejecting H0 when H0 is false. But when
H0 is false, it is false by some degree—that is, the true parameter value can differ by a
small or large amount from what has been hypothesized in H0. It is much easier to
uncover a difference between μ1 and μ2 when μ1 − μ2 is large than when it is small.
To illustrate this, we first need a way to characterize the magnitude of the difference
between μ1 and μ2. The convention is to use the familiar effect size.

As you saw in earlier chapters, the effect size, d, is used to capture the magni-
tude of a difference between two sample means. We will follow convention by
using the Greek letter δ (delta) to symbolize a difference between two means in
the population (Hedges & Olkin, 1985):

Population effect size
(mean difference)

δ
μ1 − μ2

σ
(19 1)

That is, δ is the difference between the population means relative to the population
standard deviation.2 Consider Figure 19.2, which shows pairs of population distribu-
tions that are separated by various degrees.3 In Figure 19.2a, there is no separation
between μ1 and μ2; H0: μ1 − μ2 0 is true and thus d 0. In Figures 19.2b through
19.2f, H0 is false and the two populations show a progressively greater separation.
For instance, the null hypothesis is only slightly off the mark in Figure 19.2b (δ 1);
the two means are only one-tenth of a standard deviation apart, and the research
team would most likely consider such a population difference as negligible. On the
other hand, suppose that the true difference is as shown in, say, Figure 19.2e (δ 2).
A population difference that large—two standard deviations—would surely be wor-
thy of note.

2This formula assumes homogeneity of variance (σ21 σ22 σ2).
3We should emphasize that Figures 19.2a–f are population distributions of individual observations,
unlike the sampling distributions of differences between two means in Figure 19.1.
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19.4 Factors Affecting Power: The Effect Size

How is the size of the actual difference in the population, δ, related to the power of a
statistical test? Let’s assume that the research team tests H0: μ1 − μ2 0 against the
nondirectional alternative H1: μ1 − μ2 0. The decision concerning H0, you well
know, will depend on the magnitude of the sample t ratio:

t
X1−X2

sX1−X2

Consider for a moment the numerator,X1 −X2. The larger this difference, the larger
the value of t and the more likely you will reject the hypothesis of no difference be-
tween μ1 and μ2. Now look again at the several situations in Figure 19.2. If you were
to select a pair of random samples of a given size from the two populations, in
which case would you be most likely to obtain a large difference between
X1 −X2? Where δ 3, of course! Means drawn from random samples tend to re-
flect the population means, particularly where n is large. Thus the greater the

δ = 0 (H0 true)

δ = 3δ = 2

δ = 1

δ = .1

δ = .5

μ2 μ1

μ2

μ2 μ2 μ1μ1

μ2 μ1μ1

μ2 μ1

(a) (b)

(c) (d)

(e) ( f)

Figure 19.2 Separation between population distributions for various values of
δ (μ1 − μ2) σ.
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separation between μ1 and μ2, the more likely you are to obtain a large difference
betweenX1 −X2, and thus a t ratio large enough to reject H0. In summary:

The larger the population effect size, δ, the greater the power of a test of
H0: μ1 − μ2 0 against the nondirectional alternative H1: μ1 − μ2 0.

The same principle holds for a one-tailed test as well, but with the qualification
that the true difference, μ1 − μ2, must be in the direction specified in H1.

Let’s apply the principle above to the literacy study: the more the two instruc-
tional programs “truly” differ in their ability to develop literacy skills in preschool
students, the more likely it is that the hypothesis of no difference will be rejected.
And this is as it should be! You certainly want to have greater chance of rejecting
the null hypothesis for differences that are large enough to be important than for
those so small as to be negligible.

Effect size is a general concept and applies to situations other than the differ-
ence between two population means. In a correlational study, for instance, ρ typi-
cally serves as the measure of effect size—the degree to which two variables are
correlated in the population of observations. The same principle applies to ρ as to
δ: the larger the effect size, ρ, the greater the power of a test of H0: ρ 0. That is,
you are much more likely to reject the hypothesis of no correlation when ρ is large
(e.g., ρ 75) than when ρ is small (e.g., ρ 15).

19.5 Factors Affecting Power: Sample Size

The effect size is determined by the specific set of conditions under which the
investigation is carried out. Given these conditions, there is no way of altering
effect size for purposes of increasing power. You wouldn’t want to anyway,
because the resulting “effect” is the object of your investigation in the first place!
However, there are other factors affecting power over which you can exercise
control. The most important of these is sample size.

Actually, you already know this from earlier chapters. That is, you have
learned that as sample size increases, the standard error decreases. You saw this
with respect to both the standard error of the difference between means (sX1−X2

;
Section 14.8) and the standard error of r (sr ; Section 17.7). Other things being
equal, a smaller standard error results in a larger t ratio and therefore in a greater
likelihood of rejecting a false H0. In other words:

For any given population effect size (other than zero), the larger the sample
size, the greater the power of the statistical test.

In short, investigators who use large samples are much more likely to uncover
effects in the population than those who use small samples (assuming comparable
effect sizes). This can be taken to an extreme, however. With very large samples,
even the most trivial—and therefore unimportant—effect in the population can be
detected by a statistical test. Or perhaps the effect is important, but the researcher
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uses a sample size twice as large as that necessary to detect such an effect. In either
case, research resources are wasted.

The opposite is true as well. Because smaller samples lead to a larger standard
error and less power, there is a greater chance of committing a Type II error as
sample size is decreased. With insufficient sample size, then, the investigator may
conclude “no effect” in the population when, in fact, there is one.

Population effect size and sample size indeed are important factors affecting the
power of a statistical test. We will return to them after brief consideration of several
additional factors.

19.6 Additional Factors Affecting Power

Level of Significance

Suppose the research team decides to use 20 cases in each of the two groups for pur-
poses of testing H0: μ1 − μ2 0 against H1: μ1 − μ2 0. The resulting regions of rejec-
tion for α 05 are compared with those for α 001 in Figure 19.3. You can see that
the regions for α 05 cover more territory than do the regions for α 001. This of
course is true by definition, for the level of significance (α) specifies the area of the
sampling distribution that will constitute the rejection region. As a consequence, if
the research team uses α 05 rather than α 001, their obtained t ratio is more
likely to fall in a region of rejection. This illustrates the following principle:

The larger the value of α, the larger the regions of rejection and thus the
greater the power. Inversely, the smaller the value of α, the less the power.

This is why a level of significance as low as .001 is seldom used by educational
researchers. Such a “conservative” α increases the chances of committing a Type II
error (retaining a false H0). The added protection against a Type I error (rejecting a

Reject H0 Retain H0 Reject H0

t:

.025 .025

0–3.56 +3.56–2.02 +2.02

.0005 .0005

Reject H0 Retain H0 Reject H0

   = .05

   = .001

Figure 19.3 Comparison of the regions of rejection for α 05 and α 001 (two-tailed
test), with 38 df.
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true H0) that is afforded by α 001 typically is unnecessary in educational research,
given the relatively benign consequences of Type I errors (compared, say, with
medical research).

One-Tailed Versus Two-Tailed Tests

As we showed in Section 11.11, you have a statistical advantage by correctly specify-
ing a directional alternative hypothesis. That is, if you state a one-tailed H1 and you
are correct, then you have a larger critical region to work with and a greater like-
lihood of rejecting H0 (see Figure 11.8). In such situations, then, the one-tailed test is
more powerful than the two-tailed test. But always remember that the choice of the
alternative hypothesis should flow from the logic of the investigation. If that logic
forcefully leads to a one-tailed test, then you may welcome the increased power as a
statistical bonus.

Use of Dependent Samples

Recall that the standard error of the difference between means is expected to be
smaller for dependent samples than for independent samples (Section 15.2). The
amount of reduction will depend on the similarity between the paired observations
as specified by the size of r12 in Formula (15.1). Consequently, using dependent sam-
ples has an effect like that of increasing sample size. That is, the standard errors tend
to be smaller; thus when the null hypothesis is false, the t ratios tend to be larger.
This in turn leads to a greater chance of rejecting H0.

The use of dependent samples will normally increase the power of a test of H0:
μ1 − μ2 0. The amount of increase depends on the degree of dependence.

However, remember that you give up degrees of freedom by using dependent
samples (Section 15.3). If you have a small sample, the increased power resulting
from a smaller standard error may be offset by fewer df and, therefore, a larger
critical value of t for testing H0.

Other Considerations

We should acknowledge, if only in passing, the influence of research design and
measurement considerations on the power of statistical tests. Other things being
equal, you will have greater power by fashioning sound treatment conditions, using
instruments and scoring procedures high in reliability, making valid interpretations
of the data, and otherwise adhering to established principles of research design and
measurement.

19.7 Significance Versus Importance

The distinction between a statistically significant finding and an important one is
a recurring theme in this book. As you well know by now, it is possible to have a
“statistically significant” but “practically unimportant” sample result.
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How great an effect (e.g., mean difference, correlation) in the population is
large enough to be important? No statistician can tell you the answer. It is a ques-
tion for the subject matter expert, and the answer will differ depending on the cir-
cumstances and values that characterize the particular setting. For example, a small
effect may be important if it involves the risk of loss of life, but a larger effect may
be relatively unimportant if it concerns only the presence or absence of an incon-
venience. Thus a population effect size of δ 2 could be important in one setting,
whereas in another a δ of .5 might be of only moderate importance.

Cohen (1988), an authoritative source for the subject of effect size and power,
suggested that in the absence of information to the contrary, it may be useful to
consider δ 2 as small, δ 5 moderate, and δ 8 large. (You may recall this
from Section 14.8). This suggestion has some value in cases that are difficult to
decide. But fundamentally, the issue of importance must be resolved by the
researcher in consideration of the substantive and methodological context of
the investigation.

19.8 Selecting an Appropriate Sample Size

Clearly, you should select samples that are large enough to have a good chance of
detecting an important effect in the population. Yet they should not be so large as to
be wasteful of time and effort or to result in statistical significance when the effect is
small and unimportant. How then do you determine the appropriate sample size?

Fortunately, there are tables to help you make this important judgment. Cohen
(1988) provides sample size tables for a multitude of statistical tests, and we
encourage you to consult this valuable source as the need arises.4 We will focus
on two of these tables: one for tests of the difference between two independent means
(H0: μ1 − μ2 0) and one for tests of a single correlation coefficient (H0: ρ 0).

Whether you wish to test H0: μ1 − μ2 0 or H0: ρ 0, follow these steps to
determine the sample size appropriate for your investigation:

Step 1 Specify the smallest population effect size—either δ or ρ—that you want to be
reasonably certain of detecting. This is the minimum effect that, in your best
judgment, is large enough to be considered “important.” (This arguably is
the most challenging step!)

Step 2 Set the desired level of power—the probability that your test will detect
the effect specified in step 1. Cohen (1988) proposed the convention of
setting power at .80, unless the investigator has a rationale for an alter-
native value.

Step 3 Enter the values for effect size and power in Table 19.1 (for δ) or
Table 19.2 (for ρ) and read off the desired sample size. Both tables assume
a level of significance of α 05 and include sample sizes for either one-
or two-tailed tests.

4Not surprisingly, one also can find helpful software for this purpose. For example, the popular and
easy-to-use freeware G*Power 3 accommodates a diverse range of scenarios for conducting power ana-
lyses (Faul, Erdfelder, Lang, A.-G., & Buchner, 2007). At the time we wrote this footnote, G*Power 3
could be downloaded at http://www.psycho.uni-duesseldorf.de/abteilungen/aap/gpower3.
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Let’s take a closer look, beginning with Table 19.1. Suppose that the research
team investigating the effects of the two instructional programs decides that it
would be important to know a population difference of δ 30 or larger. (The
researchers believe that a difference this large would have implications for
recommending one program over the other, whereas a smaller difference would
not.) They set power at .80—that is, they want a probability of at least .80 of
detecting a difference of δ 30 in the population. Finally, they adopt the 5% level
of significance (two-tailed). Thus, they go to Table 19.1 with the following
information:

δ 30
power 80

α 05 (two-tailed)

Table 19.1 Sample-Size Table for the t Test of H0: μ1 − μ2 0 (Independent Samples, α 05): The Needed n
(in Each Group) to Detect the Specified Effect, δ, at the Designated Power

For Two-Tailed Tests (α .05)
δ

Power .10 .20 .30 .40 .50 .60 .70 .80 1.00 1.20 1.40

.25 332 84 38 22 14 10 8 6 5 4 3

.50 769 193 86 49 32 22 17 13 9 7 5

.60 981 246 110 62 40 28 21 16 11 8 6

.70 1235 310 138 78 50 35 26 20 13 10 7

.75 1389 348 155 88 57 40 29 23 15 11 8

.80 1571 393 175 99 64 45 33 26 17 12 9

.85 1797 450 201 113 73 51 38 29 19 14 10

.90 2102 526 234 132 85 59 44 34 22 16 12

.95 2600 651 290 163 105 73 54 42 27 19 14

.99 3675 920 409 231 148 103 76 58 38 27 20

For One-Tailed Tests (α .05)
δ

Power .10 .20 .30 .40 .50 .60 .70 .80 1.00 1.20 1.40

.25 189 48 21 12 8 6 5 4 3 2 2

.50 542 136 61 35 22 16 12 9 6 5 4

.60 721 181 81 46 30 21 15 12 8 6 5

.70 942 236 105 60 38 27 20 15 10 7 6

.75 1076 270 120 68 44 31 23 18 11 8 6

.80 1237 310 138 78 50 35 26 20 13 9 7

.85 1438 360 160 91 58 41 30 23 15 11 8

.90 1713 429 191 108 69 48 36 27 18 13 10

.95 2165 542 241 136 87 61 45 35 22 16 12

.99 3155 789 351 198 127 88 65 50 32 23 17

Source: Statistical Power Analysis for the Behavioral Sciences (Table 2.4.1, pp. 54–55) by J. Cohen, 1988, Hillsdale, NJ; Erlbaum.
Copyright ©1988 by Lawrence Erlbaum Associates. Adapted with permission.
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Table 19.1 provides the sample size—in each group—necessary to detect a given
δ at the specified level of power. Its structure is fairly simple: Possible values of δ are
listed across the top, various levels of power are along the left side, and the necessary
sample size appears where a row and column intersect. The upper half of Table 19.1
is for two-tailed tests, the lower half for one-tailed tests (α 05). For our
scenario, a sample size of 175 appears where the row and column intersect. To
detect, with a probability of .80, a difference as large as δ 30, the research
team therefore needs 175 cases in each group.

You would follow the same general logic if you were planning a correlational
study, except your interest would be in ρ and Table 19.2. This table is organized like
Table 19.1 except that ρ, not δ, appears across the top. Let’s go back to the correla-
tion between spatial reasoning and mathematical ability (Section 17.4). Suppose that,
having reviewed the literature on the relationships among cognitive aptitudes, you

Table 19.2 Sample-Size Table for the t Test of H0: ρ 0 (α 05): The Needed n to Detect the Specified
Effect, ρ, at the Designated Power

For Two-Tailed Tests (α .05)
ρ

Power .10 .20 .30 .40 .50 .60 .70 .80 .90

.25 167 42 20 12 8 6 5 4 3

.50 385 96 42 24 15 10 7 6 4

.60 490 122 53 29 18 12 9 6 5

.70 616 153 67 37 23 15 10 7 5

.75 692 172 75 41 25 17 11 8 6

.80 783 194 85 46 28 18 12 9 6

.85 895 221 97 52 32 21 14 10 6

.90 1047 259 113 62 37 24 16 11 7

.95 1294 319 139 75 46 30 19 13 8

.99 1828 450 195 105 64 40 27 18 11

For One-Tailed Tests (α .05)
ρ

Power .10 .20 .30 .40 .50 .60 .70 .80 .90

.25 97 24 12 8 6 4 4 3 3

.50 272 69 30 17 11 8 6 5 4

.60 361 91 40 22 14 10 7 5 4

.70 470 117 52 28 18 12 8 6 4

.75 537 134 59 32 20 13 9 7 5

.80 617 153 68 37 22 15 10 7 5

.85 717 178 78 43 26 17 12 8 6

.90 854 211 92 50 31 20 13 9 6

.95 1078 266 116 63 39 25 16 11 7

.99 1570 387 168 91 55 35 23 15 10

Source: Statistical Power Analysis for the Behavioral Sciences (Table 3.4.1, pp. 101–102), by J. Cohen, 1988, Hillsdale. NJ:
Erlbaum. Copyright ©1988 by Lawrence Erlbaum Associates. Adapted with permission.
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decide that you want to detect an effect of at least ρ 40. You also decide to set
power at .80. Thus,

ρ 40
power 80

α 05 (one-tailed)

From Table 19.2, you find that a sample size of 37 is needed to uncover such an
effect in the population.

By scanning down a particular column of either Table 19.1 or Table 19.2, you
can see how sample size and power are related for a given effect size: More pow-
erful tests require larger samples. Similarly, by moving across a particular row of
either table, you see the relationship between sample size and effect size for a
given level of power: Smaller effects in the population require larger samples.
Finally, by putting these two observations together, you see that small effects and
high power demand very large samples (lower left corner). These insights, we
hope you agree, confirm points made earlier in this chapter.

19.9 Summary

This chapter introduced an important concept for modern statistical practice:
the power of a statistical test. Power is the probability of rejecting H0 when in truth it
is false. Power is inversely related to the probability of committing a Type II error (β):
As power increases, the probability of a Type II error decreases. Stated mathemati-
cally, power 1− β.

In any given situation, the probability of rejecting the null hypothesis depends
on a number of factors, one of which is the difference between what is hypothe-
sized and what is true. This difference is known as the population effect size. For
the test of H0: μ1 − μ2 0, a useful measure of population effect size is the index
δ (μ1 − μ2) σ, which expresses the size of the difference between the two popula-
tion means in relation to the population standard deviation. For the test of
H0: ρ 0, the measure of effect size is ρ—the degree of correlation in the popula-
tion of observations. Population effect size is related to power: the larger the effect
size, the greater the power. However, population effect size is not under the con-
trol of the investigator. But the investigator can increase or decrease the power of
the test in the following ways:

1. Sample size—the larger the sample, the greater the power.

2. Level of significance—the higher the level (e.g., .05 versus .01), the greater the
power.

3. One- versus two-tailed tests—one-tailed tests have greater power than two-
tailed tests, provided the direction of H1 is correct.

4. Dependent samples—the greater the degree of dependence, the greater the
power.

Samples that are very large have a high probability of giving statistical sig-
nificance for unimportant effects, and samples that are too small can fail to show
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significance for important effects. “Significance” is a statistical matter, where the
“importance” of any given effect size can be determined only by careful attention
to a variety of substantive and value concerns.

Once a minimum effect size has been established and the desired power selected,
the appropriate sample size can be determined through the use of available tables.
These tables also show the relationships among power, effect size, and sample size.
For example, large samples are required where effect size is small and power is high.

For illustrative purposes, the discussion of this chapter was limited to the test
of H0: μ1 − μ2 0 and the test of H0: ρ 0. However, power and effect size, along
with the associated concepts and principles, are general and apply to all statistical
hypothesis testing.

Reading the Research: Power Considerations

Below, a research team comments on the lack of power in their experimental study
regarding a new reading strategy.

The small sample size (N 20) provided limited statistical power to detect
changes resulting from the interventions. It was thought that the differences in
the two interventions were significant enough to produce large effects. Only
one of the between-group comparisons resulted in a statistically significant
finding. Two others approached statistical significance. The inclusion of a
larger sample would have increased the study’s power to detect smaller
between-group differences. (Nelson & Manset-Williamson, 2006, p. 227)

Source: Nelson, J. M., & Manset-Williamson, G. (2006). The impact of explicit, self-regulatory reading
comprehension strategy instruction on the reading-specific self-efficacy, attributions, and affect of students
with reading disabilities. Learning Disability Quarterly, 29(3), 213–230.

Case Study: Power in Numbers

A team of early childhood researchers set out to examine the relationship between
the use of manipulatives in the classroom and students’ spatial abilities. Manipu-
latives are physical representations of abstract concepts and, when used in hands-on
activities, are thought to enhance spatial reasoning skills. To test this hypothesis, the
researchers designed a correlational study. They planned to observe a sample of
first-grade classrooms to determine the percentage of the school day that students
typically used manipulatives. At the end of the year, students would be given a
standardized assessment measuring spatial ability. The data would be analyzed by
correlating time spent using manipulatives with the average classroom score on the
spatial reasoning assessment.

Before going forward, the investigators conducted a power analysis to determine
an appropriate sample size for their study. They did not want to inconvenience any
more classrooms than necessary, nor did they want to incur needless expenses asso-
ciated with data collection (e.g., travel to additional schools, salaries for extra gradu-
ate assistants).
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The researchers first specified the smallest population effect size—in this case,
ρ—that they wanted to be able to detect (in the event of a false null hypothesis).
Using relevant research and theory as a guide, the investigators presumed a low-to-
moderate effect size: ρ 30. The next step was to set the desired level of power.
This is the probability that the statistical test will detect an effect size of ρ 30 or
larger. The investigators chose .80 per Cohen’s (1988) proposed convention. The
investigators then turned to Table 19.2 to determine the needed sample size.
The more conservative two-tailed test in this table calls for a sample size of n 85
(α 05).

Equipped with this information, the researchers set off to collect their data.
However, as they approached schools to participate in the study, they were coming
up short of volunteers: Instead of the desired 85 classrooms, the researchers could
only obtain data from 22. Looking back at Table 19.2, you can see what the effective
power of the analysis would have been had the researchers stayed with this smaller
sample—somewhere around .25. That is, the probability is only .25—one in four—
that the researchers’ statistical tests would uncover a population effect size of ρ 30
or larger. Finding this unacceptable, the researchers continued to recruit participants
until the desired sample size was achieved.

Exercises

Identify, Define, or Explain

Terms and Concepts

Symbols

β 1−β δ ρ

Questions and Problems

Note: Answers to starred (*) items are presented in Appendix B.

1.* Consider a hypothetical situation in which an experiment to compare the effects of
treatment A with those of treatment B is repeated 500 times under identical circum-
stances. A two-tailed test of H0: μA − μB 0 is performed each time, and nonsignificant
results are obtained 400 times.

(a) If the true value μA − μB is 2.4, what is your best estimate of the power of the test?

(b) If, in truth, the effects of treatments A and B are identical, what is the power of
the test? (Before responding, revisit the definition of power.)

2. If the power of your test is .62 and you perform a particular experiment 50 times under
identical circumstances, how many times would you expect to obtain statistically non-
significant results?

3.* You wish to determine the effects of a preschool enrichment program on verbal
intelligence. Using a standardized instrument with μ 100 and σ 15, you intend to

power
effect size
factors affecting power

significance versus importance
sample size tables
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compare a group of children participating in the enrichment program with a matched
group of nonparticipating children; α is set at .05 (one-tailed). How large a sample size
(for each group) would be needed to ensure a .90 probability of detecting a true
difference of:

(a) 3 IQ points?

(b) 9 IQ points?

(c) 15 IQ points?

(d) 21 IQ points?

4. Repeat Problem 3 with power 50.

5.* In Problem 3, suppose you were interested in detecting a true difference of 9 IQ points
but you ended up with only six children in each group.

(a) From Table 19.1, what would be your best estimate of the power of your test?

(b) Imagine that the enrichment program, in truth, has an impact on the verbal intel-
ligence of children. Given the estimate in Problem 5a, what proportion of such
experiments—conducted repeatedly under identical conditions—would you expect
to result in statistical significance?

6. A novice researcher is unable to recruit very many volunteers for his study. To increase
his power, he decides to specify a larger effect size. What’s wrong with this approach?

7. The researcher in Problem 6, after examining his results, decides to increase his power
by using a one-tailed test in the direction of the results. What is your response to this
strategy?

8.* You are planning an experiment. You set power at .85 and wish to detect an effect of at
least δ 30 (α 05, two-tailed).

(a) What is the required sample size?

(b) If you were to use dependent samples, is the n in Problem 8a larger or smaller
than it needs to be? (Explain.)

(c) If you decided to adopt α 01, is the n in Problem 8a larger or smaller than it
needs to be? (Explain.)

9.* You wish to correlate the number of errors committed on a problem-solving task with
scores on a measure of impulsivity administered to a sample of college students. Your
hypothesis is that students higher in impulsivity will tend to make more errors. You wish
to detect an effect of ρ 40 and have set power equal to .80.

(a) What are your statistical hypotheses?

(b) What is the required sample size to detect the specified effect at the desired level
of power?

(c) Assuming a false H0, what proportion of such investigations—conducted
repeatedly under identical conditions—would you nonetheless expect to result in
nonsignificance?

(d) Suppose you were able to recruit only 22 volunteers for your investigation. From
Table 19.2, what would be your best estimate of the power of your test?

(e) Given the situation in Problem 9d and assuming a false H0, what proportion of
such investigations—conducted repeatedly under identical conditions—would
you expect to result in nonsignificance?
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10.* Determine the required sample size for each situation below:

Effect Size (ρ) Desired Power Form of H1

(a) .10 .80 Two-tailed
(b) .60 .85 One-tailed
(c) .70 .80 Two-tailed
(d) .40 .99 One-tailed
(e) .50 .75 Two-tailed
(f) .40 .25 One-tailed

11. (a) What generalization is illustrated by the comparison of Problems 10a and 10c?

(b) What generalization is illustrated by the comparison of Problems 10d and 10f?

12. Are the generalizations stated in Problem 11 limited to testing hypotheses about popu-
lation correlation coefficients? (Use Table 19.1 to support your answer.)
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EPILOGUE

A Note on (Almost)
Assumption-Free Tests

The inferential statistical tests that we have considered in this text are known as parametric
tests. They involve hypotheses about population parameters (e.g., μ, ρ) and/or require
assumptions about the population distributions. Regarding the latter, for example, the t test
for independent samples assumes population normality and homogeneity of variance, as does
the F test. Fortunately, as you have learned, these tests can be quite robust. That is, sub-
stantial departure from the assumed conditions may not seriously invalidate the test when
sample size is moderate to large. However, a problem can arise when the distributional
assumptions are seriously violated and sample size is small.

The good news is that there are alternative statistical procedures that carry less restrictive
assumptions regarding the population distributions. These procedures have been called
“distribution-free” tests, although we prefer the more descriptive term “assumption-free.”
(We inserted the word “almost” in the epilogue title to emphasize that you are never freed
completely from underlying assumptions when carrying out a statistical test; it is just that with
some tests the assumptions are less restrictive.) Such procedures also are known more gen-
erally as nonparametric tests.1

With respect to their logic and required calculations, nonparametric tests are much
“friendlier” than their parametric counterparts. But there is a price for everything. In this
case, it is that nonparametric tests are somewhat less sensitive, or statistically powerful, than
the equivalent parametric test when the assumptions for the latter are fully met. That is, non-
parametric tests are less likely to result in statistical significance when the null hypothesis is
false. However, nonparametric procedures are more powerful when the parametric assump-
tions cannot be satisfied.

Four commonly used nonparametric procedures are Spearman’s rank correlation
(analogous to Pearson r), Mann-Whitney U (t test for independent samples), the sign test
(t test for dependent samples), and the Kruskal-Wallis test (one-way ANOVA). Each of
these nonparametric tests may be given special consideration when (a) the data as gathered
are in the form of ranks or (b) the distributional assumptions required for parametric
tests are untenable and sample size is small.

There are entire volumes devoted to nonparametric procedures (e.g., Daniel, 1990;
Marascuilo & McSweeney, 1977; Siegel & Castellan, 1988). If you find that your own work
takes you in the nonparametric direction, you should consult this literature for a full treat-
ment of the associated logic and calculations of the test you are considering.

1Although technically not synonymous, the terms assumption-free, distribution-free, and nonparametric
tend to be used interchangeably.
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APPENDIX A

Review of Basic Mathematics

A.1 Introduction

This appendix offers information about basic skills that is useful in an introductory course in
statistics. It is not intended to be a comprehensive compendium, nor should it be considered
an initial unit of instruction for those who have no knowledge of the subject. It is intended
primarily as a reminder of principles formerly learned, albeit possibly covered with mental
cobwebs.

A.2 Symbols and Their Meaning

Symbol Meaning

X Y X is not equal to Y.

X Y X is approximately equal to Y.

X Y X is greater than Y.

X Y X is greater than or equal to Y.

X < Y X is less than Y.

X Y X is less than or equal to Y.

X Y As used in this book, it always identifies two limits: X Y and X − Y.

XY The product of X and Y; X times Y.

X
Y

or X Y Alternative ways of indicating X divided by Y.

Y/X The reciprocal of X/Y.

1/Y The reciprocal of Y/1.

(X)
1
Y

The product of X and the reciprocal of Y/1; an alternative way of
writing X/Y.

(XY)2 The square of the product of X and Y.

X 2Y 2 The product of X2 and Y2; it is the same as (XY)2.

XY 2 The product of X and Y2; the “square” sign modifies Y but not X.

Infinity; a number indefinitely large.

4 or 4 When a specific number is written without a sign in front of it, a positive
number is intended. Negative numbers are so indicated, for example, −4.
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A.3 Arithmetic Operations Involving Positive and Negative Numbers

Problem Comment

3− 12 −9 To subtract a large number from a smaller one, subtract
the smaller from the larger and reverse the sign.

3 ( 12) −9 Adding a negative number is the same as subtracting
that number.

3− ( 12) 15 Subtracting a negative number is the same as adding it.

−3− 12 −15 The sum of two negative numbers is the negative sum of
the two numbers.

(3)( 12) −36 The product of two numbers is negative when one of the
two is negative.

( 3)( 12) 36 The product of two numbers is positive when both are
negative.

( 2)2 4 The square of a negative number is positive, because to
square is to multiply a number by itself.

( 2)(3)( 4) 24 The product of more than two numbers is obtained by
finding the product of any two of them, multiplying
that product by one of the remaining numbers, and
continuing this process as needed. Thus: ( 2)(3) 6,
and ( 6)( 4) 24.

(2)(0)(4) 0 The product of several terms is zero if any one of
them is zero.

2 3( 4) 2− 12 −10 In an additive sequence, reduce each term before
summing. In the example, obtain the product first,
then add it to the other term.

4
2

2 When one of the numbers in a fraction is negative, the
quotient is negative.

A.4 Squares and Square Roots

Problem Comment

[(2)(3)(4)]2 (22)(32)(42)
242 (4)(9)(16)
576 576

The square of a product equals the product of the squares.

(2 3 4)2 22 32 42

92 4 9 16
81 29

The square of a sum does not equal the sum of the squares.

4
16

2
42

162

1
4

2
16
256

1
16

1
16

The square of a fraction equals the fraction of the squares.
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A.5 Fractions

(4)(9)(16) 4 9 16

576 (2)(3)(4)

24 24

The square root of a product equals the product of the
square roots.

9 16 9 16

25 3 4

5 7

The square root of a sum does not equal the sum of the
square roots.

The square root of a fraction equals the fraction of the
square roots.

( 4)2 4

22 4

4 4

The square of a square root is the same quantity found
under the square root sign.

4
6

4

16

1
4

2
4

1
2

1
2

Problem Comment
1
4

25 To convert the ratios of two numbers to a decimal fraction,
divide the numerator by the denominator.

25 100( 25)%
25%

To convert a decimal fraction to percent, multiply by 100.

1
10

1
25

10 04

14

To add two fractions, convert both to decimal fractions, and
then add.

3
5

(16)
(3)(16)

5
48
5
9 6

To multiply a quantity by a fraction, multiply the quantity
by the numerator of the fraction, and divide that product
by the denominator of the fraction.

16
4

1
4

(16) To divide by a number, multiply by its reciprocal.

16
4 5

5
4

(16)

(5)(16)
4

20

To divide by a fraction, multiply by its reciprocal.

3 4− 2
8

3
8

4
8
−
2
8

5
8

When the numerator of a fraction is a sum, the numerator
may be separated into component additive parts, each
divided by the denominator.
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A.6 Operations Involving Parentheses

Problem Comment
2 (4− 3 2)

2 4− 3 2 5
When a positive sign precedes parentheses, the
parentheses may be removed without changing
the signs of the terms within.

2− (4− 3 2)

2− 4 3− 2 1
When a negative sign precedes parentheses,
they may be removed if signs of the terms
within are reversed.

a(b c) ab ac
A numerical example:
2(3 4) (2)(3) (2)(4)

2(7) 6 8
14 14

When a quantity within parentheses is to be
multiplied by a number, each term within the
parentheses must be so multiplied.

2a 4ab2 (2a)(1) (2a)(2b2)
2a(1 2b2)

A numerical example:
6 8 (2)(3) (2)(4)

14 2(3 4)

14 (2)(7) 14

When all terms of a sum contain a common
multiplier, that multiplier may be factored
out as a multiplier of the remaining sum.

3 (1 2)2 3 32

3 9

12

When parentheses are modified by squaring
or some other function, take account of the
modifier before combining with other terms.

100− 40
20
10

20
10

(40− 30)

[100− 40(2)] [2 (40− 30)]

[100− 80] [12]

20 12 3

When an expression contains nested parentheses,
perform those operations required to remove
the most interior parentheses first. Simplify
the expression by working outward.

3
8

4
8
−
2
8

3 4− 2
8

5
8

When the several terms of a sum are fractions having a
common denominator, the sum may be expressed as
the sum of the numerators, divided by the common
denominator.

(3)(15)
5

(3)(3)(5)
5

(3)(3)
9

When the numerator and/or denominator of a fraction is
the product of two or more terms, identical terms
appearing in the numerator and denominator
may be canceled.

1
5

2
7

3
11

(1)(2)(3)
(5)(7)(11)

6
385

The product of several fractions equals the product of
the numerators divided by the product of the
denominators.

5
8

(3)(3)
9

6
385
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A.7 Approximate Numbers, Computational Accuracy, and Rounding

Some numbers are exact numbers. If you discover that there are three children in a family, you
may speak of 3 as being an exact number, because it contains no margin of error. Numbers
lacking this kind of accuracy are known as approximate numbers. Numbers resulting from the
act of measurement are usually approximate numbers. For example, if you measure weight to
the nearest pound, a weight of 52 pounds means that the object is closer to 52 pounds than it is
to 51 pounds or 53 pounds. Therefore, the actual weight is somewhere between 51.5 pounds and
52.5 pounds.

In computations involving both exact and approximate numbers, the accuracy of the
answer is limited by the accuracy of the approximate numbers involved. In such computations
you are faced with the question, “How many decimal places should I keep?” The best answer
we can give is “Whatever seems sensible.” If weight is measured to the nearest pound and the
total weight of three objects is 67 pounds, it seems reasonable to report the “average” weight
as 22.3 pounds or possibly 22 pounds. To report it as 22.333333 (which may appear on the dis-
play of your hand calculator) is both unnecessary and downright misleading in view of the
initial inaccuracy in the numbers. On the other hand, to round the answer to the nearest 10
pounds (i.e., a weight of 20 pounds) gives up accuracy to which you are entitled.

Most of the exercises you encounter in this book require a sequence of calculations that
result in a single answer. Here, inaccuracy can easily compound. However, this is not a problem
if you use a hand calculator. Take advantage of your calculator’s memory capability by storing
the intermediate calculations, which the calculator will carry out well beyond the decimal point.
Then combine these calculations for determining the final answer, which can be rounded back to
a figure that seems sensible.1 In the interest of being consistent across the many problems in the
chapters of this book, we almost always round the final answer to the nearest hundredth.

Rounding typically is a straightforward process, as the following examples illustrate:

to the nearest whole number: 5.4 5
10.73 11
−12.6 −13

to the nearest tenth: 46.28 46.3
158.639 158.6
.05732 .1

to the nearest hundredth: 2.50193 2.50
−3.08399 −3.08

74.359 74.36

But how do you round, say, 109.500000 to the nearest whole number? Is it 109 or 110? How
about 90.250000 rounded to the nearest tenth (90.2 or 90.3?), .865000 rounded to the nearest
hundredth (.86 or .87?), or 7.421500 rounded to the nearest thousandth (7.421 or 7.422?)?
Here we follow the popular, if arbitrary, convention of rounding to the nearest even number:
110, 90.2, .86, and 7.422. This practice results in sometimes rounding up and other times round-
ing down, thus avoiding the introduction of systematic bias into one’s calculations.

1If you do not follow this practice, you periodically will find minor (but nonetheless frustrating) dis-
crepancies between your answers and ours, particularly on the more involved problems having inter-
mediate calculations.
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APPENDIX B

Answers to Selected
End-of-Chapter Problems

Chapter 1

1. (a) ratio
(b) ordinal
(c) nominal
(d) interval
(e) nominal
(f) ordinal
(g) ratio
(h) nominal
(i) ordinal
(j) nominal
(k) ratio

4. (a) 9, −43, 123, 0
(b) 27.3, 1.9, −.4, 5.0
(c) −31.52, 76.00, .83, 40.74

Chapter 2

1. The intervals are not all of the same width, intervals overlap (e.g., 30 appears in two
intervals), intervals are not continuous (score values of 45–50 omitted), there are too
few intervals, higher scores are toward the bottom.

3. (a) 46, 3, 24–26, 69–71
(b) 74, 5, 25–29, 100–104 (4 or 6 also are satisfactory interval widths, although even)
(c) 13, 1, 56, 69
(d) 634, 50, 150–199, 800–849 (30, 40, or 60 are also satisfactory interval widths)
(e) 15.6, 1.0, 6.0–6.9, 21.0–21.9
(f) 2.20, .20, 1.20–1.39, 3.40–3.59 (perhaps .10 or .15 would be satisfactory interval

sizes as well)
(g) 26, 2.0, 36–37, 62–63
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5. (a) 26%
(b) 5%
(c) .4%
(d) 55.5%
(e) 79%

7. (a) The range divided by 10 is 3.2, which is rounded to 3; the range divided by 20 is 1.6,
which is rounded to 2.

(b) Score Limits Exact Limits f % Cum. f Cum. %

96–98 95.5–98.5 1 3 30 100
93–95 92.5–95.5 0 0 29 97
90–92 89.5–92.5 3 10 29 97
87–89 86.5–89.5 4 13 26 87
84–86 83.5–86.5 3 10 22 73
81–83 80.5–83.5 7 23 19 63
78–80 77.5–80.5 5 17 12 40
75–77 74.5–77.5 2 7 7 23
72–74 71.5–74.5 3 10 5 17
69–71 68.5–71.5 1 3 2 7
66–68 65.5–68.5 0 0 1 3
63–65 62.5–65.5 1 3 1 3

n 30

(c) Score Limits Exact Limits f % Cum. f Cum. %

96–97 95.5–97.5 1 3 30 100
94–95 93.5–95.5 0 0 29 97
92–93 91.5–93.5 1 3 29 97
90–91 89.5–91.5 2 7 28 93
88–89 87.5–89.5 2 7 26 87
86–87 85.5–87.5 3 10 24 80
84–85 83.5–85.5 2 7 21 70
82–83 81.5–83.5 5 17 19 63
80–81 79.5–81.5 4 13 14 47
78–79 77.5–79.5 3 10 10 33
76–77 75.5–77.5 1 3 7 23
74–75 73.5–75.5 2 7 6 20
72–73 71.5–73.5 2 7 4 13
70–71 69.5–71.5 1 3 2 7
68–69 67.5–69.5 0 0 1 3
66–67 65.5–67.5 0 0 1 3
64–65 63.5–65.5 1 3 1 3

n 30

(d) If you are like us, you probably prefer the frequency distribution where i 3. Notice
that, with the larger interval width, there are fewer intervals containing a frequency
of zero or one, and the underlying shape of the distribution is more apparent.
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10. You would concentrate on the relative frequencies, for the absolute frequencies are not
comparable when the total n’s differ for the groups being compared. Suppose that there are
200 females and 50 males and, further, a particular score interval has a frequency of 4 (i.e.,
f 4) in both distributions. This is 2% of the female distribution, whereas it is 8%—four
times greater—of themale distribution. (This general point is illustrated in Figure 3.7.)

12. Score Limits f Proportion

3.90–4.19 3 .05
3.60–3.89 5 .08
3.30–3.59 8 .13
3.00–3.29 16 .27
2.70–2.99 10 .17
2.40–2.69 7 .12
2.10–2.39 5 .08
1.80–2.09 3 .05
1.50–1.79 1 .02
1.20–1.49 1 .02
.90–1.19 1 .02

n 60

14.
Score Limits f Proportion

50–54 3 .04
45–49 11 .14
40–44 12 .15
35–39 19 .24
30–34 17 .21
25–29 8 .10
20–24 8 .10
5–19 2 .02

n 80

Irregularities tend to be smoothed out, and one can see the characteristic shape of the
distribution better. For example, the zero frequency for 51–53 and dips in frequency at
42–44 and 36–38 are eliminated.

Chapter 3

1. Because graphs of widely differing appearance may be constructed from the same dis-
tribution, under some circumstances the graphic representation may be misleading. How-
ever, salient features of the data may be more apparent in graphic representation (e.g.,
distributional shape). Clearly, it is important to inspect the frequency distribution and a
graphic representation of the data.

3. (a) 12
(b) 299.5
(c) 2.62
(d) 3.095
(e) 35
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4.

93–9587–8981–8375–7769–7163–65
96–9890–9284–8678–80

Diastolic blood pressure

72–7466–68

7

6

5

4

3

f

2

1

8. (a)

2001 2002 2003 2004 2005 2006

Faculty union

2007 2008 2009 2010

$0

$20,000

$40,000

$60,000

$80,000

$100,000

$120,000

$140,000

$160,000

Extend the horizontal axis, shrink the vertical axis, and include values on the ver-
tical axis that go way beyond the graphed values.

(b)

$86,000
Administration

$81,000

$76,000

$71,000

$66,000

$61,000

2
0
0
1

2
0
0
2

2
0
0
3

2
0
0
4

2
0
0
5

2
0
0
6

2
0
0
7

2
0
0
8

2
0
0
9

2
0
1
0

Shrink the horizontal axis relative to the vertical axis and limit the values on the
vertical axis to those being graphed.
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(c)

$100,000

$90,000

$80,000

$70,000

$60,000

$50,000

$40,000

2001 2002 2003 2004 2005

You?

2006 2007 2008 2009 2010

Make the vertical axis roughly three quarters the length of the horizontal axis,
and provide some values on the vertical axis above and beyond the graphed
values—not too many, not too few, just enough to give what felt to be a “fair”
picture of the salary increases.

9. (a) somewhat bimodal (sex difference in height)
(b) markedly bimodal
(c) normal
(d) negatively skewed
(e) positively skewed
(f) reverse J-curve

Chapter 4

2. (a) mode 8 Mdn 10 X 12
(b) no mode Mdn 15 5 X 17
(c) mode 11 Mdn 11 X 11

6. (a) negative skew
(b) normal
(c) bimodal
(d) positive skew

7. (a) mode < Mdn < X

(b) mode Mdn X

(c) mode Mdn X

(d) mode < Mdn < X

10. (a) First determine the original ΣX, which is equal to (n)(X) (25)(23) 575. Reduce
ΣX by nine points (i.e., 43 − 34 9) and divide by 25 to obtain the correctX 22 64.

(b) The Mdn and mode would not be affected by this error. (Although technically
the mode could change because of this error, it is rather unlikely.)

11. Those just below the median. If they improve sufficiently to pass the median, the med-
ian must increase to maintain an equal number of scores above and below.

12. X 3964 50 79 28; Mdn 80 5; mode 86

14. The mean, because you must know each score to compute its value.
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Chapter 5

3. (a) range 8 S2 7 00 S 2 65
(b) range 8 S2 7 67 S 2 77
(c) range 7 S2 5 00 S 2 24

6. Mode, median, and mean each go up a point, whereas range, variance, and standard
deviation are unaffected. Measures of central tendency, but not variability, are
affected by adding a constant to each score in a distribution.

8. X and S are affected because both depend on the value of every score. Because it depends
on the two extreme scores, the range also is affected. The median does not change be-
cause it is unaffected by extreme scores—the “middle” value remains the same.

10. Distributions (a) and (b) both will be normal about a mean of 29, although distribu-
tion (b) will be slightly more variable. Distribution (c) will evidence considerable
negative skew, and distribution (d) will have no variability whatsoever—everyone
received a score of 50.

11. (a) (1) shows the least; (3) and (4) show the most.
(b) for (1) X 8 S2 0 S 0; for (2) X 8 S2 3 2 S 1 79; for (3) X 8 S2 8

S 2 83; for (4)X 1008 S2 8 S 2 83
(c) Samples may have the same mean but show different degrees of variability, or

samples may have very different means but show the same degree of variability.

14. (a) above the mean
(b) “average”; although above the mean, his score falls toward the center of the

distribution.
(c) very high; his score falls betweenX 2S andX 3S.

15. (a) 9.10
(b) 13.06
(c) .22 and −.23, respectively
(d) In both cases, the difference between means is between one-fifth and one-quarter of a

standard deviation. According to Cohen’s classification, these are “small” effect sizes.

Chapter 6

(When the precise value required was not listed in Table A, we took the nearest
tabled value.)

2. (a) −1.00
(b) 0.67
(c) 2.00
(d) 1.50
(e) −1.67
(f) −0.17

5. (a) .1587
(b) .0228
(c) .0013
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(d) .5000
(e) .8997
(f) .0526

7. (a) .3174
(b) .6170
(c) .1374
(d) .0500

8. (a) ±2.58

(b) ±1.96
(c) ±1.15
(d) ±.67

11. (a) .1587

(b) .3085
(c) .1151
(d) .5398
(e) .8238
(f) .9625

13. By expressing all scores as z scores, you find the following order from best to worst:
e, a, c, b, d.

14. No. This will be true only in a symmetric distribution; in a skewed distribution, the
mean (z 0) and the median will not be the same. Where skew is positive, less than
half the z scores in a distribution will be positive; where skew is negative, less
than half the z scores will be negative. (If this puzzles you, draw a picture of the two
distributions along with the relative positions of the mean and median.)

16. Mathematics achievement: If both distributions are normal, then approximately 59%
(58.71%, to be precise) of the female scores fall below the mean for males. Verbal ability:
Assuming normality, roughly 59% (59.10%) of the male scores fall below the female mean.

Chapter 7

3. (a)
15

10

5

5 10 15

X

Y
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(b) This scatterplot shows a strong positive association between these two variables.
(c) No outliers are present, nor is there any evidence of curvilinearity.
(d) We estimate Pearson r to be roughly .90.

4. (a) r 93
(b) r2 932 86; a large portion of the variance in X and Y—86%—is shared, or com-

mon, variance; that is, 86% of the variation in X is associated with variation in Y.

5. 9.71

7. (a) The numerator of the covariance would be smaller owing to the negative
crossproduct for this pair of scores; consequently, the covariance would be smal-
ler as well.

(b) r also would be smaller.
(c) We’d estimate that r would drop to .30 or so.

8. .28

12. (a) −.60
(b) no change
(c) no change
(d) r would be smaller
(e) no change
(f) no change
(g) r would be smaller

14. There is less variability in X and Y among experienced pilots than among cadets. Restric-
tion of range reduces r.

16. (a) 0 (of course).
(b) 0 here as well.
(c) If there were absolutely no variance in Y, Pearson r would be indeterminant be-

cause one cannot divide by zero.

Chapter 8

1. (a) Keith: 7.9, Bill: 8.5, Charlie: 5.4, Brian: 4.1, Mick: 4.1
(b) 2.1, −2.5, 2.6, −3.1
(c) 27.8
(d) It would be larger.

3. (a) a 21 941, b 94, Ŷ 21 94 94(X)
(b) Jean: 61.89 inches, Albert: 73.92 inches, Burrhus: 69.03 inches.
(c) Ŷ for 10-year-old Jean is an estimate of the mean adult height for a large group

of 10-year-olds, all of whom are 42.5 inches tall.

4. (a) a 2 84, b 63, Ŷ 2 84 63(X)
(b) Keith: 7.9, Bill: 8.5, Charlie: 5.4, Brian: 4.1, Mick: 4.1; any discrepancies would be

due to errors, rounding or otherwise.
(c) The mean of the predicted Y scores 6 00; this mean will equal the mean of the

actual Y scores.
(d) Σ(Y − Ŷ ) 0; the sum of the deviations about the regression line equals 0.

1To calculate this value, we entered the unrounded b 9390322 (rather than .94) to minimize cumula-
tive rounding error. If you used b 94, you probably obtained an intercept of 21.90.

394 Appendix B Answers to Selected End-of-Chapter Problems



5. Problem 3: For every inch increase in height at age 10, there is a corresponding increase
of .94 inches in adult height. Problem 4: For every point increase in quiz 1 performance,
there is a corresponding increase of .63 points in quiz 2 performance.

7. (a) 8.83 (i.e., Y); given any value of X, the best prediction of Y is Y when r 0.
(b) Ŷ 8 83 0(X)

9. (a) 1.00
(b) −.33
(c) .75
(d) −.20

11. (a) Jean: −1.87, Albert: 2.26, Burrhus: .58
(b) Jean: −1.33, Albert: 1.60, Burrhus: .41
(c) Jean: 67 3 ( 1 33)(4 1) 61 8, Albert: 67 3 (1 60)(4 1) 73 9, Burrhus:

67 3 ( 41)(4 1) 69 0

13. (a) a 1 34, b 0023, Ŷ 1 34 0023(X)
(b) Val: 2.46, Mike: 2.97
(c) .30
(d) Val: 1.87 to 3.05, Mike: 2.38 to 3.56
(e) z (2 65− 2 46) 30 63 so proportion 26
(f) z (2 00− 2 46) 30 1 53 so proportion 06
(g) z (2 50− 2 97) 30 1 57 so proportion 94

Chapter 9

1. To account for the effects of chance factors; sample differences will reflect both
“chance” and any effects associated with the different instructional treatments.

3. (a) .0333
(b) .0033
(c) .02
(d) .01

4. It turns out that his reasoning is faulty: each of the 12 months is not equally likely, for
there are more births in some months than in others.

6. Each of the grades is not equally likely.

9. (a) 1 2 1 6 67
(b) (1 2)(1 6) 083

10. (a) no
(b) yes
(c) no (double major)
(d) yes
(e) no
(f) no
(g) yes
(h) no
(i) yes
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13. (a) .04
(b) .16
(c) .96

15. (a) RRW, RWR, WRR
(b) .125
(c) ( 125)(3) 375
(d) RRR
(e) 375 125 50

18. (a) 50 1554 66
(b) 6554− 3446 31
(c) .04
(d) .07
(e) 433 and 567
(f) 628
(g) 372

19. Two-tailed. An SAT-CR score of 320 (z 1 80) is just as extreme as a score of 680
(z 1 80), and the area beyond each score must therefore be considered in determin-
ing the corresponding probability.

Chapter 10

1. (a) the proverbial “person on the street” (i.e., people in general)
(b) patrons at a local sports bar
(c) No. Relative to the population, the sample undoubtedly overrepresents people

who are interested in sports and frequent sports bars; other possible sources of
bias are sex and age.

3. Whether a sample is random depends on how it was selected, not on its composition.
The chance factors involved in random sampling (sampling variation) occasionally
lead to very atypical samples.

5. Treat the sample means obtained in Problem 4 as scores and calculate their standard
deviation according to the procedures of Chapter 5.

8. What sample values would be expected to occur in repeated random sampling and
with what relative frequencies?

9. (a) 5
(b) .95
(c) .05
(d) .42
(e) 111.65
(f) XL 90 2 XU 109 8

10. (a) 100
(b) 5
(c) normal (central limit theorem)
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14. (a) 2.12
(b) z ±5 2 12 ±2 36 p 98
(c) .65
(d) (1 96)(2 12) 4 16

15. (a) z (108− 107) 2 12 47; yes, because the probability is ( 32)(2) 64 of ob-
taining a sample mean as far away (or farther) from μ 107 asX 108.

(b) z (108− 100) 2 12 3 77; no, because the probability is less than ( 0001)(2)
0002 of obtaining a sample mean as far away (or farther) from μ 100 as
X 108.

Chapter 11

1. She would compare X with sample means expected through random sampling if the
hypothesis μ 50 were true. IfX is typical, she retains this hypothesis as a reasonable
possibility; ifX is very atypical, she rejects this hypothesis as unreasonable.

3. (a) μ 50
(b) Nondirectional; the personnel director wants to know if there is a difference in

either direction.
(c) μ 50
(d) z 05 ±1 96, z 01 ±2 58.

4. (a) 1.67
(b) −1.20
(c) ( 1151)(2) 23
(d) H0 is retained because the sample z falls short of the critical value (similarly,

p α).
(e) The keyboarding speed of secretaries at her company is comparable to the

national average.

5. (a) 1.00
(b) −2.00
(c) ( 0228)(2) 05
(d) H0 is rejected because the sample z falls in the critical region (similarly, p α).
(e) The keyboarding speed of secretaries at her company is lower than the national

average.

6. A larger n results in a smaller standard error of the mean, which in turn produces a
larger z ratio (unless X − μ 0) and therefore a smaller p value. A larger sample thus
can give statistical significance where a smaller sample would not.

7. With a large enough n, even the most trivial and inconsequential difference between
X and μ nonetheless can be “statistically significant.” Statistical significance aside, such
a difference typically lacks “importance.”

9. (a) ±2.58
(b) ±1.96
(c) ±1.65
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10. (a) Critical values for the two-tailed alternative hypothesis (H1 500) are larger
than those for the one-tailed alternative hypotheses of Problem 9. This is because
in a two-tailed test, the region of rejection is divided between the two tails
(.025 in each tail, if α 05), which requires a normal curve value farther out (in
each tail) than is the case when the entire rejection region lies in one tail.

(b) a one-tailed test, provided the direction specified in H1 is correct.

11. Usually, H1 follows most directly from the research question, whereas H0 provides
specificity to allow for the test. Retention or rejection of H0 leads to conclusions con-
cerning H1 and the research question.

15. (a) z 05 ±1 96, z 2 92, p ( 0018)(2) 004, reject H0

(b) z 01 2 33, z 91, p 18, retain H0

(c) z 05 ±1 96, z 1 25, p ( 1056)(2) 21, retain H0

(d) z 05 ±1 96, z 2 64, p ( 0041)(2) 01, reject H0

(e) z 001 ±3 30, z 3 54, p ( 0002)(2) 0004, reject H0

(f) The sample sizes are markedly different: n 1000 for the former and n 9 for
the latter. (See Problem 6 above.)

16. (a) 3.50
(b) not 3.50

19. While there indeed is little chance that he will reject a true null hypothesis, Josh is
taking on an unacceptably high probability of a Type II error—that is, the probability
of retaining a false H0. He would be well advised to adopt a more conventional level
of significance (in this instance, perhaps .01 or .001).

Chapter 12

1. (a) Does her school district mean differ from 27, and if so in what direction?
(b) What is the value of her school district mean?

2. (a) .67
(b) 33.10 ± 1.31, or 31.79 to 34.41
(c) 33.10 ± 1.73, or 31.37 to 34.83
(d) The higher the level of confidence, the wider the interval.

3. The interval 31.79 to 34.41 may or may not include the school district (population)
mean. If many, many random samples of size 36 were obtained, 95% of the intervals
constructed in the same way would include μ. Thus, one can be 95% confident that μ
falls somewhere between 31.79 and 34.41.

8. (a) Retain H0.
(b) Reject H0.
(c) If the value specified in H0 falls within the 99% confidence interval, H0 would be

retained at the .01 level (two-tailed test) for the same sample results; if it falls
outside the interval, H0 would be rejected.

9. (a) Yes.
(b) Maybe.
(c) Because a 99% confidence interval is wider than a 95% confidence interval calcu-

lated from the same data, a value falling outside the former will necessarily fall
outside the latter. However, a value falling outside a 95% confidence interval may
or may not fall outside the corresponding 99% confidence interval.
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Chapter 13

1. With the value of σ known, Ben should compute σX and proceed with a one-sample z
test (using the normal curve).

3. (a) 3

(b) SS 48, sX 1 55

6. The tails of the t distribution (df 3) are “fatter” than those of the normal curve. That is,
there is more area in the former. For example, .10 of the area in the t distribution
(df 3) falls beyond a t of ±2.353 (Table B), whereas the corresponding z is only ± 1.65
(Table A).

8. (a) s 9 96, sX 4 45
(b) s 3 02, sX 1 14

10. (a) ±1.860
(b) ±2.306
(c) ±3.355

12. (a) X 12 50, sX 1 06, t 2 36, t 10 ±2 015; reject H0; conclude μ 10.
(b) t 2 36, t 05 ±2 571; retainH0; conclude 10 is not an unreasonable value for μ.
(c) X 48 20, sX 1 69, t 1 07, t 05 ±2 776; retain H0; conclude 50 is not an

unreasonable value for μ.
(d) X 15 80, sX 1 37, t 3 07, t 01 2 821; reject H0; conclude μ < 20.

14. (a) H0: μ 72, H1: μ 72
(b) t 05 ± 2 776
(c) X 77 80, sX 4 45, t 1 30, retain H0.
(d) 72 is a reasonable possibility for the population mean.

16. (a) Because the lowest possible score is 0 seconds, thisX and s suggest a highly posi-
tively skewed distribution. With a sample size of only five observations, such
skewness violates the normality assumption of the t test.

(b) Use a much larger sample.

17. (a) p < 05
(b) p 05 (or perhaps p 10)
(c) p < 05 (or perhaps p < 01)
(d) p 05 (or perhaps p 10)
(e) p < 05
(f) p < 05 (or perhaps p < 01)

20. (a) The result was almost, but not quite, significant at the .05 level.
(b) p 05 (or p < 10)

22. (a) H0: μ 8 3, H1: μ < 8 3
(b) sX 32, t −11 56, t 05 −1 658; reject H0 in favor of H1.
(c) There is less cigarette smoking at the university than there was 15 years ago.

24. (a) 77.80 ± 12.35, or 65.45 to 90.15; one can be 95% confident that the mean score in
the population falls between 65.45 and 90.15.

(b) 6.14 ± 2.79, or 3.35 to 8.93; one can be 95% confident that the mean score in the
population falls between 3.35 and 8.93.
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Chapter 14

1. (a) μA is greater than μB; μA − μB 0
(b) μA is less than μB; μA − μB < 0
(c) μA equals μB; μA − μB 0
(d) μA doesn’t equal μB; μA − μB 0

3. (a) Select repeated pairs of random samples of size nA 5 and nB 5 from the two
populations and compute the sample difference XA −XB for each pair; group the
sample differences into a frequency distribution and construct a frequency polygon.

(b) Compute the standard deviation of the sample differences obtained in Problem 3a.

5. (a) SS1 8, SS2 30
(b) 5.43
(c) 1.56
(d) X1 −X2 3, t 1 92, t 05 1 895, reject H0 in favor of H1

(e) conclude μ1 < μ2

6. (a) d 1 29; the mean of sample 1 is 1.29 standard deviations below the mean of
sample 2, which is a “large” effect by Cohen’s criteria. Because .40 of the area in a
normal distribution falls between the mean and z 1 29 (Table A), this effect size
indicates that the average person in Population 2 falls at the 90th percentile of the
Population 1 distribution (assuming population normality).

(b) ω̂2 23, meaning that 23% of the variance in scores is accounted for, or explained,
by group membership (i.e., whether participants are drawn from the first population
or the second population).

7. (a) 1.746
(b) ±2.797
(c) −1.701
(d) ±2.750

10. (a) H0: μ1 − μ2 0, H1: μ1 − μ2 0
(b) X1 −X2 7 5, SS1 2601, SS2 2164 07, sX1 −X2

2 82, t 2 66, t 05
1 684, reject H0 in favor of H1.

(c) Eighth-grade boys, on average, hold more positive views regarding the usefulness
and relevance of science for adult life.

13. (a) The differences between women and men are large and important.
(b) H0: μwomen − μmen 0was tested and rejected; the conclusion is that μwomen − μmen 0.
(c) Yes. Very large samples would result in a very small standard error sX1 −X2

and, therefore, a large t ratio.

(d) You would want to seeXwomen,Xmen, and spooled, along with the estimated effect
size, d.

14. (a) H0: μ1 − μ2 0, H1: μ1 − μ2 0
(b) X1 −X2 −2, sX1 −X2

1 31, t 1 52, t 05 ±2 048, retain H0.
(c) There appears to be no effect of immediate testing on memory.

15. (a) Zero. From the retention of H0: μ1 − μ2 0 in Problem 14, you know that zero is a
reasonable possibility for μ1 − μ2 (α 05). Consequently, zero will fall in the 95%
confidence interval for μ1 − μ2.
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(b) −2± (2 048)(1 31) 2±2 68, or −4.68 to 0.68. No surprises—the 95% con-
fidence interval indeed includes zero.

(c) It will include zero in this instance. Because a 99% confidence interval is wider
than a 95% confidence interval (given the same data), the former will include
zero whenever the latter does.

(d) −2± (2 763)(1 31) 2±3 62, or −5.62 to 1.62. No surprises here either: The
99% confidence interval indeed is wider and includes zero.

19. In Problems 8, 14, and 16 because randomization was used; it was not used in Problems 9
and 10.

Chapter 15

1. No. “Matching” involves forming pairs according to a characteristic that varies across
individuals; grade in school has been held constant for all individuals.

3. (a) SSpre 30 SSpost 38 rpre post 68
(b) s2pre 7 5, s2post 9 5

(c) sX1 −X2

7 5 9 5−2( 68)(2 74)(3 08)
5

1 05

(d) t 2 1 05 1 90 t 05 2 132 retain H0.
(e) There is insufficient evidence to conclude an effect from pretest to posttest.

5. (a) H0: μD 0 H1: μD 0
(b) D 2 67 SSD 27 33 sD 95
(c) t 2 67 95 2 81 t 05 ±2 571; reject H0.
(d) Conclude μD 0 (i.e., μmusic − μwhite noise 0): Problem solving is faster with

white noise than with background music.

6. (a) sX1 −X2

76 86 50 57− 2( 04)(8 77)(7 11)
8

3 91

(b) H0: μ1 − μ2 0 H1: μ1 − μ2 0
(c) t 12 00 3 91 3 07 t 01 ±3 499; retain H0.
(d) The sample difference is insufficient to permit the conclusion that a real differ-

ence exists between the two training programs.

(e) Such a low correlation (r12 04) will not appreciably reduce the standard error,
thus negating the statistical advantage of forming matched pairs.

8. (a) Because H0: μ1 − μ2 0 was earlier rejected (α 05, two-tailed), you know that
a 95% confidence interval would not include zero.

(b) 2.67 ± (2.571)(.95), or .23 to 5.11. With 95% confidence, you conclude that
the “true” treatment effect is between .23 and 5.11 milliseconds in favor of the
white-noise condition.

9. (a) H0: μD 0 H1: μD 0
(b) D 4 86 SSD 136 86 sD 1 81
(c) t 4 86 1 81 2 69 t 05 ±2 447 reject H0.
(d) Conclude μD < 0 (i.e., μbrowser1 − μbrowser2 < 0): Finding the desired information

on the Internet is faster when using browser 1.
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13. (a) Unlike Problems 6 and 11, here there is no random assignment within pairs.
(b) With random assignment, it is much easier to clarify cause-and-effect relation-

ships.

(c) Volunteer parents are more likely to provide academic assistance and encourage-
ment to their children.

Chapter 16

3. (a) H0: μ1 μ2 μ3 μ4
(b) There are many ways in which H0 can be incorrect.
(c) For example, μ1 μ2 μ3 μ4; every μ is unequal to every other μ; μ1 μ2

μ3 μ4.
(d) As written, this H1 states that adjacent μ’s are unequal (e.g., μ1 could still equal

μ3). This H1 includes only part of the possible ways H0 could be incorrect.

4. (a) H0: μ1 μ2 μ3; H1: the entire set of possibilities other than equality of the three
population means.

(b) SSwithin 44 SSbetween 16 SStotal 60
(c) dfwithin 3 dfbetween 2 dftotal 5
(d) s2within 14 67 s2between 8 F 55
(e) H0 is retained (F 05 9 55): There is no evidence that the three treatment condi-

tions differentially affect student behavior.

6. (a) F 05 3 13, F 01 4 92
(b) F 05 2 87, F 01 4 43
(c) F 05 2 70, F 01 3 98
(d) F 05 3 23, F 01 5 18

8. (a) 2
(b) 552
(c) p 05 (F 05 3 55)
(d) 3312
(e) 18
(f) 20

11. Because the variances (obtained here by squaring the standard deviations) are appreciably
different and the ns are markedly unequal, the F test would be inappropriate in this case.

12. (a) H0: μ1 μ2 μ3
(b) SSwithin 96 SSbetween 98 SStotal 194
(c) dfwithin 9 dfbetween 2 dftotal 11
(d) Summary table:

Source SS df MS F p

Between-groups 98 2 49 4.59 p < .05
Within-groups 96 9 10.67
Total 194 11
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(e) Reject H0 (F 05 4 26).
(f) ω̂2 37, or 37% of the variance in phonological awareness scores is explained by

the independent variable, reading program.

(g) In the population, the mean phonological awareness of students differs across the
reading programs. A post hoc test (e.g., Tukey) should be conducted to
determine which of the three possible comparisons—X1 versusX2,X1 versusX3,
X2 versusX3—is (are) statistically significant.

17. (a) 10
(b)

X1 = 20.3 X2 = 12.2 X3 = 15.3 X4 = 13.6 X5 = 19.1

X1 20.3 — 8.1 5.0 6.7 1.2
X2 12.2 — −3.1 −1.4 −6.9
X3 15.3 — 1.7 −3.8
X4 13.6 — −5.5
X5 19.1 —

(c) HSD 4 04 20 5 9 6 10; μ1 μ2, μ1 μ4, μ2 < μ5
(d) HSD 4 93 20 5 9 7 44; μ1 μ2

18. (a) H0: μ1 μ2 μ3 μ4
(b) X1 24 2 X2 29 5 X3 33 1 X4 26 4 X 28 3
(c) SSwithin 1628 4 SSbetween 449 SStotal 1628 4 449 2077 4
(d) F 3 31, reject H0 (F 05 2 86). Summary table:

Source SS df MS F p

Between-groups 449 3 149.67 3.31 p < .05
Within-groups 1628.4 36 45.23
Total 2077.4 39

(e) HSD 3 85 45 23 10 8 19; only the difference between X1 and X3 (−8.9)
exceeds this value.

(f) ω̂2 15, or 15% of the variance in the response variable (number of metacogni-
tive strategies invoked by the child) is explained by the independent variable,
teaching method.

(g) μ3 μ1: Method 3 is superior to Method 1 for teaching metacognitive strategies
to fifth graders.

19. (a) μ1 − μ2: −5 3±8 19, or −13.49 to 2.89
μ1 − μ3: −8 9±8 19, or −17.09 to −.71
μ1 − μ4: −2 2±8 19, or −10.39 to 5.99
μ2 − μ3: −3 6±8 19, or −11.79 to 4.59
μ2 − μ4: 3 1± 8 19, or −5.09 to 11.29
μ3 − μ4: 6 7± 8 19, or −1.49 to 14.89

(b) They agree, of course: Where H0 had been retained, the 95% confidence interval
includes 0; where H0 had been rejected (μ1 − μ3), 0 falls outside the 95% con-
fidence interval.
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20. (a) Problem 12: Because students were not randomly assigned to the instructional
programs, it is difficult to conclude that a causal relationship exists between the
instructional program and the phonological awareness of students.

(b) The three schools may also differ in the socioeconomic status of the community
they serve, the teacher-student ratio, or the level of experience and ability of the
teaching staff.

Chapter 17

1. You would point out, we trust, that these procedures are appropriate only for testing
H0: ρ 0. A “normalizing” procedure is required where H0 specifies a value for ρ
other than 0.

2. (a) sr 175, t 2 17, t 05 ±2 048, reject H0.
(b) sr 283, t 2 12, t 05 ±2 306, retain H0.
(c) sr 127, t 1 34, t 01 ±2 660, retain H0.
(d) sr 066, t 10 45, t 05 1 658, reject H0.
(e) sr 077, t 5 58, t 01 2 358, reject H0.

3. (a) r 05 ± 361, reject H0.
(b) r 05 ± 632, retain H0.
(c) r 01 ± 325, retain H0.
(d) r 05 150, reject H0.
(e) r 01 − 210, reject H0.

(The statistical decisions, of course, necessarily agree across the two problems.)

8. (a) r 05 441 (one-tailed); retain H0.
(b) approximate interval: −.14 to .76
(c) The very wide interval indicates that the sample was far too small to allow for es-

timating ρ with satisfactory precision.

9. (a) .62 to .98
(b) −.19 to .86
(c) −.49 to .74
(d) −.17 to .52
(e) .01 to .38

10. (a) Intervals are narrower for higher values of r: for samples of a given size, the
higher the correlation the less the sampling error.

(b) Intervals are narrower for larger values of n: For a given sample r, the larger the
sample size the less the sampling error.

14. For large samples, the sampling error is sufficiently small that r alone can be taken as
a fairly accurate estimate of ρ. For small samples, sampling error can be substantial
and should be taken into account by means of an interval estimate.

15. (a) No, because the scatterplot reveals considerable curvilinearity.
(b) Because Pearson r is a measure of linear association, r will underestimate the

degree of relationship between these two variables (see Section 7.7).

17. The correlation based on the second sample probably would be larger because
of less variability—that is, a restriction of range—in one or both variables (see Section 7.7).
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Chapter 18

1. (a) χ205 7 81, χ201 11 34 (df 3)
(b) χ205 5 99, χ201 9 21 (df 2)
(c) χ205 3 84, χ201 6 63 (df 1)
(d) χ205 3 84, χ201 6 63 (df 1)
(e) χ205 11 07, χ201 15 09 (df 5)

3. (a) H0: πA 25, πB 25, πC 25, πD 25; H0: πA πB πC πD
(b) No, because there are many ways H0 can be false.
(c) fe 60 4 15 for each test. (Yes, they sum to 60.)
(d) χ2 12 00, χ201 11 34, reject H0.
(e) The four tests differ in popularity. Test D is chosen more, and Test B less, than

chance would dictate.

5. (a) H0: πdropout 80, H1: πdropout < 80
(b) χ2 61 25, χ205 3 84, reject H0.
(c) The intervention is effective in decreasing dropout.

6. (a) .36

(b) With 95% confidence, we can conclude that the dropout rate in the population is
between 24% and 51%. (The population is all gang members in this high school
who potentially could participate in the stay-in-school intervention.)

(c) πL 23, πU 50. Figure 18.3, of course, provides only values for πL and πU.
Furthermore, this figure has no explicit reference to either P 36 or n 45,
which results in even greater approximation. Nevertheless, πL 23 and πU 50
are almost identical to the hand-calculated values obtained in Problem 6b.

10. (a) The proportion of rural citizens who are in favor of (or who oppose) the refer-
endum is equal to the proportion of urban citizens who are in favor of (or who
oppose) the referendum.

(b)

(c) χ2 18 45, χ205 3 84 and χ201 6 63, reject H0 at either level. (In actual prac-
tice, of course, you would specify only one level of significance.)

πL
45

48 84
36

1 92
45

1 96
36( 64)
45

96
2025

24

πU
45

48 84
36

1 92
45

1 96
36( 64)
45

96
2025

51

(b)

In Favor Opposed frow

Rural fo 35 fo 55 90

fe 48.59 fe 41.41

Urban fo 53 fo 20 73

fe 39.41 fe 33.59

fcol 88 75 163
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(d) One’s position on the gay rights referendum is dependent on whether one resides
in an urban or rural community.

(e) Rural: .39 in favor and .61 opposed; urban: .73 in favor and .27 opposed. More
people from urban communities are in favor of the referendum in comparison to
people from rural communities.

12. χ2 18 44 (which, allowing for rounding, is the same as that obtained for Problem 9c).

13. Because the before and after responses are based on the same individuals, these
observations are not independent of one another. Consequently, the χ2 test of
independence is inappropriate in this instance.

16. (a) The two variables are independent: The choice of candidate is unrelated to the
respondent’s household income.

(b)

(c) χ2 3 07, χ205 12 59, retain H0.
(d) Candidate choice is unrelated to the respondent’s household income.

17. To answer this question, a one-variable χ2 is carried out on the column frequencies.
χ2 1 95, χ205 5 99, retain H0.

Chapter 19

1. (a) .20
(b) This question makes no sense: Power is the probability of rejecting H0 given that

it is false.

3. (a) 429
(b) 48
(c) 18
(d) 10

5. (a) .25, or only one in four
(b) one in four

8. (a) 201 in each group
(b) larger
(c) smaller

Jadallah Yung Pandiscio frow

less than fo 8 fo 11 fo 6 25

$20,000 fe 8.44 fe 9.22 fe 7.33

$20,000– fo 23 fo 17 fo 18 58

$39,999 fe 19.59 fe 21.40 fe 17.01

$40,000– fo 20 fo 22 fo 20 62

$59,999 fe 20.94 fe 22.87 fe 18.19

$60,000 or fo 25 fo 33 fo 22 80

more fe 27.02 fe 29.51 fe 23.47

fcol 76 83 66 225
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9. (a) H0 : ρ 0, H1: ρ 0
(b) 37
(c) .20
(d) .60
(e) .40

10. (a) 783
(b) 17
(c) 12
(d) 91
(e) 25
(f) 8
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APPENDIX C

Statistical Tables
Table C.1 Areas under the Normal Curve

Column 2 gives the proportion of the
area under the entire curve that is
between the mean (z 0) and
the positive value of z. Areas for
negative values of z are the same
as for positive values, because the
curve is symmetrical.

Column 3 gives the proportion of the
area under the entire curve that
falls beyond the stated positive
value of z. Areas for negative
values of z are the same, because
the curve is symmetrical.

Table A Areas under the Normal Curve

0 z

Area
(col. 2)

Area
(col. 3)

0 z

Area Area Area Area Area Area
Between Beyond Between Beyond Between Beyond

z Mean and z z z Mean and z z z Mean and z z

1 2 3 1 2 3 1 2 3

0.00 .0000 .5000 0.15 .0596 .4404 0.30 .1179 .3821

0.01 .0040 .4960 0.16 .0636 .4364 0.31 .1217 .3783

0.02 .0080 .4920 0.17 .0675 .4325 0.32 .1255 .3745

0.03 .0120 .4880 0.18 .0714 .4286 0.33 .1293 .3707

0.04 .0160 .4840 0.19 .0753 .4247 0.34 .1331 .3669

0.05 .0199 .4801 0.20 .0793 .4207 0.35 .1368 .3632

0.06 .0239 .4761 0.21 .0832 .4168 0.36 .1406 .3594

0.07 .0279 .4721 0.22 .0871 .4129 0.37 .1443 .3557

0.08 .0319 .4681 0.23 .0910 .4090 0.38 .1480 .3520

0.09 .0359 .4641 0.24 .0948 .4052 0.39 .1517 .3483

0.10 .0398 .4602 0.25 .0987 .4013 0.40 .1554 .3446

0.11 .0438 .4562 0.26 .1026 .3974 0.41 .1591 .3409

0.12 .0478 .4522 0.27 .1064 .3936 0.42 .1628 .3372

0.13 .0517 .4483 0.28 .1103 .3897 0.43 .1664 .3336

0.14 .0557 .4443 0.29 .1141 .3859 0.44 .1700 .3300

(Table continues on next page)
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Area Area Area Area Area Area
Between Beyond Between Beyond Between Beyond

z Mean and z z z Mean and z z z Mean and z z

1 2 3 1 2 3 1 2 3

0.45 .1736 .3264 0.80 .2881 .2119 1.15 .3749 .1251

0.46 .1772 .3228 0.81 .2910 .2090 1.16 .3770 .1230

0.47 .1808 .3192 0.82 .2939 .2061 1.17 .3790 .1210

0.48 .1844 .3156 0.83 .2967 .2033 1.18 .3810 .1190

0.49 .1879 .3121 0.84 .2995 .2005 1.19 .3830 .1170

0.50 .1915 .3085 0.85 .3023 .1977 1.20 .3849 .1151

0.51 .1950 .3050 0.86 .3051 .1949 1.21 .3869 .1131

0.52 .1985 .3015 0.87 .3078 .1922 1.22 .3888 .1112

0.53 .2019 .2981 0.88 .3106 .1894 1.23 .3907 .1093

0.54 .2054 .2946 0.89 .3133 .1867 1.24 .3925 .1075

0.55 .2088 .2912 0.90 .3159 .1841 1.25 .3944 .1056

0.56 .2123 .2877 0.91 .3186 .1814 1.26 .3962 .1038

0.57 .2157 .2843 0.92 .3212 .1788 1.27 .3980 .1020

0.58 .2190 .2810 0.93 .3238 .1762 1.28 .3997 .1003

0.59 .2224 .2776 0.94 .3264 .1736 1.29 .4015 .0985

0.60 .2257 .2743 0.95 .3289 .1711 1.30 .4032 .0968

0.61 .2291 .2709 0.96 .3315 .1685 1.31 .4049 .0951

0.62 .2324 .2676 0.97 .3340 .1660 1.32 .4066 .0934

0.63 .2357 .2643 0.98 .3365 .1635 1.33 .4082 .0918

0.64 .2389 .2611 0.99 .3389 .1611 1.34 .4099 .0901

0.65 .2422 .2578 1.00 .3413 .1587 1.35 .4115 .0885

0.66 .2454 .2546 1.01 .3438 .1562 1.36 .4131 .0869

0.67 .2486 .2514 1.02 .3461 .1539 1.37 .4147 .0853

0.68 .2517 .2483 1.03 .3485 .1515 1.38 .4162 .0838

0.69 .2549 .2451 1.04 .3508 .1492 1.39 .4177 .0823

0.70 .2580 .2420 1.05 .3531 .1469 1.40 .4192 .0808

0.71 .2611 .2389 1.06 .3554 .1446 1.41 .4207 .0793

0.72 .2642 .2358 1.07 .3577 .1423 1.42 .4222 .0778

0.73 .2673 .2327 1.08 .3599 .1401 1.43 .4236 .0764

0.74 .2704 .2296 1.09 .3621 .1379 1.44 .4251 .0749

0.75 .2734 .2266 1.10 .3643 .1357 1.45 .4265 .0735

0.76 .2764 .2236 1.11 .3665 .1335 1.46 .4279 .0721

0.77 .2794 .2206 1.12 .3686 .1314 1.47 .4292 .0708

0.78 .2823 .2177 1.13 .3708 .1292 1.48 .4306 .0694

0.79 .2852 .2148 1.14 .3729 .1271 1.49 .4319 .0681

(Table continues on next page)
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Area Area Area Area Area Area
Between Beyond Between Beyond Between Beyond

z Mean and z z z Mean and z z z Mean and z z

1 2 3 1 2 3 1 2 3

1.50 .4332 .0668 1.85 .4678 .0322 2.20 .4861 .0139

1.51 4345 .0655 1.86 .4686 .0314 2.21 .4864 .0136

1.52 .4357 .0643 1.87 .4693 .0307 2.22 .4868 .0132

1.53 .4370 .0630 1.88 .4699 .0301 2.23 .4871 .0129

1.54 .4382 .0618 1.89 .4706 .0294 2.24 .4875 .0125

1.55 .4394 .0606 1.90 .4713 .0287 2.25 .4878 .0122

1.56 .4406 .0594 1.91 .4719 .0281 2.26 .4881 .0119

1.57 .4418 .0582 1.92 .4726 .0274 2.27 .4884 .0116

1.58 .4429 .0571 1.93 .4732 .0268 2.28 .4887 .0113

1.59 .4441 .0559 1.94 .4738 .0262 2.29 .4890 .0110

1.60 .4452 .0548 1.95 .4744 .0256 2.30 .4893 .0107

1.61 .4463 .0537 1.96 .4750 .0250 2.31 .4896 .0104

1.62 .4474 .0526 1.97 .4756 .0244 2.32 .4898 .0102

1.63 .4484 .0516 1.98 .4761 .0239 2.33 .4901 .0099

1.64 .4495 .0505 1.99 .4767 .0233 2.34 .4904 .0096

1.65 .4505 .0495 2.00 .4772 .0228 2.35 .4906 .0094

1.66 .4515 .0485 2.01 .4778 .0222 2.36 .4909 .0091

1.67 .4525 .0475 2.02 .4783 .0217 2.37 .4911 .0089

1.68 .4535 .0465 2.03 .4788 .0212 2.38 .4913 .0087

1.69 .4545 .0455 2.04 .4793 .0207 2.39 .4916 .0084

1.70 .4554 .0446 2.05 .4798 .0202 2.40 .4918 .0082

1.71 .4564 .0436 2.06 .4803 .0197 2.41 .4920 .0080

1.72 .4573 .0427 2.07 .4808 .0192 2.42 .4922 .0078

1.73 .4582 .0418 2.08 .4812 .0188 2.43 .4925 .0075

1.74 .4591 .0409 2.09 .4817 .0183 2.44 .4927 .0073

1.75 .4599 .0401 2.10 .4821 .0179 2.45 .4929 .0071

1.76 .4608 .0392 2.11 .4826 .0174 2.46 .4931 .0069

1.77 .4616 .0384 2.12 .4830 .0170 2.47 .4932 .0068

1.78 .4625 .0375 2.13 .4834 .0166 2.48 .4934 .0066

1.79 .4633 .0367 2.14 .4838 .0162 2.49 .4936 .0064

1.80 .4641 .0359 2.15 .4842 .0158 2.50 .4938 .0062

1.81 .4649 .0351 2.16 .4846 .0154 2.51 .4940 .0060

1.82 .4656 .0344 2.17 .4850 .0150 2.52 .4941 .0059

1.83 .4664 .0336 2.18 .4854 .0146 2.53 .4943 .0057

1.84 .4671 .0329 2.19 .4857 .0143 2.54 .4945 .0055

(Table continues on next page)
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Area Area Area Area Area Area
Between Beyond Between Beyond Between Beyond

z Mean and z z z Mean and z z z Mean and z z

1 2 3 1 2 3 1 2 3

2.55 .4946 .0054 2.80 .4974 .0026 3.05 .4989 .0011

2.56 .4948 .0052 2.81 .4975 .0025 3.06 .4989 .0011

2.57 .4949 .0051 2.82 .4976 .0024 3.07 .4989 .0011

2.58 .4951 .0049 2.83 .4977 .0023 3.08 .4990 .0010

2.59 .4952 .0048 2.84 .4977 .0023 3.09 .4990 .0010

2.60 .4953 .0047 2.85 .4978 .0022 3.10 .4990 .0010

2.61 .4955 .0045 2.86 .4979 .0021 3.11 .4991 .0009

2.62 .4956 .0044 2.87 .4979 .0021 3.12 .4991 .0009

2.63 .4957 .0043 2.88 .4980 .0020 3.13 .4991 .0009

2.64 .4959 .0041 2.89 .4981 .0019 3.14 .4992 .0008

2.65 .4960 .0040 2.90 .4981 .0019 3.15 .4992 .0008

2.66 .4961 .0039 2.91 .4982 .0018 3.16 .4992 .0008

2.67 .4962 .0038 2.92 .4982 .0018 3.17 .4992 .0008

2.68 .4963 .0037 2.93 .4983 .0017 3.18 .4993 .0007

2.69 .4964 .0036 2.94 .4984 .0016 3.19 .4993 .0007

2.70 .4965 .0035 2.95 .4984 .0016 3.20 .4993 .0007

2.71 .4966 .0034 2.96 .4985 .0015 3.21 .4993 .0007

2.72 .4967 .0033 2.97 .4985 .0015 3.22 .4994 .0006

2.73 .4968 .0032 2.98 .4986 .0014 3.23 .4994 .0006

2.74 .4969 .0031 2.99 .4986 .0014 3.24 .4994 .0006

2.75 .4970 .0030 3.00 .4987 .0013 3.30 .4995 .0005

2.76 .4971 .0029 3.01 .4987 .0013 3.40 .4997 .0003

2.77 .4972 .0028 3.02 .4987 .0013 3.50 .4998 .0002

2.78 .4973 .0027 3.03 .4988 .0012 3.60 .4998 .0002

2.79 .4974 .0026 3.04 .4988 .0012 3.70 .4999 .0001

Table A (Continued)
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Table C.2 Student’s t Distribution

The first column identifies the specific t distribution according to its degrees of freedom. Other columns give
the value of t that corresponds to the area beyond t in one or both tails, according to the particular column
heading. Areas beyond negative values of t are the same as those beyond positive values, because the curve is
symmetrical.

0

Two tails:

Area Area

0 t

One tail:

Area

0–t

–t t

One tail:

Area

Table B Student’s t Distribution
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Area in Both Tails
.20 .10 .05 .02 .01

Area in One Tail
df .10 .05 .025 .01 .005

1 3.078 6.314 12.706 31.821 63.657
2 1.886 2.920 4.303 6.965 9.925
3 1.638 2.353 3.182 4.541 5.841
4 1.533 2.132 2.776 3.747 4.604
5 1.476 2.015 2.571 3.365 4.032
6 1.440 1.943 2.447 3.143 3.707
7 1.415 1.895 2.365 2.998 3.499
8 1.397 1.860 2.306 2.896 3.355
9 1.383 1.833 2.262 2.821 3.250
10 1.372 1.812 2.228 2.764 3.169
11 1.363 1.796 2.201 2.718 3.106
12 1.356 1.782 2.179 2.681 3.055
13 1.350 1.771 2.160 2.650 3.012
14 1.345 1.761 2.145 2.624 2.977
15 1.341 1.753 2.132 2.602 2.947
16 1.337 1.746 2.120 2.583 2.921
17 1.333 1.740 2.110 2.567 2.898
18 1.330 1.734 2.101 2.552 2.878
19 1.328 1.729 2.093 2.539 2.861
20 1.325 1.725 2.086 2.528 2.845
21 1.323 1.721 2.080 2.518 2.831
22 1.321 1.717 2.074 2.508 2.819
23 1.319 1.714 2.069 2.500 2.807
24 1.318 1.711 2.064 2.492 2.797
25 1.316 1.708 2.060 2.485 2.787
26 1.315 1.706 2.056 2.479 2.779
27 1.314 1.703 2.052 2.473 2.771
28 1.313 1.701 2.048 2.467 2.763
29 1.311 1.699 2.045 2.462 2.756
30 1.310 1.697 2.042 2.457 2.750
40 1.303 1.684 2.021 2.423 2.704
60 1.296 1.671 2.000 2.390 2.660
120 1.289 1.658 1.980 2.358 2.617

1.282 1.645 1.960 2.326 2.576

Source: Values reported in Table B were calculated using EXCEL’s T.INV and T.INV.2T functions.
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Table C.3 The F Distribution

The values of F are those corresponding to
5% (Roman type) and 1% (boldface type)
of the area in the upper tail of the distribution.
The specific F distribution must be identified
by the number of degrees of freedom
characterizing the numerator and the
denominator of F.

F.050 F.01

Area = .05
Area = .01

Degrees of
Freedom:

Degrees of Freedom: Numerator

Denominator 1 2 3 4 5 6 7 8 9 10 11 12 14 16 20

1 161 200 216 225 230 234 237 239 241 242 243 244 245 246 248
4,052 4,999 5,403 5,625 5,764 5,859 5,928 5,981 6,022 6,056 6,082 6,106 6,142 6,169 6,208

2 18.51 19.00 19.16 19.25 19.30 19.33 19.36 19.37 19.38 19.39 19.40 19.41 19.42 19.43 19.44
98.49 99.00 99.17 99.25 99.30 99.33 99.34 99.36 99.38 99.40 99.41 99.42 99.43 99.44 99.45

3 10.13 9.55 9.28 9.12 9.01 8.94 8.88 8.84 8.81 8.78 8.76 8.74 8.71 8.69 8.66
34.12 30.82 29.46 28.71 28.24 27.91 27.67 27.49 27.34 27.23 27.13 27.05 26.92 26.83 26.69

4 7.71 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00 5.96 5.93 5.91 5.87 5.84 5.80
21.20 18.00 16.69 15.98 15.52 15.21 14.98 14.80 14.66 14.54 14.45 14.37 14.24 14.15 14.02

5 6.61 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.78 4.74 4.70 4.68 4.64 4.60 4.56
16.26 13.27 12.06 11.39 10.97 10.67 10.45 10.27 10.15 10.05 9.96 9.89 9.77 9.68 9.55

6 5.99 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4.10 4.06 4.03 4.00 3.96 3.92 3.87
13.74 10.92 9.78 9.15 8.75 8.47 8.26 8.10 7.98 7.87 7.79 7.72 7.60 7.52 7.39

7 5.59 4.47 4.35 4.12 3.97 3.87 3.79 3.73 3.68 3.63 3.60 3.57 3.52 3.49 3.44
12.25 9.55 8.45 7.85 7.46 7.19 7.00 6.84 6.71 6.62 6.54 6.47 6.35 6.27 6.15

8 5.32 4.46 4.07 3.84 3.69 3.58 3.50 3.44 3.39 3.34 3.31 3.28 3.23 3.20 3.15
11.26 8.65 7.59 7.01 6.63 6.37 6.19 6.03 5.91 5.82 5.74 5.67 5.56 5.48 5.36

9 5.12 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18 3.13 3.10 3.07 3.02 2.98 2.93
10.56 8.02 6.99 6.42 6.06 5.80 5.62 5.47 5.35 5.26 5.18 5.11 5.00 4.92 4.80

10 4.96 4.10 3.71 3.48 3.33 3.22 3.14 3.07 3.02 2.97 2.94 2.91 2.86 2.82 2.77
10.04 7.56 6.55 5.99 5.64 5.39 5.21 5.06 4.95 4.85 4.78 4.71 4.60 4.52 4.41

11 4.84 3.98 3.59 3.36 3.20 3.09 3.01 2.95 2.90 2.86 2.82 2.79 2.74 2.70 2.65
9.65 7.20 6.22 5.67 5.32 5.07 4.88 4.74 4.63 4.54 4.46 4.40 4.29 4.21 4.10

12 4.75 3.88 3.49 3.26 3.11 3.00 2.92 2.85 2.80 2.76 2.72 2.69 2.64 2.60 2.54
9.33 6.93 5.95 5.41 5.06 4.82 4.65 4.50 4.39 4.30 4.22 4.16 4.05 3.98 3.86

13 4.67 3.80 3.41 3.18 3.02 2.92 2.84 2.77 2.72 2.67 2.63 2.60 2.55 2.51 2.46
9.07 6.70 5.74 5.20 4.86 4.62 4.44 4.30 4.19 4.10 4.02 3.96 3.85 3.78 3.67

14 4.60 3.74 3.34 3.11 2.96 2.85 2.77 2.70 2.65 2.60 2.56 2.53 2.48 2.44 2.39
8.86 6.51 5.56 5.03 4.69 4.46 4.28 4.14 4.03 3.94 3.86 3.80 3.70 3.62 3.51

15 4.54 3.68 3.29 3.06 2.90 2.79 2.70 2.64 2.59 2.55 2.51 2.48 2.43 2.39 2.33
8.68 6.36 5.42 4.89 4.56 4.32 4.14 4.00 3.89 3.80 3.73 3.67 3.56 3.48 3.36

Source: Statistical Methods, 8th Edition, by G. W. Snedecor and W. G. Cochran © 1989 by John Wiley & Sons, Inc.
(Table continues on next page)

Table C The F Distribution

Degrees of Degrees of Freedom: Numerator
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Degrees of
Freedom:

Degrees of Freedom: Numerator

Denominator 1 2 3 4 5 6 7 8 9 10 11 12 14 16 20

16 4.49 3.63 3.24 3.01 2.85 2.74 2.66 2.59 2.54 2.49 2.45 2.42 2.37 2.33 2.28
8.53 6.23 5.29 4.77 4.44 4.20 4.03 3.89 3.78 3.69 3.61 3.55 3.45 3.37 3.25

17 4.45 3.59 3.20 2.96 2.81 2.70 2.62 2.55 2.50 2.45 2.41 2.38 2.33 2.29 2.23
8.40 6.11 5.18 4.67 4.34 4.10 3.93 3.79 3.68 3.59 3.52 3.45 3.35 3.27 3.16

18 4.41 3.55 3.16 2.93 2.77 2.66 2.58 2.51 2.46 2.41 2.37 2.34 2.29 2.25 2.19
8.28 6.01 5.09 4.58 4.25 4.01 3.85 3.71 3.60 3.51 3.44 3.37 3.27 3.19 3.07

19 4.38 3.52 3.13 2.90 2.74 2.63 2.55 2.48 2.43 2.38 2.34 2.31 2.26 2.21 2.15
8.18 5.93 5.01 4.50 4.17 3.94 3.77 3.63 3.52 3.43 3.36 3.30 3.19 3.12 3.00

20 4.35 3.49 3.10 2.87 2.71 2.60 2.52 2.45 2.40 2.35 2.31 2.28 2.23 2.18 2.12
8.10 5.85 4.94 4.43 4.10 3.87 3.71 3.56 3.45 3.37 3.30 3.23 3.13 3.05 2.94

21 4.32 3.47 3.07 2.84 2.68 2.57 2.49 2.42 2.37 2.32 2.28 2.25 2.20 2.15 2.09
8.02 5.78 4.87 4.37 4.04 3.81 3.65 3.51 3.40 3.31 3.24 3.17 3.07 2.99 2.88

22 4.30 3.44 3.05 2.82 2.66 2.55 2.47 2.40 2.35 2.30 2.26 2.23 2.18 2.13 2.07
7.94 5.72 4.82 4.31 3.99 3.76 3.59 3.45 3.35 3.26 3.18 3.12 3.02 2.94 2.83

23 4.28 3.42 3.03 2.80 2.64 2.53 2.45 2.38 2.32 2.28 2.24 2.20 2.14 2.10 2.04
7.88 5.66 4.76 4.26 3.94 3.71 3.54 3.41 3.30 3.21 3.14 3.07 2.97 2.89 2.78

24 4.26 3.40 3.01 2.78 2.62 2.51 2.43 2.36 2.30 2.26 2.22 2.18 2.13 2.09 2.02
7.82 5.61 4.72 4.22 3.90 3.67 3.50 3.36 3.25 3.17 3.09 3.03 2.93 2.85 2.74

25 4.24 3.38 2.99 2.76 2.60 2.49 2.41 2.34 2.28 2.24 2.20 2.16 2.11 2.06 2.00
7.77 5.57 4.68 4.18 3.86 3.63 3.46 3.32 3.21 3.13 3.05 2.99 2.89 2.81 2.70

26 4.22 3.37 2.98 2.74 2.59 2.47 2.39 2.32 2.27 2.22 2.18 2.15 2.10 2.05 1.99
7.72 5.53 4.64 4.14 3.82 3.59 3.42 3.29 3.17 3.09 3.02 2.96 2.86 2.77 2.66

27 4.21 3.35 2.96 2.73 2.57 2.46 2.37 2.30 2.25 2.20 2.16 2.13 2.08 2.03 1.97
7.68 5.49 4.60 4.11 3.79 3.56 3.39 3.26 3.14 3.06 2.98 2.93 2.83 2.74 2.63

28 4.20 3.34 2.95 2.71 2.56 2.44 2.36 2.29 2.24 2.19 2.15 2.12 2.06 2.02 1.96
7.64 5.45 4.57 4.07 3.76 3.53 3.36 3.23 3.11 3.03 2.95 2.90 2.80 2.71 2.60

29 4.18 3.33 2.93 2.70 2.54 2.43 2.35 2.28 2.22 2.18 2.14 2.10 2.05 2.00 1.94
7.60 5.42 4.54 4.04 3.73 3.50 3.33 3.20 3.08 3.00 2.92 2.87 2.77 2.68 2.57

30 4.17 3.32 2.92 2.69 2.53 2.42 2.34 2.27 2.21 2.16 2.12 2.09 2.04 1.99 1.93
7.56 5.39 4.51 4.02 3.70 3.47 3.30 3.17 3.06 2.98 2.90 2.84 2.74 2.66 2.55

32 4.15 3.30 2.90 2.67 2.51 2.40 2.32 2.25 2.19 2.14 2.10 2.07 2.02 1.97 1.91
7.50 5.34 4.46 3.97 3.66 3.42 3.25 3.12 3.01 2.94 2.86 2.80 2.70 2.62 2.51

34 4.13 3.28 2.88 2.65 2.49 2.38 2.30 2.23 2.17 2.12 2.08 2.05 2.00 1.95 1.89
7.44 5.29 4.42 3.93 3.61 3.38 3.21 3.08 2.97 2.89 2.82 2.76 2.66 2.58 2.47

36 4.11 3.26 2.86 2.63 2.48 2.36 2.28 2.21 2.15 2.10 2.06 2.03 1.98 1.93 1.87
7.39 5.25 4.38 3.89 3.58 3.35 3.18 3.04 2.94 2.86 2.78 2.72 2.62 2.54 2.43

38 4.10 3.25 2.85 2.62 2.46 2.35 2.26 2.19 2.14 2.09 2.05 2.02 1.96 1.92 1.85
7.35 5.21 4.34 3.86 3.54 3.32 3.15 3.02 2.91 2.82 2.75 2.69 2.59 2.51 2.40

40 4.08 3.23 2.84 2.61 2.45 2.34 2.25 2.18 2.12 2.07 2.04 2.00 1.95 1.90 1.84
7.31 5.18 4.31 3.83 3.51 3.29 3.12 2.99 2.88 2.80 2.73 2.66 2.56 2.49 2.37

(Table continues on next page)

Table C (Continued)
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Degrees of
Freedom:

Degrees of Freedom: Numerator

Denominator 1 2 3 4 5 6 7 8 9 10 11 12 14 16 20

42 4.07 3.22 2.83 2.59 2.44 2.32 2.24 2.17 2.11 2.06 2.02 1.99 1.94 1.89 1.82
7.27 5.15 4.29 3.80 3.49 3.26 3.10 2.96 2.86 2.77 2.70 2.64 2.54 2.46 2.35

44 4.06 3.21 2.82 2.58 2.43 2.31 2.23 2.16 2.10 2.05 2.01 1.98 1.92 1.88 1.81
7.24 5.12 4.26 3.78 3.46 3.24 3.07 2.94 2.84 2.75 2.68 2.62 2.52 2.44 2.32

46 4.05 3.20 2.81 2.57 2.42 2.30 2.22 2.14 2.09 2.04 2.00 1.97 1.91 1.87 1.80
7.21 5.10 4.24 3.76 3.44 3.22 3.05 2.92 2.82 2.73 2.66 2.60 2.50 2.42 2.30

48 4.04 3.19 2.80 2.56 2.41 2.30 2.21 2.14 2.08 2.03 1.99 1.96 1.90 1.86 1.79
7.19 5.08 4.22 3.74 3.42 3.20 3.04 2.90 2.80 2.71 2.64 2.58 2.48 2.40 2.28

50 4.03 3.18 2.79 2.56 2.40 2.29 2.20 2.13 2.07 2.02 1.98 1.95 1.90 1.85 1.78
7.17 5.06 4.20 3.72 3.41 3.18 3.02 2.88 2.78 2.70 2.62 2.56 2.46 2.39 2.26

55 4.02 3.17 2.78 2.54 2.38 2.27 2.18 2.11 2.05 2.00 1.97 1.93 1.88 1.83 1.76
7.12 5.01 4.16 3.68 3.37 3.15 2.98 2.85 2.75 2.66 2.59 2.53 2.43 2.35 2.23

60 4.00 3.15 2.76 2.52 2.37 2.25 2.17 2.10 2.04 1.99 1.95 1.92 1.86 1.81 1.75
7.08 4.98 4.13 3.65 3.34 3.12 2.95 2.82 2.72 2.63 2.56 2.50 2.40 2.32 2.20

65 3.99 3.14 2.75 2.51 2.36 2.24 2.15 2.08 2.02 1.98 1.94 1.90 1.85 1.80 1.73
7.04 4.95 4.10 3.62 3.31 3.09 2.93 2.79 2.70 2.61 2.54 2.47 2.37 2.30 2.18

70 3.98 3.13 2.74 2.50 2.35 2.23 2.14 2.07 2.01 1.97 1.93 1.89 1.84 1.79 1.72
7.01 4.92 4.08 3.60 3.29 3.07 2.91 2.77 2.67 2.59 2.51 2.45 2.35 2.28 2.15

80 3.96 3.11 2.72 2.48 2.33 2.21 2.12 2.05 1.99 1.95 1.91 1.88 1.82 1.77 1.70
6.96 4.88 4.04 3.56 3.25 3.04 2.87 2.74 2.64 2.55 2.48 2.41 2.32 2.24 2.11

100 3.94 3.09 2.70 2.46 2.30 2.19 2.10 2.03 1.97 1.92 1.88 1.85 1.79 1.75 1.68
6.90 4.82 3.98 3.51 3.20 2.99 2.82 2.69 2.59 2.51 2.43 2.36 2.26 2.19 2.06

125 3.92 3.07 2.68 2.44 2.29 2.17 2.08 2.01 1.95 1.90 1.86 1.83 1.77 1.72 1.65
6.84 4.78 3.94 3.47 3.17 2.95 2.79 2.65 2.56 2.47 2.40 2.33 2.23 2.15 2.03

150 3.91 3.06 2.67 2.43 2.27 2.16 2.07 2.00 1.94 1.89 1.85 1.82 1.76 1.71 1.64
6.81 4.75 3.91 3.44 3.14 2.92 2.76 2.62 2.53 2.44 2.37 2.30 2.20 2.12 2.00

200 3.89 3.04 2.65 2.41 2.26 2.14 2.05 1.98 1.92 1.87 1.83 1.80 1.74 1.69 1.62
6.76 4.71 3.88 3.41 3.11 2.90 2.73 2.60 2.50 2.41 2.34 2.28 2.17 2.09 1.97

400 3.86 3.02 2.62 2.39 2.23 2.12 2.03 1.96 1.90 1.85 1.81 1.78 1.72 1.67 1.60
6.70 4.66 3.83 3.36 3.06 2.85 2.69 2.55 2.46 2.37 2.29 2.23 2.12 2.04 1.92

1000 3.85 3.00 2.61 2.38 2.22 2.10 2.02 1.95 1.89 1.84 1.80 1.76 1.70 1.65 1.58
6.66 4.62 3.80 3.34 3.04 2.82 2.66 2.53 2.43 2.34 2.26 2.20 2.09 2.01 1.89

3.84 2.99 2.60 2.37 2.21 2.09 2.01 1.94 1.88 1.83 1.79 1.75 1.69 1.64 1.57
6.64 4.60 3.78 3.32 3.02 2.80 2.64 2.51 2.41 2.32 2.24 2.18 2.07 1.99 1.87

Table C (Continued)
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k Number of Groups

dfw 2 3 4 5 6 7 8 9 10

.05 3.64 4.60 5.22 5.67 6.03 6.33 6.58 6.80 6.99
5

.01 5.70 6.98 7.80 8.42 8.91 9.32 9.67 9.97 10.24

.05 3.46 4.34 4.90 5.30 5.63 5.90 6.12 6.32 6.49
6

.01 5.24 6.33 7.03 7.56 7.97 8.32 8.61 8.87 9.10

.05 3.34 4.16 4.68 5.06 5.36 5.61 5.82 6.00 6.16
7

.01 4.95 5.92 6.54 7.01 7.37 7.68 7.94 8.17 8.37

.05 3.26 4.04 4.53 4.89 5.17 5.40 5.60 5.77 5.92
8

.01 4.75 5.64 6.20 6.62 6.96 7.24 7.47 7.68 7.86

.05 3.20 3.95 4.41 4.76 5.02 5.24 5.43 5.59 5.74
9

.01 4.60 5.43 5.96 6.35 6.66 6.91 7.13 7.33 7.49

.05 3.15 3.88 4.33 4.65 4.91 5.12 5.30 5.46 5.60
10

.01 4.48 5.27 5.77 6.14 6.43 6.67 6.87 7.05 7.21

.05 3.11 3.82 4.26 4.57 4.82 5.03 5.20 5.35 5.49
11

.01 4.39 5.15 5.62 5.97 6.25 6.48 6.67 6.84 6.99

.05 3.08 3.77 4.20 4.51 4.75 4.95 5.12 5.27 5.39
12

.01 4.32 5.05 5.50 5.84 6.10 6.32 6.51 6.67 6.81

.05 3.06 3.73 4.15 4.45 4.69 4.88 5.05 5.19 5.32
13

.01 4.26 4.96 5.40 5.73 5.98 6.19 6.37 6.53 6.67

.05 3.03 3.70 4.11 4.41 4.64 4.83 4.99 5.13 5.25
14

.01 4.21 4.89 5.32 5.63 5.88 6.08 6.26 6.41 6.54

.05 3.01 3.67 4.08 4.37 4.59 4.78 4.94 5.08 5.20
15

.01 4.17 4.84 5.25 5.56 5.80 5.99 6.16 6.31 6.44

.05 3.00 3.65 4.05 4.33 4.56 4.74 4.90 5.03 5.15
16

.01 4.13 4.79 5.19 5.49 5.72 5.92 6.08 6.22 6.35

.05 2.98 3.63 4.02 4.30 4.52 4.70 4.86 4.99 5.11
17

.01 4.10 4.74 5.14 5.43 5.66 5.85 6.01 6.15 6.27

.05 2.97 3.61 4.00 4.28 4.49 4.67 4.82 4.96 5.07
18

.01 4.07 4.70 5.09 5.38 5.60 5.79 5.94 6.08 6.20

.05 2.96 3.59 3.98 4.25 4.47 4.65 4.79 4.92 5.04
19

.01 4.05 4.67 5.05 5.33 5.55 5.73 5.89 6.02 6.14

.05 2.95 3.58 3.96 4.23 4.45 4.62 4.77 4.90 5.01
20

.01 4.02 4.64 5.02 5.29 5.51 5.69 5.84 5.97 6.09

Source: Biometrika Tables for Statisticians, by E. Pearson and H. Hartley. (Copyright 1976 by the 

Oxford University Press, Table 29. Adapted by permission of the Oxford University Press on behalf

of the Biometrika Trust.)

(Table continues on next page)

Table D The Studentized Range Statistic
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k Number of Groups

dfw 2 3 4 5 6 7 8 9 10

.05 2.92 3.53 3.90 4.17 4.37 4.54 4.68 4.81 4.92
24

.01 3.96 4.55 4.91 5.17 5.37 5.54 5.69 5.81 5.92

.05 2.89 3.49 3.85 4.10 4.30 4.46 4.60 4.72 4.82
30

.01 3.89 4.45 4.80 5.05 5.24 5.40 5.54 5.65 5.76

.05 2.86 3.44 3.79 4.04 4.23 4.39 4.52 4.63 4.73
40

.01 3.82 4.37 4.70 4.93 5.11 5.26 5.39 5.50 5.60

.05 2.83 3.40 3.74 3.98 4.16 4.31 4.44 4.55 4.65
60

.01 3.76 4.28 4.59 4.82 4.99 5.13 5.25 5.36 5.45

.05 2.80 3.36 3.68 3.92 4.10 4.24 4.36 4.47 4.56
120

.01 3.70 4.20 4.50 4.71 4.87 5.01 5.12 5.21 5.30

.05 2.77 3.31 3.63 3.86 4.03 4.17 4.29 4.39 4.47

.01 3.64 4.12 4.40 4.60 4.76 4.88 4.99 5.08 5.16

Table D (Continued)
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Table C.5Critical Values of r

Levels of Significance for a
One-Tailed Test

.05 .025 .01 .005

Levels of Significance for a
Two-Tailed Test

df .10 .05 .02 .01

1 .988 .997 .9995 .9999
2 .900 .950 .980 .990
3 .805 .878 .934 .959
4 .729 .811 .882 .917
5 .669 .755 .833 .875
6 .622 .707 .789 .834
7 .582 .666 .750 .798
8 .549 .632 .716 .765
9 .521 .602 .685 .735
10 .497 .576 .658 .708
11 .476 .553 .634 .684
12 .458 .532 .612 .661
13 .441 .514 .592 .641
14 .426 .497 .574 .623
15 .412 .482 .558 .606
16 .400 .468 .542 .590
17 .389 .456 .529 .575
18 .378 .444 .516 .561
19 .369 .433 .503 .549
20 .360 .423 .492 .537
22 .344 .404 .472 .515
(Continued in next column)

E Table C.5Critical Values of r

Levels of Significance for a
One-Tailed Test

.05 .025 .01 .005

Levels of Significance for a
Two-Tailed Test

df .10 .05 .02 .01

24 .330 .388 .453 .496
26 .317 .374 .437 .479
28 .306 .361 .423 .463
30 .296 .349 .409 .449
35 .275 .325 .381 .418
40 .257 .304 .358 .393
45 .243 .288 .338 .372
50 .231 .273 .322 .354
55 .220 .261 .307 .339
60 .211 .250 .295 .325
70 .195 .232 .274 .302
80 .183 .217 .256 .283
90 .173 .205 .242 .267

100 .164 .195 .230 .254
120 .150 .178 .210 .232
150 .134 .159 .189 .208
200 .116 .138 .164 .181
300 .095 .113 .134 .148
400 .082 .098 .116 .128
500 .073 .088 .104 .115

1000 .052 .062 .073 .081

Source: © 1963 R. A. Fisher and F. Yates, reprinted by permission of Pearson Education Limited.

Statistical Tables 419



Table C.6The 2 Statistic

The first column identifies the specific 2

distribution according to its number of
degrees of freedom. Other columns give
the proportion of the area under the entire
curve that falls above the tabled value of 2.

0

Area

   2

Area in the Upper Tail

df 0.10 0.05 0.01 0.001

1 2.71 3.84 6.63 10.83
2 4.61 5.99 9.21 13.82
3 6.25 7.81 11.34 16.27
4 7.78 9.49 13.28 18.47
5 9.24 11.07 15.09 20.52
6 10.64 12.59 16.81 22.46
7 12.02 14.07 18.48 24.32
8 13.36 15.51 20.09 26.12
9 14.68 16.92 21.67 27.88

10 15.99 18.31 23.21 29.59
11 17.28 19.68 24.72 31.26
12 18.55 21.03 26.22 32.91
13 19.81 22.36 27.69 34.53
14 21.06 23.68 29.14 36.12
15 22.31 25.00 30.58 37.70
16 23.54 26.30 32.00 39.25
17 24.77 27.59 33.41 40.79
18 25.99 28.87 34.81 42.31
19 27.20 30.14 36.19 43.82
20 28.41 31.41 37.57 45.31
21 29.62 32.67 38.93 46.80
22 30.81 33.92 40.29 48.27
23 32.01 35.17 41.64 49.73
24 33.20 36.42 42.98 51.18
25 34.38 37.65 44.31 52.62
26 35.56 38.89 45.64 54.05
27 36.74 40.11 46.96 55.48
28 37.92 41.34 48.28 56.89
29 39.09 42.56 49.59 58.30
30 40.26 43.77 50.89 59.70
40 51.81 55.76 63.69 73.40
50 63.17 67.50 76.15 86.66
60 74.40 79.08 88.38 99.61
70 85.53 90.53 100.43 112.32
80 96.58 101.88 112.33 124.84
90 107.57 113.15 124.12 137.21
100 118.50 124.34 135.81 149.45

Source: Values reported in Table F were calculated using EXCEL’s CHISQ.INV.RT function.

F

Area in the Upper Tail
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GLOSSARY

absolute zero The value of 0 reflects the absence of
the characteristic being measured, as in a ratio scale
of measurement. (Compare with arbitrary zero.)

accessible population When a convenience sample
has been selected, the corresponding population
about which conclusions can be justifiably drawn.

algebraic property (of the mean) In short,
Σ X −X 0. That is, deviations involving scores
above the mean are balanced equally by devia-
tions involving scores below the mean.

alpha (α) Symbolizes the level of significance.
alternative hypothesis (H) Specifies the alternative

population condition that is “supported” or
“asserted” upon rejection of the null hypothesis
(H0). H1 typically represents the underlying
research hypothesis of the investigator.

analysis of variance (ANOVA) (See one-way ana-
lysis of variance.)

AND/multiplication rule The rule stating that the
probability of the joint occurrence of one event
and another AND another AND . . . is obtained
by multiplying their separate probabilities, pro-
vided the events are independent.

ANOVA Analysis of variance.
ANOVA summary table A table summarizing the

results of an analysis of variance. Typically
includes the sources of variation, sums of
squares, degrees of freedom, variance estimates,
calculated F ratio, and p value.

arbitrary zero The value of 0 is arbitrarily set, as
in an interval scale of measurement. (Compare
with absolute zero.)

bar chart A graph showing the distribution of fre-
quencies for a qualitative variable.

between-groups variation In ANOVA, the varia-
bility among the means of two or more groups;
reflects inherent variation plus any differential
treatment effect.

bimodal distribution In the idealized form, a per-
fectly symmetrical distribution having two
modes.

bivariate Involving two variables.

box plot A graph that simultaneously conveys
information about a variable’s central tendency,
variability, and shape.

central limit theorem Theorem that the sampling
distribution of means tends toward a normal
shape as the samples size increases, regardless of
the shape of the population distribution from
which the samples have been randomly selected.

central tendency Measures of central tendency
communicate the “typical” score in a distribution.
Common measures are the mean, median, and
mode.

chi-square (χ2) test A test statistic appropriate for
data expressed as frequencies, where the funda-
mental comparison is between observed fre-
quencies versus the frequencies one would
expect if the null hypothesis were true.

class intervals The grouping of individual scores
into intervals of scores, as reported in a grouped-
data frequency distribution.

coefficient of determination (r2) The proportion of
common variance in X and Y; an effect size. The
coefficient of nondetermination is equal to 1 − r2.

common variance Variance that is shared by two
variables.

confidence interval A range of values within which
it can be stated with reasonable confidence (e.g.,
95%) the population parameter lies.

confidence level The degree of confidence asso-
ciated with an interval estimate (usually 95% or
99%).

confidence limits The upper and lower values of a
confidence interval.

contingency table A bivariate frequency distribu-
tion with rows representing the categories of one
variable and columns representing the categories
of the second variable.

convenience sample A sample chosen based on
ease of accessibility.

correlation coefficient A measure of the degree
of linear association between two quantitative
variables.
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covariance Measures the magnitude and direction
of linear association between two quantitative
variables. Because the covariance is dependent
on the scales of X and Y, it is insufficient as an
index of association.

critical region(s) The area corresponding to the
region(s) of rejection.

critical value(s) Value(s) appropriate to the test sta-
tistic used that mark off the region(s) of rejection.

crosstabulation (See contingency table.)
cumulative percentage The percentage of cases fall-

ing below the upper exact limit of a class interval.
curvilinear relationship Where a curved line best

represents the pattern of data points in a scatterplot.
data point A pair of X and Y scores in a scatterplot.
decision error Either rejecting a null hypothesis

when it is true (Type I error ) or retaining a null
hypothesis when it is false (Type II error).

degrees of freedom (df ) The number of indepen-
dent pieces of information a sample of observations
can provide for purposes of statistical inference.

dependent samples Samples in which there is
some way to connect the groups; they are not
independent of one another (e.g., matched pairs,
repeated measures on the same individuals).

dependent variable In regression, the variable
designated Y and assumed to be influenced or tem-
porally preceded by X (the dependent variable).

derived score (See standard score.)
descriptive statistics Procedures and statistics that

organize, summarize, and simplify the data so
they are more readily comprehended. Conclu-
sions from descriptive statistics are limited to the
people (or objects) on whom (or on which)
the data were collected.

deviation score X −X
directional alternative hypothesis An alternative

hypothesis that states a specific direction of a
hypothesized difference (e.g., μ 500) rather
than an inequality (e.g., μ 500); calls for a one-
tailed probability.

effect size A general term for a statistic that com-
municates the magnitude of a research finding
rather than its statistical significance. Effect size
can pertain to a bivariate relationship (r2) or dif-
ferences between two or more means (e.g., d, ω̂2).

exact probability (See p value.)
expected frequencies In a chi-square analysis, the

frequencies one would expect if the null hypoth-
esis were true.

experimental control (See randomization.)
F ratio Test statistic used in one-way ANOVA,

representing the ratio of between-groups to
within-groups variation.

family of distributions When there are multiple
sampling distributions for a test statistic, depend-
ing on the respective degrees of freedom. The
sampling distribution of t, F, and χ2 each entails a
family of distributions, whereas there is a single
sampling distribution of z.

frequency The number of occurrences of an
observation; also called absolute frequency.

frequency distribution The display of unique
observations in a set of data and the frequencies
associated with each.

grand mean The mean of two or more means,
weighted by the n of each group.

heteroscedasticity In a scatterplot, when the
spread of Y values is markedly different across
values of X. (Also see homoscedasticity.)

histogram A graph showing the distribution of fre-
quencies for a quantitative variable.

homogeneity of variance The condition where po-
pulation variances are equal: σ21 σ22 σ2k.
The independent samples t test and ANOVA
both require the assumption of homogeneity of
variance.

homoscedasticity In a scatterplot, when the spread
of Y values is similar across values of X. Within
the more specific context of regression, when the
spread of Y scores about Ŷ is similar for all values
of Ŷ.

independent samples Samples in which none of
the observations in one group is in any way
related to observations in the other groups.

independent variable In simple regression, the vari-
able designated X and assumed to influence or tem-
porally precede Y (the dependent variable).

indirect proof The nature of statistical hypothesis
testing, which starts with the assumption that
the null hypothesis is true, and then examines the
sample results to determine whether they are
inconsistent with this assumption.

inferential statistics Statistics that permit conclu-
sions about a population, based on the character-
istics of a sample drawn from the population.

inherent variation (See within-groups variation.)
intercept In a regression equation, the intercept

(symbolized by a) is the predicted value of Y
where X = 0.
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interval estimate (See confidence interval.)

interval midpoint The midpoint of a class interval.

interval scale The scale’s values have equal intervals
of values (e.g., Celsius or Fahrenheit thermometer)
and an arbitrary zero.

interval width The number of score values in a
class interval.

J-curve An extreme negatively skewed distribution.

least squares criterion In fitting a straight line to a
bivariate distribution, the condition that
Σ Y − Ŷ is minimized (as is the case with the re-
gression equation, Ŷ a bX).

level of significance A decision criterion that spe-
cifies how rare the sample result must be in order
to reject H0 as untenable (typically .05, .01, or
.001); denoted as alpha (α).

line of best fit (See regression line.)

linear relationship Where a straight line best repre-
sents the pattern of data points in a scatterplot.

matched-subjects design A research design where
the investigator matches research participants on
some characteristic prior to randomization.

mean The sum of all scores in a distribution
divided by the number of scores. The mean—
“average” to the layperson—is the algebraic
balance point in a distribution of scores. (Also
see algebraic property.)

measurement The process of assigning numbers to
the characteristics under study.

median The middle score in an ordered distribu-
tion, so that an equal number of scores falls
below and above it. The median corresponds to
the 50th percentile.

mode The score that occurs with the greatest
frequency.

negative association (negative correlation) As
values of X increase, values of Y tend to decrease.

negative skew A skewed distribution where the
elongated tail is to the left.

nominal scale The scale’s values merely name the
category to which the object under study belongs
(e.g., 1 = “male,” 2 = “female”). Qualitative, or
categorical, variables have a nominal scale of
measurement.

nondirectional alternative hypothesis An alter-
native hypothesis that simply states an inequality
(e.g., μ 500) rather than a specific direction of
a hypothesized difference (e.g., μ 500); calls
for a two-tailed probability.

nonparametric tests Statistical procedures that carry
less restrictive assumptions regarding the popula-
tion distributions; sometimes called assumption-
free or distribution-free tests.

normal curve (normal distribution) In the idea-
lized form, a perfectly symmetrical, bell-shaped
curve. The normal curve characterizes the dis-
tributions of many physical, psychoeducational,
and psychomotor variables. Many statistical tests
assume a normal distribution.

null hypothesis (H0) The hypothesis that is assumed
to be true and formally tested, the hypothesis
that determines the sampling distribution to be
employed, and the hypothesis about which the final
decision to “reject” or “retain” is made.

observed frequencies In a chi-square analysis, the
actual frequencies recorded (“observed”) by
the investigator.

omnibus F test In ANOVA, the F test of the null
hypothesis, μ1 = μ2 = . . . = μk.

one-sample t test Statistical test to evaluate the null
hypothesis for the mean of a single sample when
the population standard deviation is unknown.

one-sample z test The statistical test for the mean
of a single sample when the population standard
deviation is known.

one-tailed probability Determining probability
from only one side of the probability distribution;
appropriate for a directional alternative hypothesis.

one-tailed test A statistical test calling for a one-
tailed probability; appropriate for a directional
alternative hypothesis.

one-way analysis of variance (one-way ANOVA)
Statistical analysis for comparing the means of
two or more groups.

OR/addition rule The rule stating that the prob-
ability of occurrence of either one event OR
another OR another OR . . . is obtained by add-
ing their individual probabilities, provided the
events are mutually exclusive.

ordinal scale The scale’s values can be ordered,
reflecting differing degrees or amounts of the
characteristic under study (e.g., class rank).

outlier A data point in a scatterplot that stands
apart from the pack.

p value The probability, if H0 is true, of observing
a sample result as deviant as the result actually
obtained (in the direction specified in H1).

parameter Summarizes a characteristic of a
population.
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parametric tests Statistical tests pertaining to
hypotheses about population parameters (e.g., μ,
ρ) and/or require assumptions about the popula-
tion distributions.

Pearson r Measures the magnitude and direction
of linear association between two quantitative
variables. Pearson r is independent of the scales
of X and Y, and it can be no greater than ±1.0.

percentage A proportion multiplied by 100 (e.g.,
.15 × 100 = 15%).

percentile rank The percentage of cases falling
below a given score point.

point estimate When a sample statistic (e.g., X) is
used to estimate the corresponding parameter in
the population (e.g., μ).

pooled variance estimate Combining (“pooling”)
sample variances into a single variance for sig-
nificance testing of differences among means.

population The complete set of observations or mea-
surements about which conclusions are to be drawn.

positive association (positive correlation) As values
ofX increase, values of Y tend to increase as well.

positive skew A skewed distribution where the
elongated tail is to the right.

post hoc comparisons In ANOVA, significance
testing involving all possible pairs of sample
means (e.g., Tukey’s HSD Test).

post hoc fallacy The logical fallacy that if X and Y
are correlated, and X temporally precedes Y,
then X must be a cause of Y.

predicted score The score, Ŷ, determined from the
regression equation for an individual case.

prediction error In regression analysis, the differ-
ence between the actual and predicted values of
Y. (Also see residual.)

probability distribution Any relative frequency
distribution. The ability to make statistical
inferences is based on knowledge of the prob-
ability distribution appropriate to the situation.
(Also see sampling distribution.)

probability theory A framework for studying
chance and its effects.

proportion The quotient obtained when the
amount of a part is divided by the amount of
the whole. Proportions are always positive and
preceded by a decimal point, as in “.15”.

proportional area The area under a frequency
curve corresponding to one or more class intervals
(or between any two score points in an ungrouped
distribution).

qualitative variable A variable whose values differ in
kind rather than amount (e.g., categories of marital
status); also called categorical variable. Such vari-
ables have a nominal scale of measurement.

quantitative variable A variable whose values dif-
fer in amount or quantity (e.g., test scores).
Quantitative variables have either an ordinal,
interval, or ratio scale of measurement.

quartile The 25th, 50th, and 75th percentiles in a
distribution of scores. Quartiles are denoted by
the symbols Q1, Q2, and Q3.

random sample A sample so chosen that each pos-
sible sample of the specified size (n) has an equal
probability of selection.

randomization A method for randomly assigning an
available pool of research participants to two or
more groups, thus allowing chance to determine
who is included in what group. Randomization
provides experimental control over extraneous
factors that otherwise can bias results.

range The difference between the highest and the
lowest scores in a distribution.

ratio scale The scale’s values possess the properties
of an interval scale, except zero is absolute.

region of retention Area of a sampling distribution
that falls outside the region(s) of rejection. The null
hypothesis is retained when the calculated value of
the test statistic falls in the region of retention.

region(s) of rejection Area in the tail(s) of a
sampling distribution, established by the critical
value(s) appropriate to the test statistic used.
The null hypothesis is rejected when the calcu-
lated value of the test statistic falls in the
regions(s) of rejection.

regression equation The equation of a best-fitting
straight line that allows one to predict the value
of Y from a value of X: Ŷ = a + bX

regression line The mathematically best-fitting
straight line for the data points in a scatterplot.
(See least-squares criterion, regression equation.)

regression toward the mean When r 1.00, the
value of Ŷ will be closer to Y than the corre-
sponding value of X is toX .

relative frequency The conversion of an absolute
frequency to a proportion (or percentage) of the
total number of cases.

repeated-measures design A research design invol-
ving observations collected over time on the same
individuals (as in testing participants before and
after an intervention).
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residual In regression analysis, the difference
between the actual and predicted values of Y.
(Also see prediction error.)

residual variation Variation among residuals, repre-
senting variation in Y that is unexplained by X.

restriction of range Limited variation in X and/or
Y that therefore reduces the correlation between
X and Y.

sample A part or subset of a population.
sampling The selection of individual observations

from the corresponding population.
sampling distribution The theoretical frequency

distribution of a statistic obtained from an
unlimited number of independent samples, each
consisting of a sample size n randomly selected
from the population.

sampling variation Variation in any statistic from
sample to sample due to chance factors inherent
in forming samples.

scales of measurement A scheme for classifying
variables as having nominal, ordinal, interval, or
ratio scales.

scatterplot A graph illustrating the association
between two quantitative variables. A scatterplot
comprises a collection of paired X and Y scores
plotted along a two-dimensional grid to reveal
the nature of the bivariate association.

score limits The highest and lowest possible scores
in a class interval.

significance testing Making statistical inferences
by testing formal statistical hypotheses about
population parameters based on sample statistics.

simple random sampling (See random sample.)
skewed distribution The bulk of scores favor one

side of the distribution or the other, thus produ-
cing a distribution having an elongated tail in
one direction or the other.

slope Symbolized by b, slope reflects the angle
(flat, shallow, steep) and direction (positive or
negative) of the regression line. For each unit
increase in X, Y changes b units.

standard deviation The square root of the variance.
standard error of estimate Reflects the dispersion

of data points about the regression line. Stated
more technically, it is the standard deviation of Y
scores about Ŷ.

standard error of r The standard deviation in a
sampling distribution of r.

standard error of the difference between means The
standard deviation in a sampling distribution of
the difference between means.

standard error of the mean The standard devia-
tion in a sampling distribution of means.

standard normal distribution A normal distribution
having a mean of 0 and a standard deviation of 1.

standard score Expresses a score’s position
relative to the mean, using the standard devia-
tion as the unit of measurement. T scores and z
scores are examples of standard scores.

standardized score (See standard score.)
statistic Summarizes a characteristic of a sample.
statistical conclusion The researcher’s conclusion

expressed in the language of statistics and statis-
tical inference. For example, “On a test of con-
ceptual understanding, the mean score of students
who were told to generate their own examples of
concepts was statistically significantly higher than
the mean score of students who were not (p
.05)” A statistical conclusion follows a statistical
question and leads to a substantive conclusion.

statistical hypothesis testing (See significance
testing.)

statistical inference Based on statistical theory and
associated procedures, drawing conclusions
about a population from data collected on a sam-
ple taken from that population.

statistical power The probability, given that H0 is
false, of obtaining sample results that will lead to
the rejection of H0.

statistical question The researcher’s question
expressed in the language of statistics and statis-
tical inference. For example, “On a test of con-
ceptual understanding, is there a statistically
significant difference (α .05) between the
mean score of students who were told to gen-
erate their own examples of concepts and the
mean score of students who were not?” A statis-
tical question derives from a substantive question
and leads to a statistical conclusion.

statistical significance When sample results lead to
the rejection of the null hypothesis—that is,
when p ≤ α.

Student’s t (See t ratio.)
Studentized range statistic In Tukey’s HSD Test, a

test statistic (q) that is used for calculating the
HSD critical value.

substantive conclusion The researcher’s conclusion
that is rooted in the substance of the matter under
study (e.g., “Generating one’s own examples of a
concept improves conceptual understanding”).
A substantive conclusion derives from a statistical
conclusion and answers the substantive question.
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substantive question The researcher’s question
that is rooted in the substance of the matter
under study. For example, “Does generating
one’s own examples of a concept improve con-
ceptual understanding?” A substantive question
leads to a statistical question.

sum of squares The sum of the squared deviation
scores; serves as the numerator for the variance
(and standard deviation) and serves prominently
in regression analysis and the analysis of variance.

systematic sampling Selecting every nth person (or
object) from an ordered list of the population; not a
truly random sample.

t ratio Test statistic used for testing a null hypoth-
esis involving a mean or mean difference when
the population standard deviation is unknown;
also used for testing null hypotheses regarding
correlation and regression coefficients.

T score A standard score having a mean of 50 and
a standard deviation of 10.

t statistic (See t ratio.)

test statistic The statistical test used for evaluating
H0 (e.g., z, t, F, χ2).

trend graph A graph in which the horizontal axis
is a unit of time (e.g., 2006, 2007, etc.) and the
vertical axis is some statistic (e.g., percentage of
unemployed workers).

Tukey’s HSD Test In ANOVA, the “honestly sig-
nificant difference” post-hoc test for evaluating
all possible mean differences.

two-tailed probability Determining probability from
both sides of the probability distribution; appro-
priate for a nondirectional alternative hypothesis.

two-tailed test A statistical test calling for a two-
tailed probability; appropriate for a nondirec-
tional alternative hypothesis.

Type I error Rejecting a null hypothesis when it
is true. Alpha, α, gives the probability of a Type
I error.

Type II error Retaining a null hypothesis when it
is false; equal to 1 − β.

univariate Involving a single variable.

variability The amount of spread, or dispersion, of
scores in a distribution. Common measures of vari-
ability are range, variance, and standard deviation.

variable A characteristic of a person, place, or thing.

variance A measure of variation that involves every
score in the distribution. Stated more technically,
it is the mean of the squared deviation scores.

within-group variation In ANOVA, the variation
of individual observations about their sample
mean; reflects inherent variation.

z ratio (See one-sample z test.)

z score A standard score having a mean of 0 and a
standard deviation of 1.

χ2 goodness-of-fit test Chi-square test involving
frequencies on a single variable.

χ2 test of independence Chi-square test involving
frequencies on two variables simultaneously.
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INDEX

A
Absolute frequency, 19
Absolute values, 68
Absolute zero, 8
Accessible population, random

sampling and, 183
Algebraic property, 56
Alternative hypothesis, 201, 212–214.

See also Statistical hypothesis
testing

Analysis of variance (ANOVA), 295.
See also One-way analysis of
variance (ANOVA)

AND/multiplication rule,
171–172

ANOVA. SeeAnalysis of variance
(ANOVA)

Approximate numbers, 386
Arbitrary zero, 7
Area

finding scores and, 91–93
finding when score is known, 88–91
under normal curve, 408–411
proportional, 39–41

Arithmetic mean, 54–57
Association, scatterplots and,

108–109
Assumption

of homogeneity of variance, 257
of homoscedasticity, 151
of population normality, 244

Assumption-free tests, 379
Average, 52, 54

B
Balance points of distributions, 55
Bar charts, 34–35
“Bell-shaped” curve, 43, 82
Between-groups sum of squares, 302
Between-groups variation,

ANOVA, 298
Bimodal distribution, 43, 52, 57
Bivariate distribution, 106–111, 324
Bivariate procedures, 2–3
Bivariate statistics, 106
Box plots, 44–45
Brown-Forsythe procedure, 312

C
Categorical variables. See Qualitative

variables
Causality, correlation and, 152–153
Causation, correlation and, 120–122
Central limit theorem, 187
Central tendency, 52–63

arithmetic mean and, 54–57
distribution symmetry and, 57–58
frequency distribution and, 41–42
mathematical tractability and, 59
measure of, 52
measurement choice, 59
median, 53–54
mode, 52–53
sampling stability and, 59

Chance in sample results, 164–165
Charts

bar charts, 34–35
pie charts, 35

Chi-square, 338
discrepancy between expected and

observed frequencies and,
340–341

goodness-of-fit test and, 343–344
independence of observations and,

353–354
one-variable case, 338, 339–340
quantitative variables and, 354
sample size and, 355
sampling distribution and, 341–343
small expected frequencies and, 355
statistics, 420
test of independence, 347–348,

351–352
test of single proportion, 344–345
two variable calculations and,

350–351
Class intervals

characteristics of, 15–16
guidelines for forming, 17

Coefficient of determination, 126
Coefficient of nondetermination, 126
Common variance, 126
Computational accuracy, 386
Confidence intervals

correlation coefficient, 330–332
mean difference (ANOVA), 308–309

mean difference (dependent
samples), 286

mean difference (independent
samples), 262–264

means, 224–226
μ when σ is not known, 246

Confidence levels, 223–224, 226–227
Confidence limits, 224
Context, Pearson r and, 125
Contingency tables

chi-square test of independence
and, 347–348

2 × 2 contingency table, 352–353
Convenience samples, 183
Correlation, 106–131

bivariate distributions and
scatterplots, 106–111

causality and, 152–153
causation and, 120–122
computation of r, 118–120
concept of association, 106
covariance and, 111–116
factors influencing Pearson r,

122–125
other correlation coefficients, 127
Pearson r, 117–118
prediction vs., 134–135
strength of association (r2) and,

125–127
Correlation coefficients, 2–3, 106.

See also Pearson r
Covariance, 111–116

algebraic sign of, 112
bivariate distributions and, 115
formula for, 111
limitations of, 116
logic of, 112–116
magnitude of, 113

Critical regions, 205
Critical values, 205
Critical values of r, 327, 419
Crossproducts, 111, 114
Crosstabulation, 347
Cumulative frequencies, 22
Cumulative percentage frequency

distribution, 22–23
Curvilinear relationships,

scatterplot, 110
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D
Data, organizing, 14. See also

Frequency distributions
Data points, 108
Decision error, level of significance

and, 207–208
Degrees of freedom, 238–239, 281
Dependent samples, 253. See also

Independent samples
comparing means of, 278–289
degrees of freedom and, 281
direct-difference method and,

282–283
interval estimation and, 286
matched-subjects design, 279
meaning of dependent, 278–279
repeated-measures design, 278
standard error and, 279–281
statistical power and, 369
t test for two samples, 281–283
testing hypotheses and, 283–286

Dependent variables, 135
Derived score, 85
Descriptive statistics, 2–3. See also

Inferential statistics
central tendency, 52–63
correlation, 106–131
frequency distributions, 14
graphic representation, 34–49
normal distributions and standard

scores, 81–103
regression and prediction, 134–157
variability, 66–76

Determination, coefficient of, 126
Deviation scores, 68, 114
Direct-difference method, 282–283
Direction, scatterplots and, 110
Directional alternative hypothesis,

202, 212–214
Dispersion of scores, 66
Distribution. See also Frequency

distributions; Normal
distribution

balance points of, 55
central tendency and, 57–58
comparing means of two, 73–75
comparing scores and, 93–94
effect size and, 73–75
probability, 168–169
skewed, 57

E
Educational research, statistics role

in, 4–5
Effect size (ES)

in independent-samples t test,
264–268

interpretation of, 94–95
in one-way ANOVA, 311–312
r2 as, 127
statistical power and, 365–367
variability and, 73–75

Elliptical form, data points, 108–109
Empirical distributions, 82, 167
Error sum of squares, 147
ES. See Effect size (ES)
Estimation, 222–233

confidence interval and, 224
confidence level and, 223–224
confidence limits and, 224
constructing interval estimate,

223–224
hypothesis testing vs., 222
interval estimation advantages, 230
interval estimation and hypothesis

testing, 228–229
interval width and level of

confidence, 226–227
interval width and sample size,

227–228
point estimation vs. interval

estimation, 223–224
sampling and, 181

Events, probability and, 166–167
Exact limits, 21–22
Exact numbers, 386
Exact probability (p value), 204
Expected frequencies, 340, 348–349
Experimental control, 268
Explained variance, 267–268
Explained variation, 145

F
F distribution, 304, 414–416
F ratio, 298–299
F test, 304–305, 312–313
Family of distributions, 240
Fisher, Sir Ronald Aylmer, 295
Fractions, 384–385
Frequency data, 338–359

calculating the two-variable chi-
square, 350–351

chi-square goodness-of-fit test,
343–344

chi-square statistic and, 340–341
chi-square test of independence,

347–348, 351–352
chi-square test of single proportion,

344–345
expected frequencies, 340, 348–349
independence of observations and,

353–354
interval estimate of single

proportion, 345–347

null hypothesis of
independence, 348

observed frequencies, 339
one-variable case, 338, 339–340
quantitative variables and, 354
sample size and, 355
sampling distribution of chi-square,

341–343
vs. score data, 338–340
small expected frequencies, 355
testing difference between two

proportions, 353
2 × 2 contingency table, 352–353

Frequency distributions, 2, 14–26,
41–43

bimodal distribution, 43
central tendency, 41–42
cumulative percentage frequency

distribution, 22–23
exact limits, 21–22
forming class intervals, 17
group-data frequency distributions,

18–19
grouped scores, 15–16
J-shaped distribution, 43
normal distribution, 43
percentile ranks, 23–25
for qualitative variables, 25–26
for quantitative variables, 14–15
relative frequency distribution,

19–21
shape, 42–43
skewed distribution, 43
ungrouped, 15
variability, 41, 42

Frequency of occurrence, 15

G
Galton, Sir Francis, 81–82, 116, 144
“Gee-whiz!” graph, 38
Generalizations, nonstatistical,

269–270
Goodness-of-fit test, 343–344
Grand mean, 56–57
Graphic representation, 34–49

bar charts, 34–35
box plots, 44–45
frequency distribution,

characteristics of, 41–43
histograms, 35–39
reasons for using, 34
relative frequency and

proportional area, 39–41
Grouped scores, 15–16
Grouped-data frequency distribution

characteristics of, 16
construction of, 18–19
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H
H0 rejection, 209–210
H0 testing, 209
H1 testing, 209
Harmonic mean, 308
Heteroscedasticity, 324
Histograms, 35–39

class interval labeling, 35–36
scale of, 36–39

Homoscedasticity, 151
Hypothesis

alternative, 201, 212–214
null, 201, 259
statistical, 254–255, 295–296

I
Importance, statistical significance vs.,

210–212, 369–370
Independent events, probability

and, 171
Independent samples. See also

Dependent samples; Sampling
distribution of differences
between means

definition of, 253
explained variance and, 267–268
interval estimation, 262–264
magnitude of difference and, 264–268
nonstatistical generalizations and,

269–270
pooled standard deviation and,

265–267
randomization and, 268
statistical hypotheses and, 254–255
statistical inferences and, 269–270
t test for, 259–260
testing hypotheses and, 260–262

Independent variables, 135
Indirect proof, 201
Inferential statistics, 3–4. See also

Descriptive statistics
estimation, 222–230
frequency data, 338–359
independent samples, 253–273
means of dependent samples,

278–289
one-way ANOVA, 294–316
Pearson r, 322–335
probability and probability

distributions, 164–175
sampling distributions, 179–196
statistical hypothesis testing and

(See Statistical hypothesis
testing)

Inherent variation, 296
Intercept, 138
Interquartile range, 67

Interval estimation. See also
Estimation

advantages of, 230
dependent samples and, 286
hypothesis testing and, 228–229
independent samples and, 262–264
of μ, constructing, 224–226
in one-way ANOVA, 308–309
Pearson r and, 330–332
vs. point estimation, 223–224
of single proportion, 345–347

Interval midpoints, 17
Interval scales, 7–8
Interval width

confidence level and, 226–227
grouped scores and, 16
sample size and, 227–228

J
J-shaped distribution (J-curve), 43

L
Law of Frequency of Error, 81
Least-squares criterion, 135–136
Level of significance

decision criterion and, 204–206
decision error and, 207–208
vs. p values, 244–246
statistical power and, 368–369

Line of best fit, 135–138
Linear associations, 110, 324, 326
Linear transformation, 118
Linearity, Pearson r and, 122–123

M
Magnitude of difference, 264–268
Margin of error, 149–150
Matched-subjects design, 279
Mathematical tractability, central

tendency and, 59
Maximum values, range, 67
McNemar test, 354
Means

central tendency and, 54–57
combining, 56–57
dependent sample means, 279–281
grand mean, 56–57
sampling distribution of, 179–196,

184–191
sampling distribution of differences

between, 255–257
variability and deviations from,

68–69
Measurements

definition of, 5
variables and, 5–8

Median, central tendency and, 53–54
Minimum values, range, 67
Modal score, 52
Mode, central tendency and, 52–53
Mutually exclusive events, probability

and, 170

N
Negative (inverse) association,

scatterplots and, 110
Negative numbers, arithmetic

operations involving, 383
Negative skew, 43
Nominal scales, 6
Nondetermination, coefficient of, 126
Nondirectional alternative hypothesis,

202, 212–214
Nonlinearity, scatterplots and,

110–111
Nonparametric tests, 379
Nonstatistical generalizations,

269–270
Normal bivariate distribution, 324
Normal curve

areas under, 408–411
discovery of, 81
probability and, 98–99
properties of, 82
relative frequency and area, 40–41
table, 87–88
as theoretical probability

distribution, 172–174
Normal distribution, 43

central tendency and, 57
comparing scores from different

distributions, 93–94
finding area when score is known,

88–91
finding scores when area is known,

91–93
interpreting effect size, 94–95
normal curve table and, 87–88
percentile ranks and, 96–97
properties of normal curve and, 82
standard deviation and, 72–73,

82–84
standard scores and, 81–103
symmetry and, 85
T score and, 97–98
variations in, 83
z scores and, 84–87

Null hypothesis, 201, 259
of independence, 348

O
Observed frequencies, 339
Omnibus F test, 305
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One-sample t test, 235–249
One-sample z test, 199–219
One-tailed probability, 170–171
One-tailed tests, 212

vs. two-tailed tests, 369
One-variable case, frequency data,

338, 339–340
One-way analysis of variance

(ANOVA), 294–316
assumptions and, 312–313
between-groups sum of squares

and, 302
between-groups variation and, 298
effect size and, 311–312
F ratio and, 298–299
F test and, 304–305
interval estimation and, 308–309
logic of, 296–299
vs.multiple t test, 294–295
partitioning sum of squares and,

300–303
post hoc comparisons and, 306
statistical hypothesis in, 295–296
steps summary for, 309–311
summary table and, 305
total sum of squares and, 302–303
Tukey’s HSD test and, 306–308
variance estimates and, 303–304
within-groups sum of squares and,

300–301
within-groups variation and,

296–298
OR/addition rule, 169–171, 172
Ordinal scales, 6–7
Outcomes, probability and, 166
Outliers

Pearson r and, 123–124
scatterplots and, 110

P
p values, 204, 244–246
Paired scores, 106
Parameter

sampling and, 181
vs. statistic, 3, 181

Parametric tests, 379
Parentheses, operations involving, 385
Peabody Picture Vocabulary Test

(PPVT), 172–174
Pearson, Karl, 116, 340
Pearson product–moment coefficient

of correlation. See Pearson r
Pearson r

computation of, 118–120
context and, 125
critical values of r, 327
inferences about, 322–335

interval estimation and, 330–332
linearity and, 122–123
normal bivariate distribution

and, 324
outliers and, 123–124
properties of, 117–118
restriction of range and, 124–125
role of n in statistical significance

of, 328–329
sampling distribution of r, 322–323
standard error of r, 323
statistical significance vs.

importance, 329
testing hypotheses and, 324–326,

329–330
Percentages, 19
Percentile ranks

calculation of, 23–25
cautions regarding, 25
normal distribution and, 96–97

Percentiles, 2
Perfect curvilinear relationship, 122
Pie charts, 35
Planned comparisons, in one-way

ANOVA, 306
Point estimation. See also Estimation

vs. interval estimation, 223–224
Pooled standard deviation,

265–267
Pooled variance estimates, 257–258
Population, 3, 164

distributions, 365, 366
normality, assumption of, 244
samples and, 180
variances, 257

Positive (direct) association,
scatterplots and, 110

Positive numbers, arithmetic
operations involving, 383

Positive skew, 43
Post hoc comparisons, 306
Post hoc fallacy, 152
PPVT. See Peabody Picture

Vocabulary Test (PPVT)
Predicted score, 135
Prediction. See also Regression

equation
correlation vs., 134–135
least-squares criterion, 135–136
line of best fit and, 135–138
predicting X from Y, 138
regression for four values of r and,

142–145
relation between r and prediction

error, 150–151
running mean and, 136–137
setting up margin of error and,

149–150

standard error of estimate and,
148–152

Prediction error, 134, 148–152
Probability

AND/multiplication rule,
171–172

definition of, 166–168
distributions, 188
normal curve and, 98–99, 172–174
one-tailed vs. two-tailed

probabilities, 170–171
OR/addition rule, 169–171, 172
probabilistic reasoning, 165–166
probability distributions,

168–169
statistical inference and, 164–165
theory, 165

Proportional area, 39–41
Proportions, 19

single proportion, 344–347

Q
Qualitative variables, 6

frequency distributions for, 25–26
Quantitative variables, 6

chi-square and, 354
frequency distributions for,

14–15
Quartiles, 23

R
r2 (strength of association), 125–127
Random sampling, 181–183. See also

Sampling distribution
accessible population and, 183
convenience sampling, 183
model, 181–183
in practice, 183
selecting sample, 182–183
simple random sampling, 182
systematic sampling, 183

Randomization, 180, 268
Range, 2

minimum/maximum values, 67
restriction, 124–125
stability of, 67
studentized range statistic,

306–307, 417–418
variability and, 67

Ratio scales, 8
Raw scores, regression equation and,

138–140
Raw-score slope, interpretation

of, 141
Regions of rejection, 205
Regions of retention, 205
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Regression
prediction and, 134–157
sum of squares and, 145–147
toward the mean, 144

Regression equation
four values of r and, 142–145
raw-score slope interpretation

and, 141
in terms of raw scores, 138–140
in terms of z scores, 141–142

Regression line, 134
as running mean, 136–137

Regression slope
student’s t distribution and, 326

Regression sum of squares, 145
Relative frequency, 19

proportional area and, 39–41
Relative frequency

distributions, 19–21
Repeated measures analysis of

variance, 312
Repeated-measures design, 278
Residual, 135
Residual sum of squares, 136
Residual variation, 147
Restriction range, Pearson r and,

124–125
Reverse J-curve, 43
Rounding, 386
Running mean, 136–137

S
Sample size

frequency data and, 355
interval width and, 227–228
in sampling distribution of means,

191–192
selecting appropriate, 370–373
statistical power and, 367–368

Samples, 3, 164
population and, 180

Sampling distribution, 364. See also
Sampling distribution of
differences between means;
Sampling distribution of means

of chi-square, 341–343
of correlation coefficients, 193
generality of, 193
of r, 322–323
random sampling and, 179–180,

181–183
samples and populations, 180
of a statistic, 193
statistics and parameters, 181
of Student’s t, 239–242

Sampling distribution of differences
between means

assumption of homogeneity of
variance, 257

definition of, 255
pooled variance estimates and,

257–258
properties of, 255–257
variance estimates and, 257

Sampling distribution of means,
184–191

central limit theorem and, 187
characteristics of, 185–188
definition of, 184
in determining probabilities,

188–191
mean of, 185
sample size and, 191–192
shape of, 186–188
standard deviation of, 185–186

Sampling distribution of medians, 193
Sampling experiments, 166
Sampling stability, central tendency

and, 59
Sampling variation, 3, 165, 179
Scales

of histograms, 36–39
interval scales, 7–8
nominal scales, 6
ordinal scales, 6–7
ratio scales, 8

Scatterplots, 3, 106–111
associations and, 108–109
direction and, 110
nonlinearity and, 110–111
outliers and, 110

Score data vs. frequency data,
338–340

Score limits, 16
Scores

comparing from different
distributions, 93–94

finding area when score is known,
88–91

finding scores when area is known,
91–93

Shape
frequency distribution and, 42–43
of sampling distribution of means,

186–188
Significance testing. See Statistical

hypothesis testing
Significance vs. importance, statistical,

210–212, 369–370
Simple random sampling, 182
Single proportion

chi-square test of, 344–345
interval estimate of, 345–347

Skewed distributions, 43, 57
Slope, 138

Small expected frequencies, 355
Snedecor, George W., 298
Spread of scores, 66
Squared words, 69
Squares and square roots, 383–384
Squares of deviation scores, 72
Standard deviation

calculation of, 70–71
meaning of, 71
normal distribution and, 72–73,

82–84
pooled, 73, 74, 265–267
of sampling distribution of means,

185–186
variability and, 70–71

Standard error
of b, 326
dependent sample means and,

279–281
of the difference between

means, 256
of estimate, 148–152
of the mean, 185, 236–237
of r, 323

Standard normal distribution, 93
Standard scores, normal distribution

and, 81–103
Statistical conclusions, 4
Statistical hypothesis testing,

254–255
alternative hypothesis and, 201
application of Student’s t, 242–244
confidence intervals, 246
critical regions, 205
critical values of t, 240–242
decision error and, 207–208
degrees of freedom, 238–239
directional alternative hypothesis

and, 202, 212–214
exact probability (p value), 204
family of distributions and, 240
H0 andH1, 209
hypothesis about μ, 199–200
indirect proof, 201
interval estimation and, 228–229
level of significance (alpha), 204,

207–208
levels of significance vs. p values,

244–246
nondirectional alternative

hypothesis and, 202, 212–214
null hypothesis and, 201
one-sample t test, 235–249
one-sample z test, 199–219
one-tailed tests, 212
in one-way ANOVA, 295–296
population normality

assumptions, 244
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Statistical hypothesis testing
(continued)

regions of rejection, 205
regions of retention, 205
rejection vs. retention of H0,

209–210
sampling distribution of Student’s t,

239–242
standard error of mean and,

236–237
statistical significance vs.

importance, 210–212
statistically nonsignificant, 210
substantive vs. statistical, 214–215
test statistic t and, 237–238
test statistic z and, 202–203
two-tailed tests, 204
Type I error, 207
Type II error, 207–208
z ratio and, 203

Statistical inferences, 164–165,
174–175, 269–270

Statistical power, 363–375
dependent sample use and, 369
effect size and, 365–367
factors affecting, 366–369
level of significance and, 368–369
one-tailed vs. two-tailed tests, 369
power and Type II error, 364–365
power of statistical tests, 363–364
sample size and, 367–368, 370–373
significance vs. importance,

369–370
Statistical questions, 4
Statistical significance vs. importance,

210–212, 329, 369–370
Statistical tables, 408–420

areas under normal curve,
408–411

chi-square statistic, 420
critical values of r, 419
F distribution, 414–416
studentized range statistic,

306–307, 417–418
student’s t distribution, 412–413

Statistically nonsignificant, 210
Statistics

vs. parameters, 3, 181
sampling and, 181
tips on studying, 8–9

Strength of association (r2), 125–127
Strength of treatment effect,

311–312
Studentized range statistic, 306–307,

417–418
Student’s t distribution

application of, 242–244
as family of distributions, 240

obtaining critical values of t,
240–242

regression slope and, 326
sample t ratios and, 245
sampling distribution, 239–242
statistical tables, 412–413

Substantive conclusions, 4
Substantive questions, 4
Substantive vs. statistical question,

214–215
Sum of squares, 69

between-groups, 302
estimates, 303
partitioning of, 300–303
regression and, 145–147
total, 302–303
within-group, 300–301

Summary table, ANOVA, 305
Summation, 55
Symbols, meaning of, 382
Symmetrical distribution, 57
Symmetry, normal curve, 82
Systematic sampling, 183

T
t ratio, 245
T score, 97–98
t tests

vs.ANOVA, 294–295
one-sample, 235–249
for two dependent samples,

281–283
for two independent samples,

259–260
Test of independence, chi-square,

351–352
Test statistic t, 237–238
Test statistic z, 202–203
Testing difference between two

proportions, 353
Theoretical probability

distribution, 168
Total sum of squares, 145
Total variation, 145
Trend graph, 36
Tukey’s HSD test, 306–308
2 × 2 contingency table, 352–353
Two-tailed probability, 171
Two-tailed tests, 204

vs. one-tailed, 369
Two-variables

chi-square calculations, 350–351
finding expected frequencies in,

348–349
Type I error, 207
Type II error, 207–208,

364–365

U
Unexplained variation, 147
Ungrouped-data frequency

distribution, 15
Unimodal property, normal curve, 82
Univariate procedures, 2
Univariate statistics, 106

V
Variability

deviations from the mean and,
68–69

frequency distribution and, 41, 42
importance of, 66
normal distribution and, 72–73
predominant measures of, 71–72
range and, 67
relevance of, 73–75
standard deviation and, 70–71
statistical description vs. statistical

inference, 75–76
variance and, 69

Variables
definition of, 5
dependent, 135
independent, 135
measurement of, 5–8
qualitative variables, 6
quantitative variables, 6
scales of measurement, 6–8

Variance
common, 126
covariance, 111–116
estimates, 257
explained, 267–268
one-way analysis of, 294–316
pooled estimates and, 257–158
population, 257
repeated measures analysis of

variance, 312
variability and, 69, 71–72

W
Welch procedure, 312
Within-groups sum of squares,

300–301
Within-groups variance estimate,

297–298
Within-groups variation, 296–298

Z
z ratio, 203
z scores, 84–87, 97, 98, 141–142
z test, 199–219
Zero, absolute and arbitrary, 7–8
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USEFUL FORMULAS

Percentile rank (ungrouped
frequency distribution)

P
f 2 Cum f (below)

n
100 Formula (2.1)

Arithmetic mean X
ΣX
n

Formula (4.1)

Grand mean X
n1X1 n2X2

n1 n2
Formula (4.2)

Variance
(descriptive statistic)

S2
Σ X −X 2

n
SS
n

Formula (5.1)

Standard deviation
(descriptive statistic)

S
Σ X −X 2

n
SS
n

Formula (5.2)

z score z
X −X

S
Formula (6.1)

T score T 50 10z Formula (6.2)

Covariance Cov
Σ X −X Y −Y

n
Formula (7.1)

Pearson r (defining formula) r
Cov
SXSY

Formula (7.2)

Regression equation
(expanded raw-score
formula)

Formula (8.4)

Regression equation
(z score form)

zY rzX Formula (8.5)

Standard error of estimate SY X
Σ Y −Y 2

n
Formula (8.7)

Standard error of estimate
(alternate formula)

SY X SY 1− r2 Formula (8.8)

Y Y r
SY
SX

X

intercept

r
SY
SX

X

slope
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Standard error of the mean σX
σ
n

Formula (10.2)

One-sample z test z
X − μ0
σX

Formula (11.1)

General rule for a confidence
interval for μ (σ known)

X ± zασX Formula (12.3)

Standard deviation
(inferential statistic)

s
Σ X −X 2

n− 1
SS
n− 1

Formula (13.1)

Standard error of the
mean (estimated)

sX
s
n

Formula (13.2)

One-sample t test t
X − μ0
sX

Formula (13.3)

General rule for a confidence
interval for μ (σ not known)

X ± tαsX
Formula (13.4)

Pooled variance estimate
of σ21 and σ22

s2pooled
SS1 SS2
n1 n2 − 2

Formula (14.4)

Estimate of σX1−X2
sX1−X2

SS1 SS2
n1 n2 − 2

1
n1

1
n2

Formula (14.5)

t test for two
independent samples

t
X1 −X2

sX1−X2

Formula (14.6)

General rule for a confidence
interval for μ1 − μ2

X1 −X2 ± tαsX1 X2
Formula (14.7)

Effect size, d d
X1 −X2

SS1 SS2
n1 n2 − 2

X1 −X2

spooled
Formula (14.8)

Effect size, ω̂2

(independent-samples t test)
ω̂2 t2 − 1

t2 n1 n2 − 1
Formula (14.9)
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Standard error of the
difference between means
(dependent samples)

sX1−X2

s21 s22 − 2r12s1s2
n

Formula (15.1)

t test for two dependent
samples: direct-difference
method

t
D
sD

D

SSD
n n− 1

Formula (15.4)

General rule for
confidence
interval for μD

D± tαsD

Formula (15.5)

Within-groups
sum of squares

SSwithin Σ

all
scores

(X −X)2 Formula (16.1)

Between-groups
sum of squares SSbetweeen Σ

all
scores

(X −X)2
Formula (16.3)

Within-groups
variance estimate

s2within
SSwithin
ntotal −k

Formula (16.8)

Between-groups
variance estimate

s2between
SSbetween
k− 1

Formula (16.9)

F-ratio for one-way
analysis of variance

F
s2between
s2within

Formula (16.10)

Critical HSD for
Tukey’s test

HSD q
s2within
ngroup

Formula (16.11)

General rule for a confidence
interval for μi − μj

Xi −Xj ±HSD Formula (16.13)

Effect size, ω2

(one-way
analysis of variance)

ω̂2 SSbetween − k− 1 s2within
SStotal s2within

Formula (16.14)

Standard error of b sb
Σ Y −Y 2 n− 2

Σ X −X 2 (p. 351)

Standard error of r (ρ 0) sr
1− r2

n− 2
Formula (17.2)
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t ratio for r t
r
sr

Formula (17.3)

t ratio for b t
b
sb

Formula (17.4)

Chi-square
χ2 Σ ( fo − fe)

2

fe

Formula (18.1)

General rule for a
confidence interval for π

Formulas (18.3)
and (18.4)

Chi-square for a 2 × 2 table χ2
n(AD BC)2

(A B)(C D)(A C)(B D)
Formula (18.17)

Population effect size
(mean difference) δ

μ1 μ2
σ

Formula (19.1)

πL
n

n 3 84
P

1 92
n

1 96
P(1 P)

n
96
n2

πU
n

n 3 84
P

1 92
n

1 96
P(1 P)

n
96
n2
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